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Abstract 

For the last two decades the health care industry has increasingly tried to embrace new 

information technologies as well as software applications in its search for efficiency and 

higher quality of care. In Iceland, since 1997, information about patient data is recorded in 

Saga, an Icelandic electronic medical record system. The system is running at all major 

health care centres, hospitals and private practices in Iceland. This research uses the data 

from, according to the database specialist working on Saga, the biggest database in Iceland 

which is the health care database at Heilsugæsla Höfuðborgarsvæðisins (the health service 

in Reykjavik and its surroundings). The objective of this research is to describe the 

creation of IceCube, an OLAP cube which enables interactive exploration and analysis of 

public health care data. The research confirms that OLAP simplifies data analysis in the 

specified domain and offers the possibility of data mining the health care data and the 

application of pattern recognition and prediction of trends and behaviour. 

 

 

 

 

 

 

 

Útdráttur 

Síðustu tvo áratugi hefur heilbrigðisgeirinn reynt að nýta sér nýjustu tækni í leit sinni að 

auknum gæðum. Síðan árið 1997 hefur sjúkraskráningarkerfið Saga verið notað fyrir 

skráningu sjúkragagna á Íslandi. Saga er í notkun á öllum helstu sjúkrahúsum og  

heilsugæslustöðum á Íslandi. Þessi rannsókn notast við gögn sem, samkvæmt 

gagnagrunnssérfræðingi sem vinnur við Sögu kerfið, er stærsti gagnagrunnur á Íslandi. Það 

er sameinaði gagnagrunnur Heilsugæslu Höfuðborgarsvæðisins. Markmið rannsóknarinnar 

er að lýsa sköpun IceCube, sem er OLAP gagnagrunnur (beinlínutengdur 

sundurgreinanlegur fjölvíður gagnagrunnur) sem gerir kleift gagnvirka greiningu gagna og 

gagnanám á heilbrigðisgögnum. Rannsóknin sannreynir að OLAP gagnagrunnur einfaldar 

skoðun og gagnanám heilbrigðisgagna. Einnig gerir OLAP mögulega mynsturgreiningu og 

greiningu á tilhneigingu breytinga gagna. 
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1 Introduction 

Health care information systems are complex systems that store valuable data. The 

architecture of the underlying database reflects that. Specialised database knowledge is 

required to query databases of this size and complexity. Specialised medical knowledge is 

required to come up with the appropriate questions and interpret the results. Those 

specialised knowledge requirements are the biggest obstacle for health care data 

exploration and analysis. Removing this obstacle is the stimulus for this thesis. The tool 

used for doing that is IceCube, a multidimensional database that minimises specialised 

knowledge requirements making health care data easier to explore. 

This first chapter is a general introduction to the IceCube project. It starts by discussing the 

health care industry and introduces the company developing the electronic medical record 

system in Iceland. Following that is an introduction to the OLAP technology. The chapter 

ends with listing the aims and objectives of this research.  

1.1 Research Background 

The health care sector is an ever expanding industry and can form a substantial part of the 

economy of a country. The cost of drugs and clinical research has multiplied over the 

years. Physicians are operating more and more expensive equipment but the hospitals‟ 

facilities have not evolved as rapidly. Rooms are crowded and waiting lists for treatments 

are getting longer. There is a need for a system that better utilises the workforce and the 

equipments. There is a need for a system to analyse the activities of hospitals. Information 

technology (IT) has made revolutionary changes in many areas but has progressed slowly 

in the health care industry. Industry segments such as finance and retail typically spend 7-

9% of their operating budget on IT, yet the typical expenditure of health care organizations 

is 2-3% (Blumenthal, 1999). 

Studies have shown revenue gains after the implementation of electronic medical records 

(Reich et al., 2006). However, less than 10% of hospitals in the United States have adopted 

electronic medical records and most are still using pen and paper (Smaltz et al. 2007). One 

of the reasons are the specific challenges being faced relating to the use of IT in health care 

such as the complexity of medical data, the absence of industry-wide recognized electronic 

health care record for patients in which medical data about the patient is recorded, data 

entry problems, security and confidentiality concerns, systems integration concerns in 

clinical practice, and a general lack of awareness of the benefits and risks of IT 

(Blumenthal, 1999). 

Iceland is progressing faster than the United States towards the introduction of IT in the 

health care industry. Since the year 2000, the company EMR – Heilbrigðislausnir has been 

developing and maintaining Saga, an Icelandic electronic medical record system used at 

every major health institute in Iceland. Saga contains a number of different modules each 

assigned specific role in the data transaction, such as patients‟ appointment scheduler, 

creation of sheets containing clinical information, holding information about admissions 

and discharges, etc. This means that Saga holds a great variety of patient data. As with 
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many other data recording systems storing data in a relational database, the main complain 

about Saga has been the difficulty of data retrieval involving the combination of data 

stored in different modules of the system. For nearly a decade, large volumes of data have 

been accumulated and stored using Saga. The health institutions have become data-rich but 

lack the tools to analyse and learn from their data. 

1.2 Introducing OLAP 

To meet the needs of data analysis from multiple sources the technique of an On-Line 

Analytical Processing (OLAP) cube has been exploited. An OLAP cube is a 

multidimensional data model optimized for fast data output to support data analytics and 

reporting (Lachev, 2005). An OLAP cube is not just a cube i.e. with only three dimensions 

(x, y, and z). An OLAP cube has multiple dimensions. However, it is referred to as a cube 

since it is easier to visualize. An OLAP cube consists of dimensions and corresponding 

measures described by (intersecting) the dimensions. Its metadata is usually created from 

tables in a relational database rearranged as either a star schema or a snowflake schema. 

The measures are derived from the records in the fact table and the dimensions are derived 

from the dimension tables (Figure 1.1). The data of the cube can be viewed in an OLAP 

browser such as MS Excel. It is usually displayed as a pivot table where rows and columns 

represent the dimensions and the measures are the values in the cells sliced by the 

dimensions. 

 

 

Figure 1.1 Data from relational database remodelled to a dimensional schema (such as a 

star schema) and an OLAP cube built on top of the schema   
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An OLAP cube provides an information structure that allows an analyst to have flexible 

access to data, to slice and dice the data any number of ways and to dynamically explore 

the relationship between summary and detail data. A previous study from Slovenia 

(Hristovski et al., 2000) showed how data warehousing and an OLAP are suitable for the 

domain of public health and that an OLAP enables new analytical possibilities in addition 

to the traditional statistical approaches. 

Data mining is a process of data exploration with the intent of finding patterns or 

relationship that can be made useful to the organization (Kimball et al., 2008). It offers 

three main services; data exploration, pattern discovery, and prediction. Data mining tools 

enhance the decision-making process by providing new knowledge that users would not 

otherwise have been able to access on a timely basis. The newly extracted knowledge 

needs to be inserted into one or more knowledge bases to keep them continuously up to 

date for the practice of evidence-based medicine (Fayyad et al., 2001). As an example, data 

mining can segment patients to find out what is the typical profile (age, gender, weight, 

previous health conditions) of patients developing certain decease. Patterns in the health 

records can tell us about the risk of a patient getting a particular decease after having 

developed another one. Health institutes can as well leverage data mining to predict 

business metrics based on existing data statistics, e.g. to find out the next year usage of an 

expensive equipment based on the past years statistical data. An example of how the data 

needs to be prepared before performing data mining on an OLAP cube is explained in this 

research. 

1.3 Dissertation Structure 

The chapters that follow explain what work was performed in this research and how 

IceCube can be used. Chapter two describes the data and the methods of the research. The 

data is extracted from various tables. The interconnection of the tables and their content is 

explained. The extraction, transformation and the loading of the data is performed using 

the Integration Service of the MS SQL Server 2008. The process is explained along with 

the construction of IceCube. Chapter three discusses how IceCube is used. In this research 

MS Excel 2007 is used as an OLAP browser. Examples are given and data mining process 

explained. The last chapter discusses the research in general and identifies further work. 

1.4 Aim and Objectives 

Today, in order by do data analysis on Icelandic health care data a combination of 

specialised knowledge from the IT field and the medical field is required to perform even 

the simplest task. Saga is a complex system and its database structure is confusing. 

Information is scattered around in hundreds of tables and fields. On top of that is added the 

complexity of the different coding systems and their semantics used to record patient data. 

When an analysis on Icelandic health care data is performed system administrators usually 

extract the data the researcher requests. The problem with this model is that the researcher 

cannot be confident the system administrator is extracting valid data. That could lead to 

inaccurate results. A better approach would be an ad-hoc reporting tool for the data in 

Saga. The researcher would have all the data and understand all the measures and 

parameters needed to get the results. In an ad-hoc tool the results are shown instantly while 

days, weeks, months and up to years can pass using the method used today.  
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The objective of this research is to describe how an OLAP technology can be used to 

enable interactive exploration and analysis of Icelandic health care data from Saga for 

physicians, hospital administrators, staff and the consumers of health service. The OLAP 

cube will contain real hospital data and examples of its usage will be shown. Improving the 

access to health care data could lead to new knowledge discovery and more frequent 

researches in the field since an OLAP allows simpler and faster data analyses than are 

currently used.  

The following chapter explains the data used in this thesis and the methods applied.  
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2 Data and Methods 

Working with such sensitive data as patients‟ records raises many questions concerning 

privacy, legality, and ethics. The process of obtaining the permission to work with the data 

started in September 2007. Over half a year passed and after much paperwork, emails, 

phone calls, meetings, and patience the permission was obtained (Appendix A). In May 

2008 the work started of retrieving the data from 15 different health care institutions in 

cooperation with EMR – Heilbrigðislausnir (Appendix B). That work had to be performed 

at each institution. A month later all the health care data had been retrieved and it was 

loaded into an Oracle database. The patient data had been anonymised by request of the 

organizations allowing the research to take place. Data cleansing along with changes of the 

data schema was performed when the data was transferred to Microsoft (MS) SQL Server 

2008. IceCube was constructed containing the patient record data and used for statistical 

analysis and can be used as a source for future data mining. 

This chapter is about the data and its semantics, the methods applied to get the data into 

IceCube and how IceCube can be used. 

2.1 Data Used 

The data used in this project is derived from Saga, the Icelandic electronic medical record 

system developed and maintained by EMR– Heilbrigðislausnir. It is combined from the 

databases of 15 health care centres located in Reykjavík and surrounding towns with total 

size of 5,844 megabytes spanning five years, from 1. January 2003 to 31. December 2007. 

The data was made anonymous by removing name, social security number (ice: Kennitala), 

birthdays were rounded to months, zip code was changed if less than 500 patients were 

registered to the zip code, all written text was removed from the sheets and a unique code 

for physicians was generated and their names removed. 

The data used in this research study comes from the most commonly used module in Saga, 

the sheet module. Physicians use that module to document their appointment with a 

patient. The information that is recorded is for example the causes of attendance 

(subjective), the diagnosis the physician makes, and the treatment (plan) performed or 

recommended such as drugs or surgery. This data is coded, which eliminates typos but 

does not mean the selection of the codes is correct. As an example pneumonia can be 

registered in 265 different ways so physicians can easily select the wrong type of the 

disease. However, the data set used in this research is big and hopefully generates accurate 

enough results. 

The original data consists of eleven tables that can be split into five groups; sheet 

information, coded information, patient information, physician information, and 

information about warnings and allergies of the patient. Those are discussed in the 

following subsections. The information about the allergies and warnings is not used since 

the research only deals with three types of codes, i.e. the causes of attendance, diagnosis, 

and treatment. 
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2.1.1 Original Sheet Information 

The sheet information is the heart of this research. It contains the information that 

physicians record during an appointment with the patient. Saga stores it in the following 

seven tables: 

 S_SHEET_ENCOUNTER 

The table S_SHEET_ENCOUNTER holds general information about the encounter 

such as time, physician, location and type of encounter. One encounter can contain 

one or more sheets. An encounter is created for every appointment. The data 

contains 3,040,360 encounters. 

 S_SHEET_INFO 

This table is so called base-table, i.e. a table that is the same for all institutions. It 

stores the name of all the sheets in Saga with its identifier. The number of different 

sheets is getting close to 300. 

 S_SHEET 

The table S_SHEET stores the sheet itself. It keeps current patient information, 

holds the kind of sheet that was created, the organization the sheet was created for, 

date of creation, the encounter the sheet belongs to and the state of the sheet, i.e. 

either confirmed or unconfirmed. According to the Icelandic law a sheet can only 

be used as a medical data if it has been confirmed. Only such sheets are used in this 

research. This research contains 5,107,620 confirmed sheets. 

 S_SHEET_DETAIL 

The table S_SHEET_DETAIL stores information about coded values in the sheets. 

Coded values come from standard coding systems such as NANDA, ATC and ICD-

10 (International Classification of Diseases, tenth revision). The coded values are 

used to record things such as the causes of attendance (subjective), the diagnosis, 

and the treatment (plan). Most of the work for this research deals with the data in 

this table. The table contains 16,479,870 rows.  

 S_SHEET_DETAIL_QUALIFIER 

This table stores further details of the details e.g. the degree of trauma or the 

location where the patient was stung with a needle. This information is not included 

in this research. The table contains 161,574 rows. 

 S_SHEET_MASTER 

The table S_SHEET_MASTER holds information about non-coded values such as 

the ones the physician writes directly. There are two reasons for this table not being 

included in this research. First, it is empty since anonymising the data excluded all 

non-coded health care information; second it is a generic table so the meaning of 

the fields in each column varies by the kind of sheet. Having close to 300 different 

kinds of sheets greatly complicates the work. This project only deals with coded 

values in sheets. The table has 5,107,583 rows. 
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 S_SHEET_DRUG 

Like the table S_SHEET_DETAIL this table holds coded values from standard 

coding systems. It lists the drugs belonging to sheets. It is not included in this 

research. The table contains 1,683,656 rows.  

2.1.2 Original Patient Information 

Information about the patient is stored in one table, G_PATIENT, with name and social 

security number removed. Information about the family physician, date of birth, date of 

death, gender, citizenship type and zip code are provided. The table contains 186,148 

patients. 

2.1.3 Original Physician Information 

Physician information along with information about other users of Saga is stored in the 

table GA_USER. Being anonymous the only useful information is the profession and the 

generated identity. The table holds 1,283 users. 

2.1.4 Original Coded Value Information 

Coded values are stored in the base table C_S_CODING_SEARCH which holds a standard 

representation of different coding systems such as NANDA, ICD-10, and ATC. The table 

contains 163,823 rows. 

2.1.5 Original Allergy and Warnings Information 

Allergies and warnings are stored as coded values in the table G_CAVE. The table also 

holds information about the employee that entered the record and the date of entry. The 

table has 5,836 rows. 

2.2 Methods and Techniques 

This section describes the different steps undertaken within the project. It begins with 

getting the permission to use the data followed by explaining the extract, transforming and 

loading of the data along with figures with examples. It ends with a description of the 

creation of IceCube and its processing.  

2.2.1 Gathering the Data and Acquiring the Permission to Work 

with it 

After the proposal for this research was accepted by the University of Iceland a search for 

the appropriate data began. The aim was set high and the goal was to gather as much data 

as possible spanning many years. 15 different Saga databases were going to be joined in 

Reykjavik, making it the biggest database in Iceland. That job was being done by EMR – 

Heilbrigðislausnir. The data from this new database was the target for this research. In 

order to get the data a permission had to be obtained from three different parties, the 

director of the main health centre in Reykjavík and its surrounds (ice: Heilsugæsla 

Höfuðborgarsvæðisins), the National Bioethics Committee (ice: Vísindasiðanefnd), and the 
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Act on the Protection and Processing of Personal Data (ice: Persónuvernd). After nearly 

seven months of waiting the permission was acquired and the research began. 

2.2.2 Anonymising, extracting and analysing the original data 

The original data is stored in 15 different Oracle databases. Script was created to extract 

and anonymising the data and was run on every institute. As stated earlier, all names, 

social security numbers, written text and other things that could identify a patient or a 

physician was either removed or replaced. The data was gathered on a single DVD and 

loaded into a single database (referred to as HH) with the Saga schema. Basic analysis was 

performed on the original data such as row counting and evaluation of the relevancy of 

each column. 

2.2.3 Extracting, transforming and loading data to MS SQL 
Server 2008 

The next step was to move the data from Oracle to another relational database management 

system, MS SQL Server 2008. The reason is that the MS SQL Server‟s Analysis Services 

(SSAS) provide a framework for creating multidimensional cubes and data mining 

capabilities. 

The first step is to create a star schema in MS SQL Server 2008 from the original relational 

schema. The result is a new database with the following nine tables. 

 FACTSHEET (the fact table where each line represents one sheet) 

 C_S_CODING_SEARCH (base table containing coding information) 

 DIMPATIENT (dimension table containing patient information) 

 DIMUSER (dimension table containing employee information) 

 S_SHEET_DETAIL (assistant table containing sheets and their codes) 

 DIMSUBJECTIVE (dimension table containing subjective code information) 

 DIMDIAGNOSIS (dimension table containing diagnosis code information) 

 DIMPLAN (dimension table containing plan code information) 

 PLANGROUPBRIDGE (bridge table between DIMPLAN and FACTSHEET) 

The data integration was performed with another MS SQL Server 2008 service, Integration 

Services (SSIS). It is Microsoft‟s reimaging of Data Transformation Services (DTS) that 

takes data from a source, manipulates it in any of a variety of ways and finally channels the 

manipulated data to a destination. This process is known as ETL i.e. Extract, Transform 

and Load. 

The integration part of IceCube was programmed in Microsoft Visual Studio 2008. Its 

functionality is grouped into a single package. A package has control flow and data flow. 

The control flow consists of ten steps running in a sequence (Figure 2.1). Eight of those 

steps are scripts while two are data flow tasks (DF Dimension, DF FactSheet). Data flow 

tasks contain ETL processes. 
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Figure 2.1 A screen shot of the control flow in the integration part of IceCube 

 

First the control flow runs a script that deletes everything from the star schema tables. 

Then the first data flow (DF Dimensions) is executed. It contains four ETLs (Figure 2.2). 

The first one (EMR_C_S_CODING_SEARCH) extracts detailed coding information from 

a base-table in the development database at EMR - Heilbrigðislausnir. That information is 
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guaranteed to be the same all over Iceland since the company controls its content. The 

other three extract data from the HH database, i.e. the database holding the original 

anonymized data. The S_SHEET_DETAIL data extracted was limited to only subjective 

(causes of attendance), diagnosis, and plan (treatment) codes which are 60.2% of all the 

codes. 

 

 

Figure 2.2 The 4 ETLs of the dimensional data flow (DF Dimension) 

Data conversion is needed because Oracle and MS SQL Server 2008 use different data 

types such as Oracle‟s number data type is either an integer or a float in MS SQL Server. 

The third step (Delete multiple Subjective and Diagnosis) in the integration part of 

IceCube (Figure 2.1) deletes sheets from S_SHEET_DETAIL that have more than one 

subjective or diagnosis code since a single sheet should only have one of each. Adding this 

script to the control flow was much faster than adding this condition to the relevant ETL. 

The next three steps (Populate DimSubjective, Populate DimDiagnosis, Populate DimPlan) 

are scripts that populate the three dimensional tables containing detailed code information 

for subjective, diagnosis, and plan respectively. Their data is a concatenation of data from 

S_SHEET_DETAIL and C_S_CODING_SEARCH. The key for the subjective and 

diagnosis dimensions are the unique identity of the sheets since sheets with duplicated 

subjective or diagnoses are removed. The key for the plan dimension is the unique identity 

of the S_SHEET_DETAIL table. 

In the next step a data flow (DF FactSheet) containing ETL for the fact table is executed 

(Figure 2.3). It extracts the information from the table S_SHEET, makes the necessary data 

conversion, performs lookup of patients and users in the dimension tables loaded in the 

previous data flow, and inserts valid data into the table FACTSHEET which is the fact table 

of the star schema. 
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Figure 2.3 A screen shot of the fact table data flow of IceCube (DF FactSheet) 

 

The last three executions in the integration part of IceCube (Figure 2.1) are scripts. The 

first (Update FactSheet SubjectiveKey and DiagnosisKey) updates the table FACTSHEET 

by inserting the unique sheet identity into the columns SUBJECTIVE_KEY and 

DIAGNOSIS_KEY if a corresponding key is found in the respective dimension. The 

following step (Populate PlanGroupBridge) populates the bridge table 

PLANGROUPBRIDGE with data from the fact table outer joined with data from the plan 

dimension table. The last step inserts into the fact table the age of the patient during the 

creation of the sheet. 

Although the SSIS control flow has now been described it is further described with the 

following example. In the example there are two sheets: 

 Sheet with the unique identity 2220. It contains one subjective code, one diagnosis, 

and 2 plans (treatments). 

 Sheet with the unique identity 3028. It contains only one subjective code. 

The integration part of IceCube (Figure 2.1) starts by running a script that deletes 

everything from the tables in the target database i.e. MS SQL Server 2008. Following is 

the first data flow (Figure 2.2) containing four ETLs that inserts information into the target 

database. Tables 2.1 to 2.4 list example of the data: 
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Table 2.1 Example of the coded information data. 

CODING_SYSTEM MAPPING_CODE CONCEPT_CODE TERM_ID TERM 

ICPC A03 119182 230009 Heat 

ICPC P03 119151 230414 Depression 

ATC M01AE01 601115 620516 Ibufen 

ATC J05AH02 1102567 1104140 Tamiflu 

ICD-10 U05.9 1165791 1206121 H1N1 Infl. 

 

Table 2.2 Example of the employee information data. 

ID PROFESSION 

98 Physician 

117 Physician 

 

Table 2.3 Example of the patient information data. 

PATIENT_INT DOD DOB SEX CITIZEN_SHIP ZIP 

489 3.2.2008 1.4.1934 1 IS 107 

677 <NULL> 5.7.1974 2 IS 220 

 

Table 2.4 Example of the S_SHEET_DETAIL information data. Rows where Desc_int is 1 

define subjective codes, 3 are diagnosis code and 4 plan code. 

PRIMARY_KEY SHEET_INT DESC_INT CONCEPT_CODE TERM_ID 

5585 2220 1 119182 230009 

5586 2220 3 1165791 1206121 

5587 2220 4 1102567 1104140 

5588 2220 4 601115 620516 

5589 3028 1 119151 230414 
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The next step in the SSIS control flow (Figure 2.1) is to delete from S_SHEET_DETAIL 

any sheets that have multiple subjective codes or multiple diagnoses. In this example no 

sheet is deleted. Then the subjective and diagnoses dimensions are populated combining 

information from S_SHEET_DETAIL and C_S_CODING_SEARCH in the target database 

as: 

Table 2.5 Example of the data in the table DIMSUBJECTIVE. 

SUBJECTIVE_KEY CODING_SYSTEM CODE TERM 

2220 ICPC A03 Heat 

3028 ICPC P03 Depression 

-101 „N\A‟ „N\A‟ „N\A‟ 

 

Table 2.6 Example of the data in the table DIMDIAGNOSIS. 

DIAGNOSIS_KEY CODING_SYSTEM CODE TERM 

2220 ICD-10 ICD-10 H1N1 Infl. 

-103 „N\A‟ „N\A‟ „N\A‟ 

 

The keys are the sheet number along with an extra key, the „N\A‟ one that means the sheet 

has no code defined. The plan dimension is different since one sheet can have many plans. 

A bridge table is placed between the fact table and the plan dimension. That has to be done 

in order for the fact table to link to only one row in its dimension table. Otherwise the 

OLAP cube cannot be processed. 

Table 2.7 Example of the data in the table DIMPLAN. 

PLAN_KEY SHEET_INT CODING_SYSTEM CODE TERM 

5587 2220 ATC M01AE01 Ibufen 

5588 2220 ATC J05AH02 Tamiflu 

-104 „N\A‟ „N\A‟ „N\A‟ „N\A‟ 

 

The PLAN_KEY is the primary key of the table S_SHEET_DETAIL which is generated 

during the SSIS control flow (Figure 2.1). 
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By now all the dimension tables have been loaded into the target database. The latter data 

flow runs and loads data into the fact table, i.e. FACTSHEET. Two lookups are performed, 

in DIMUSER and DIMPATIENT, both tables in the target database are populated by the 

previous data flow. If keys are not found in the dimensions the row is removed from the 

data flow. PLAN_KEY is always the same as the SHEET_INT. The default value of the 

column SUBJECTIVE_KEY is -101 and the default value of DIAGNOSIS_KEY is -103. 

Following the load into the fact table the columns SUBJECTIVE_KEY and 

DIAGNOSIS_KEY are updated inserting the identity of the sheet into the column if the 

sheet has any subjective or diagnoses dimensions. 

Table 2.8 Example of data in the table FACTSHEET (not all columns involved). 

SHEET_INT EMPL_INT PATIENT_INT SUBJ.._KEY DIAG.._KEY PLAN_KEY 

2220 117 489 2220 2220 2220 

3028 98 677 -101 -103 3028 

 

The fact table contains the following columns: 

 SHEET_INT – the identity of the sheet 

 ENCID – the encounter that the sheet belongs to 

 EMPL_INT – the employee that created the sheet 

 PATIENT_INT – the identity of the patient 

 SHINKINDOFSHEET– the kind of sheet 

 ORGANIZATIONID – the organization the sheet was created on 

 CREATEDATE – the date of the creation of the sheet 

 SUBJECTIVE_KEY – the subjective key of the sheet 

 DIAGNOSIS_KEY – the diagnose key of the sheet 

 PLANGROUPKEY – the group of plans belonging to the sheet 

 PATIENTAGE – the age of the patient during the creation of the sheet 

At last the bridge table is populated. The bridge table connects the fact table with the plan 

dimension. 
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Table 2.9 Example of data in the table PLANGROUPBRIDGE. 

PLAN_GROUP PLAN_KEY 

2220 5587 

2220 5588 

3028 -104 

 

Now all the data has been loaded to the target database. The next step is to connect the 

tables into a star schema and create the OLAP cube on top of that. 

2.2.4 Creating the OLAP cube 

At this point the data in the MS SQL Server is in a star schema. It has one fact table, five 

dimensional tables, and one bridge table. The integration part of IceCube did all the 

necessary cleansing, i.e. removed sheets that have multiple subjective codes or diagnosis 

codes, converted the Oracle data types to corresponding MS SQL Server data types, and 

performed lookup of patients and users in the fact table data flow, making sure the fact 

table has corresponding row in each dimension table. Then the construction of the OLAP 

part of IceCube began. It is an MS SQL Server Analysis Services (SSAS) project 

programmed in MS Visual Studio 2008. An SSAS project consists of a data source, data 

source view and an OLAP cube (Figure 2.4).  

 

Figure 2.4 The architecture of the OLAP part of IceCube. 

In an OLAP cube, the data source provides a simple connection to the relational database. 

On top of that is the data source view. A data source view supports enhancing the schema 

by logical primary keys and relations, named queries and calculations. It abstracts the 

relational data source and defines the data schema of the OLAP cube. 
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Figure 2.5 The data source view of IceCube stored in the OLAP cube 

The data source view of an OLAP needs to be dimensionally modelled (Figure 2.5). That is 

the reason the original data set was transformed into a star schema. Fact tables contain the 

metrics resulting from a business process or measurement event, such as the sales ordering 

process or service call event. Dimension tables contain the descriptive attributes and 

characteristics associated with a specific, tangible measurement events, such as the 

customer, product, or sales representative associated with an order begin placed (Kimball 

et al., 2008). Facts and their associated dimension and attributes have to be identified. The 

granularity of the fact table in IceCube is a single sheet recorded by a physician while 

attending a patient. Every sheet is created by a physician (DIMUSER) for a patient 

(DIMPATIENT). Optionally, the physician records the cause of attendance 

(DIMSUBJECTIVE), the diagnosis (DIMDIAGNOSIS) and the treatment (DIMPLAN). 

All the dimensions have a one-to-one relation with the fact table except the treatment 

dimension. It is connected via the bridge table PLANGROUPBRIDGE. The bridge table 

ensures that only one row in each dimensional table connected to the fact table represents 

the value in the fact table. Otherwise, the OLAP cube could not be processed. 

The patient dimension and the user dimension are connected to the fact table by their 

corresponding unique key defined in the original data source. Their values are required 

meaning that there is always a patient and a user (employee) for every sheet. In the 

subjective and diagnosis coding dimensions the key is the unique identity of the sheet that 

registered the related code. Additionally, the coding dimensions have one row each that the 

fact table refers to when no corresponding code is registered for the particular sheet (the 

N/A row). The column PlanGroup in the fact table is always the identity of the sheet. The 

column is connected to the column PlanGroup in the bride table PLANGROUPBRIDGE. 

The other column of PLANGROUPBRIDGE, PlanKey, is the key of plan codes that was 

generated during the integration of IceCube. That column connects to the DIMPLAN table 

leaving the fact table to connect to unique plan code keys. The measure groups in IceCube 
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are count of sheets, distinct count of encounters and distinct count of patients. The 

dimensions and their attributes that slice the measures are: 

 Patient dimension 

o Date of death 

o Date of birth 

o Gender 

o Nationality 

o Zip code 

 User dimension 

o Profession 

o Identity of the organization 

 Subjective dimension 

o Coding system 

o Mapping code 

o Term 

o Concept Code 

 Diagnosis dimension 

o Coding system 

o Mapping code 

o Term 

o Concept Code 

 Plan dimension 

o Coding system 

o Mapping code 

o Term 

o Concept Code 

 

After measure groups have been chosen and the dimension model is ready the last thing to 

do before browsing IceCube is to process it. Cube processing is needed to update the cube 

metadata, data, and aggregation layers. The server starts by extracting each measure group 

with data from the underlying fact table. Then the server processes the returned result set 

one row at a time. When doing so, the server calculates the path to every leaf cell by 

combining the attribute coordinates that reference that cell. In fact, IceCube pre-calculates 

everything which explains its fast data retrieval. The next chapter discusses how IceCube 

can be explored. 
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3 Data Explore Using the OLAP Cube 

This chapter explains how IceCube is explored using MS Excel 2007. Data mining is 

described and how it can be applied to IceCube. According to International Data Corp 

(IDC) data mining is one of the fastest growing business intelligence segments. Only in the 

past decade the computation power has reached the necessary level to support data 

warehousing and mining algorithms (Lachev, 2005).  

3.1 Interactive Data Exploration using IceCube 

To connect to IceCube MS Excel 2007 is started. Under the Data tab there is a button 

called “From Other Sources”. Choose “Analysis Services”. Write the name of the server 

hosting IceCube and click “Next”. From the dropdown list select IceCube and click 

“Next”. Two more dialogs appear that can be ignored. Now the user is connected to 

IceCube and the OLAP browser appears with a list of available fields and a pivot table that 

gets populated as user selects measures and attributes. 
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Figure 3.1 IceCube open in an OLAP browser 

IceCube has three measures: count of encounters, count of patients, and count of sheets. 

The measurements are marked with a sigma sign. IceCube has five dimensions and each 

dimension contains several attributes. The attributes of the dimensions slice the measures. 

The recommended way of starting browsing IceCube is to choose one or more measures. 

The result is almost instantly displays since all the measures are pre-calculated when 

IceCube is processed. The number that appears after choosing a measure is the summed up 
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value of the measure. For example in Figure 3.1 the number 3,025,923 is the count of all 

the encounters in IceCube. 

No limit is on the number of attribute that can be used to slice the measurements. 

Attributes can also have effect on the measure without being visible in the pivot table. 

Those attributes are known as filter attributes and are placed in the report filter box which 

is located at the bottom to the right of the OLAP browser. 

3.1.1 Which is the Stronger Gender - Example 

In order to illustrate a real use of IceCube and its simplicity this section demonstrates how 

it can be used to confirm the statement that women are more likely to see a physician than 

men are. After connecting to IceCube the answer is found with a single mouse click and a 

single drag-and-drop, i.e. selecting the count of encounters measurement and slice the cube 

with the gender attribute of the patient dimension. Optionally, unselect the „N\A‟ attribute 

of the subjective dimension and set the attribute as a hidden filter in order to involve only 

sheets that have the causes of attendance recorded. 

 

Figure 3.2 The comparison of the number of encounters gender divided 

IceCube confirms the statement (Figure 3.2). But what are the main causes of attendance 

for women? That is easy to see by using the subjective dimension as a slice, select the 

female gender attribute in the patient dimension as a hidden filter and order the result by 

the number of encounters containing. 
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Figure 3.3 The top 25 causes of attendance for women in IceCube 

The renewal of prescription is by far the most frequent cause of attendance. It is likely that 

a high percentage of that is when women renew their contraceptives. Also women carry 

children and they are booked along with the children when the children go for a check up. 

How about if we construct another query excluding the “women-only” causes of 

attendance (Appendix C)? Figure 3.4 shows the result. 
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Figure 3.4 The comparison of the number of encounters gender divided in IceCube 

excluding “women-only” causes of attendance. 

The observation that can be made from this is that women see their physician more often 

than men do even when women-only reasons are excluded. 

3.2 Preparing Data Mining on IceCube 

Data mining is a business intelligence process that offers three main services: 

 Data exploration such as segmenting patients to find out what is the typical profile 

such as age, cause of attendance, and date of birth of patients getting H1N1. 

 Pattern discovery, such as to recommend other treatments for a patient together 

with a given treatment. 

 Prediction, such as to find out the next quarter diagnoses based on past years data 

such as the yearly influenza. 

 

Data mining and OLAP seek to provide rich data exploration and reporting typically used 

in conjunction with data warehousing. OLAP aggregates data across dimensions fast while 

data mining can explore the data itself such as disease trends and drug recommendation 

based on the history of the patient. 

Data mining is performed by leveraging well-known mathematical models that originate 

from three academic fields: statistics, machine learning, and database theory. Naive Bayes 

and Clustering are statistical models aimed at finding data correlations. Decision trees and 

neural network models come from machine learning and database algorithms are used to 

process large data volumes efficiently (Lachev, 2005).  

The following explains the steps needed to perform data mining on the data set. It 

demonstrates how the data needs to be transformed and grouped in order to prepare data 

mining on an extension of IceCube. The goal is to prepare clinical hospital data, containing 

warts as diagnosis, to be data mined. The reason for focusing on warts is to minimize the 

dataset and to have a clear objective. 
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A data mining project is initiated by defining the mining model. The business requirements 

are gathered and a decision has to be taken on what mining technique should be applied. 

This data mining example deals with patients diagnosed with warts and the treatment they 

receive. 

SSIS was used to extract, transform and load the data into MS SQL Server 2008. The data 

was gathered from three tables in the original data source and combined into one table 

called FACTWARTS. Only confirmed sheets containing warts as diagnosis were 

considered. 68.126 lines were retrieved but after performing a look-up in the coding table 

of the target server 64 lines were eliminated placing 68.062 rows into FACTWARTS. Then 

the cleansing part started: 

a) All codes on sheets other than subjective, diagnosis, and plan code removed (566 

rows). 

b) All sheets with more than one subjective or diagnosis code removed (195 rows). 

c) Subjective codes moved to a specific subjective column. 

d) Diagnosis codes moved to a specific diagnosis column. 

e) Plan codes moved to a specific plan column. 

f) Subjective and diagnosis codes removed if plan code is found in the same sheet. 

This eliminates duplicates. (37,119 rows) 

g) Subjective code removed if diagnosis code is found the same sheet (1,350 rows). 

This eliminates duplicates. 

 

Tables 3.1 to 3.5 show example data from the individual steps. 

Table 3.1 Step a, remove codes that are not subjective, diagnosis, or plan. 

SheetInt Desc_int Term_id Subjective Diagnosis Plan 

314434 1 200037    

314434 3 103038    

314434 4 910703    

314434 4 600426    

314434 5 560337    
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Table 3.2 Step c, d and e. Copy codes. 

SheetInt Desc_int Term_id Subjective Diagnosis Plan 

314434 1 200037 200037 103038  

314434 3 103038 200037 103038  

314434 4 910703 200037 103038 910703 

314434 4 600426 200037 103038 600426 

 

Table 3.3 Step f. Removing duplicate rows 

SheetInt Desc_int Term_id Subjective Diagnosis Plan 

314434 4 910703 200037 103038 910703 

314434 4 600426 200037 103038 600426 

 

Additionally the age of the patient during the creation of the sheet was calculated and 

stored into the column PATIENTAGE in FACTWARTS. Also the treatment term was 

copied to the column PLAN_TERM. The rows in FACTWARTS are now 28,832. But there 

is one more thing to do and that is to group together the different treatments. This example 

shows how complicated that process is. Many different terms have the same meaning while 

other terms have almost the same meaning. Some terms may be too general to be grouped 

with terms that in many cases are the same. This problem applies both to the diagnosis and 

the treatments. For example, the diagnosis of a cold can be registered in 12 different ways. 

The directorate of health in Iceland recently quit using the most common Icelandic word 

for cold, “kvef“ in Saga and are now using “bráð nefkoksbólga“. This has lead to various 

misunderstandings since few physicians recognise the new word for the code. 

When extracting the data it became clear that wart codes are stored in 19 different ways 

from two distinct coding systems. ICPC codes are causes of attendance codes while ICD-

10 are the diagnosis codes. 
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Table 3.4 Despite sharing the same concept code warts are stored in 19 different ways in 

Saga 

Coding 

System 

Concept 

Code 

Term Occurrences in the 

original dataset 

ICD-10 103038 VIRAL WARTS 892 

ICD-10 103038 VEIRUVÖRTUR 23 

ICD-10 103038 VERRUCA SIMPLEX 218 

ICD-10 103038 VERRUCA VULGARIS 127 

ICD-10 103038 VARTA 8452 

ICD-10 103038 VERRUCA PLANTARIS 718 

ICD-10 103038 VÖRTUR 8869 

ICD-10 103038 WARTS 1371 

ICPC 103038 VERRUCA PLANTARIS 1 

ICPC 103038 FODVORTER 0 

ICPC 103038 WARTS 75 

ICPC 103038 VARTA 8762 

ICPC 103038 VÖRTUR 10118 

ICPC 103038 VERRUCA PLANA JUVENILIS 0 

ICPC 103038 VERRUCA VULGARIS 0 

ICPC 103038 VERRUCAE VIRALES 0 

ICPC 103038 VIRALE VORTER 0 

ICPC 103038 VORTER 0 

ICPC 103038 VORTER, VIRALE 0 

 

The total number of wart codes in the original dataset is 39,626 (20,670 ICD-10 codes and 

18,956 ICPC codes). However, wart codes are often repeated on the same sheet since 

sheets record the cause of attendance as well as the physician‟s diagnosis (Figure 3.5). 
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Figure 3.5 A sheet in Saga recording warts as both subjective and diagnosis 

The same problem occurs with the codes for the plans, i.e. the same plan is known under 

multiple names. The aim is to create a new column, PLAN_TERM2 that holds the term 

generated after the grouping process. After analysing the data manually, ten groups were 

formed from the 295 different treatment terms (Table 3.5). 

Table 3.5 The grouped terms 

Plan_Term2 Appearances 

Wart freezing 11676 

Canthacur (wart lotion) 4493 

Wart treatment 3996 

Doctor‟s advice / surveillance 2955 

Return advised 2781 

Miscellaneous 504 

Anaesthesia 343 

Antibiotic 222 

Referral 177 

Return not advised 68 

 

Wart freezing is by far the most common treatment for patients diagnosed with warts. The 

wart lotion Canthacur is the second most common treatment. The third most common 

treatment is simply called “Wart treatment”. That can easily fall into either of the top two 

groups since wart treatment can mean both wart freezing and canthacur. Now a database 

table is ready with grouped plan codes, which enables data mining to be performed, e.g. to 

perform pattern recognition.  

The next chapter has general discussion on this research and the further work it suggests. 
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4 Discussion and Further Work 

The difficulty with current health care data exploration and analysis is its complexity. It 

requires specialised knowledge in the IT field as well as in the medical field. The aim of 

this thesis was to present a new way of exploring health care data and show how it can be 

simplified with IceCube, an OLAP cube built for fast data retrieval. The health care data it 

contains comes from the largest database in Iceland. It has more than 16 million clinical 

codes of close to 200,000 patients registered by more than one thousand physicians. 

An OLAP cube is complicated to construct. It involves many different aspects of computer 

science expertise. Time had to be spent in learning data warehouse construction, 

integration services and analysis services. The learning curve was steep. After months of 

reading and programming IceCube was constructed. 

The technical obstacles of current health care data analysis have been removed. IceCube 

abstracts the need for expertise in the IT field. It greatly eases interactive data exploration 

and analysis on Icelandic health care data that could lead to the discovery of new 

knowledge. The need for expert knowledge in the medical field has also been removed. 

Only a basic understanding of the Icelandic health care coding system is required. 

Further data exploration should be performed with IceCube. It was constructed for this 

purpose and should be put to use in this way by physicians and students. The data set it 

contains is large and has never been analysed in this way before. IceCube itself can be 

further developed by adding new kind of data to it. A time dimension should be the first 

dimension to add to it. Possible next steps would be adding allergies and drugs to it. 

Admission data can also be useful. Health care institution administrator could benefit from 

IceCube if data from the appointment module of Saga was added. 
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Appendix A 

A copy of the permission from the National Bioethics Committee. 
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Appendix B 

The confirmation of the collaboration with EMR – Heilbrigðislausnir (formally known as 

TM Software – Heilbrigðislausnir). 
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Appendix C 

Causes of attendance for women only: 

 10 MÁNAÐA SKOÐUN 

 18 MÁNAÐA SKOÐUN 

 6 MÁNAÐA SKOÐUN 

 6 VIKNA SKOÐUN (6V) 

 ABORTION SPONTANEOUS 

 ÁBÓT MEÐ BRJÓSTAGJÖF (MÁN) 

 BRJÓSTAGJAFARÁÐGJÖF 

 BRJÓSTAGJAFIR -SAGA 

 BRJÓSTAGJÖF 

 BRJÓSTAGJÖF / PELAGJÖF 

 BRJÓSTAGJÖF EINK / KVÖRTUN 

 EFTIRLIT Á MEÐGÖNGU VEGNA BLÓÐFLOKKAMISRÆMIS, RHESUS 

 EFTIRLIT Á MEÐGÖNGU VEGNA MINNKAÐRA FÓSTURHREYFINGA 

 EFTIRLIT Á MEÐGÖNGU VEGNA SLYSS 

 ER ÓFRÍSK / ÞUNGUÐ 

 FÁ GETNAÐARVARNIR 

 FÁ LYKKJU 

 FÁ PILLUNA 

 FÁ/TAKA LYKKJU 

 FÓSTURLÁT 

 FRÆÐSLA UM BRJÓSTA-/PELAGJÖF 

 FRÆÐSLA UM BRJÓSTAGJÖF 

 FRÆÐSLA UM PELAGJÖF 

 FYLGIKVILLAR EFTIR FÆÐINGU 

 FYRIRSPURN UM FÓSTUREYÐINGU 

 FYRIRSPURN UM ÞUNGUN 

 FYRIRTÍÐASPENNA 

 FYRIRTÍÐASPENNA / EINK 

 GETNAÐARVARNIR 

 GETNAÐARVÖRN, HETTA 

 GETNAÐARVÖRN, HORMÓNAHRINGUR 

 GETNAÐARVÖRN, HORMÓNASPRAUTA 

 GETNAÐARVÖRN, HORMÓNASTAFUR 

 GETNAÐARVÖRN, LYKKJAN 

 GETNAÐARVÖRN, PILLAN 

 GETNAÐARVÖRN, ÖNNUR 

 GRINDARLOS Á MEÐGÖNGU 

 MENSTRUAL PAIN 

 MENSTRUATION ABSENT/SCANTY 

 MENSTRUATION EXCESSIVE 

 MENSTRUATION IRREGULAR/FREQ 

 MILLIBLÆÐING 

 MILLITÍÐAVERKIR 

 MJÓLKAR OF LÍTIÐ 

 MORNING AFTER PILL 

 MÆÐRAEFTIRLIT 

 MÆÐRASKOÐUN 

 MÆÐRASKOÐUN, ÁHÆTTUSÖM ÞUNGUN 

 MÆÐRASKOÐUN, EÐLILEG ÞUNGUN 

 MÆÐRAVERND 

 ÓGLEÐI / UPPKÖST Á MEÐGÖNGU 
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 PREGNANCY 

 PREGNANCY CONFIRMED 

 PREGNANCY-RELATED CONDITION, UNSPECIFIED 

 PREMENSTRUAL EINKENNI 

 PREMENSTRUAL SYMPTOMS 

 PREMENSTRUAL TENSION SYNDROME 

 RÖSKUN V MEÐGÖNGU 

 STÖÐVA MJÓLKURMYNDUN 

 TÍÐABIL 

 TÍÐABLÆÐING SEINKUÐ 

 TÍÐABLÆÐINGAR AUKNAR 

 TÍÐABLÆÐINGAR MIKLAR 

 TÍÐABLÆÐINGAR MINNKAÐAR 

 TÍÐABLÆÐINGAR ÓREGLULEGAR 

 TÍÐABLÆÐINGAR, ÓREGLUL / ÞÉTTAR 

 TÍÐAHVÖRF 

 TÍÐAHVÖRF EINK / KVÖRTUN 

 TÍÐALENGD 

 TÍÐASAGA 

 TÍÐASTOPP 

 TÍÐASTOPP / LITLAR BLÆÐINGAR 

 TÍÐAVERKIR 

 TÍMALENGD BRJÓSTAGJAFAR 

 TÚRVERKIR 

 UNGBARNAEFTIRLIT (UBE) 

 UNWANTED PREGNANCY COMFIRMED 


