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Abstract

Identifying the mechanisms and predicting the rate of atomic rearrangements (tran-
sitions) is important in many applications such as di�usion and chemical catalysis.
It is important to know the minimum energy path (MEP) on a high dimensional en-
ergy surface, de�ned by the coordinates of the atoms during the transition between
two stable con�gurations of the atoms (local minima on the energy surface) and the
highest point (saddle point) on this MEP. The MEP and saddle point are found
iteratively using many computationally demanding energy and force evaluations.
Two methods using Gaussian process regression to reduce the number of computa-
tionally heavy energy and force evaluations are introduced and demonstrated on a
test problem involving rearrangements of a Pt heptamer island on a crystal surface.
This test problem shows that Gaussian process regression can reduce the number of
energy and force evaluations by more than an order of magnitude. The results are
discussed and analysed as well as possible improvements to the methods.

Útdráttur

Mikilvægt er að skoða hvernig atóm hreyfast þegar þau umraðast, t.d. í sveimi eða
efnahvar�. Til að reikna hraða þessara umraðana þarf að þekkja lágmarksorkuferil
á margvíðu orkuy�rborði, sem skilgreindur er með hnitum atómanna sem færast
milli tveggja orkulágmarka og hæsta punktinn á þessum ferli (söðulpunkt). Lág-
marksorkuferillinn og söðulpunkturinn eru fundnir með ítrunum og það þarf marga
tímafreka reikninga á orku og kröftum á y�rborðinu til þess að �nna þá.
Í verkefninu eru kynntar tvær aðferðir þar sem vélrænn lærdómur er notaður til að
fækka fjölda tímafrekra reikninga og skilvirkni þeirra sýnd á prófdæmi sem skoðar sjö
atóma platínu-eyju sem sveimar á kristaly�rborði. Þetta prófdæmi sýnir að vélrænn
lærdómur getur minnkað fjölda tímafrekra reikninga um meira en stærðargráðu.
Niðurstöður eru ræddar og greindar, og fjallað er um leiðir til að bæta aðferðirnar.
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1 Introduction

Identifying the mechanisms and predicting the rate of atomic rearrangements (tran-
sitions) is important in many applications such as di�usion and chemical catalysis.
These rearrangements are rare on the time scale of atomic vibrations, so methods
based on statistical mechanics and classical dynamics have been developed for pre-
dicting their rates. [1�3] The rate of transition can be calculated using harmonic
transition state theory (HTST), but to do that it is important to know the mini-
mum energy path (MEP) on the high dimensional energy surface, de�ned by the
coordinates of the atoms during the transition between two stable con�gurations of
the atoms (local minima on the energy surface). More speci�cally it is important to
know the highest point (saddle point) on the MEP, its shape on the energy surface
and with the energies and shape of the minima. [4�7] The MEP between two local
minima on an energy surface is often found with the climbing image - nudged elastic
band method (CI-NEB). The CI-NEB method entails creating a number of possible
con�gurations for the system between two given minima that could represent parts
of the MEP. These replicas (images) are connected together with springs so that
they are reasonably divided between the minima. This can be done by a straight
line interpolation of the atomic coordinates between the minima or some other form
of interpolation. The images are then moved with an optimization algorithm in the
direction of the negative gradient (force) component perpendicular to the spring in
small steps, while the spring force keeps the images equally divided on the path.
When the forces on the images reach a certain limit, the image with the highest
energy is allowed to move in the direction of the highest gradient parallel to the
spring. This is done until the images on the path converge to the MEP and saddle
point. [8�11]

Density functional theory (DFT), or some other ab initio method, is usually used
to evaluate the energies and forces of the systems in question. These evaluations
are computationally heavy and require a very long process time. The CI-NEB
method often requires hundreds or thousands of computationally heavy energy and
force evaluations and can take days or even weeks to complete, so reducing the
amount of these evaluations needed to �nd the saddle point is important. Recently,
a method for using machine learning to speed up the search for MEPs and saddle
points was introduced. [12] It entails approximating the true energy surface using
few computationally heavy energy and force evaluations, and �nding the MEP on
the approximated energy surface using an algorithm like CI-NEB. This has been
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1 Introduction

introduced by using neural network models. While neural network models have an
advantage when it comes to approximating large datasets, they have their draw-
backs. The most serious one being that the function that optimizes the parameters
of the model when �tting it to data is not convex, so that the optimized param-
eters depend on the initial guess of their values. [12] A Gaussian process (GP) is
a statistical model that can also be used for speeding up MEP and saddle point
searches. It is a generalization of the Gaussian distribution. It is non-parametric,
very �exible, and can incorporate function values and derivatives into its model.
It can also predict derivatives as well. It is far more mathematically sophisticated
than the neural network models, and allows for uncertainty evaluations. In turn
it does not scale as well in computational e�ort as the neural network models to
dataset sizes and number of degrees of freedom in the functions to be approximated.
[13] This thesis will present two methods using Gaussian process regression to aid
MEP and saddle point searches, and their e�ciency demonstrated on a benchmark
test problem. A paper has already been published on one of these methods. [14]
The thesis expands on the already published work, introduces improvements to the
method and introduces a second method based on uncertainty evaluations.
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2 Methodology

The true energy and force evaluations are so computationally heavy, that the number
of evaluations needed to �nd the saddle point is a good measure of computational
e�ort. The computational cost of �nding the MEP and saddle point on an ap-
proximated surface is low. Two di�erent methods using Gaussian process regression
aided MEP search are proposed. The algorithms both work on the same principle.
An approximated energy surface is constructed from training data. CI-NEB is then
conducted on the approximated energy surface to �nd a possible MEP. Evaluations
are then made on the proposed MEP. If the path has converged to the true MEP
the calculations are stopped. If the path has not converged to the true MEP, the
new evaluations are added to the training data, the approximated surface adjusted
accordingly and CI-NEB is conducted again on the new approximated surface.

Initially, the approximated energy surface can be very di�erent from the true po-
tential energy surface, since the GP model has little information about it. This can
lead to the path on the approximated surface drifting far o� from the real MEP
before the CI-NEB method converges, and evaluations would be made in areas that
are of little interest. The energies and forces in these areas can also be extremely
high which can a�ect the approximated energy surface around the true MEP. This
can lead to the GP model needing many more evaluations to recover, and decreases
the e�ciency of the methods. These problems will be referred to as stability issues.
Three features have been added to both algorithms to help with these stability issues
in order to decrease the number of evaluations needed to converge to the true MEP.
Two of the features apply to movement of the path on the approximated surfaces
and one applies to how to create a better approximated energy surface initially.

Restrictions are set on the movement of the path, so that it does not enter regions
where the uncertainty is too high. The images are restricted from moving further
than a set distance from any known point (where the true energy and force have
already been evaluated). The CI-NEB process is stopped if any of the images reaches
this distance, and images on that path are evaluated. Every CI-NEB process on the
approximated surface is started from the initial path, since the initial energy paths
are constructed in a way that they should be close the true MEP. This makes sure
that the same MEP is obtained using the GP aided methods and regular CI-NEB.
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2 Methodology

If the initial dataset only includes the energies and forces at the minima, the only
information the GP model is given is that the points are extrema, and it does not
necessarily recognize that they are in fact minima. Information about the shape of
the minima can be included to help with the initial construction of the approximate
surface. Since the �nal goal of �nding the MEP and saddle point is to calculate
the rate of transition using HTST, the Hessian matrices of the minima need to be
calculated. The Hessian matrix is usually calculated with a �nite di�erence method,
so energy and force evaluations have to be made around the minima. [7] If this is
done before searching for the saddle point, these evaluations can be added to the
initial dataset, at no extra computational cost. That way the shape of the minima
can be incorporated into the model in the beginning.

There has to be a limit to the number of iterations allowed on the approximated
surface, since it is always possible that the optimization algorithm gets stuck on
the approximated energy surface during CI-NEB relaxation without reaching its
convergence limit. This should rarely happen and the number of CI-NEB iterations
allowed should be set high enough so that it is seldom reached.

The most important part of the GP model is the covariance function. It de�nes
how the function values at di�erent input points depend on each other. By selecting
the appropriate covariance function, prior assumptions about the function can be
encoded in to the model. Since the energy surfaces to be approximated are smooth,
the in�nitely di�erentiable squared exponential covariance function is chosen:

k(xi,xj) = σ2
s + σ2

mexp

(
−1

2

D∑
d=1

l−2
d (x

(i)
d − x

(j)
d )2

)

The parameters of the covariance function are referred to as hyperparameters. The
length-scale hyperparameters l = {l1, ..., lD} de�ne the ranges of covariance in each
dimension, and σ2

m de�nes the range of covariance. These hyperparameters are
optimized to �t the existing dataset. The mean level of energy (mean function
value) is assumed to be zero, and by adding the constant covariance term σ2

s to
the squared exponential covariance allows the mean level some space to vary during
optimization. Di�erentiation is a linear operation so the derivative of a GP is also
a GP. It is thus possible to use the derivative information as well as the function
value in the GP model, and also predict derivatives of the function. This comes in
handy when force evaluations on an energy surface are needed. [13�15]

All-images-evaluated method

The algorithm is presented below. A simpli�ed version of it can be seen in Fig. 2.1.
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Input: Coordinates, true energy and energy gradient of the two minima. Hessian
evaluations if used. The initially de�ned GP model. Coordinates of the images on
the initial path. A convergence threshold for the MEP and an additional �nal con-
vergence threshold for the climbing image, and a preliminary threshold after which
the climbing image mode is turned on during CI-NEB relaxation on an approxi-
mated surface. Maximum allowed distance of an image from any known point on
the true energy surface.
Output: A MEP represented by images of the path between the two minima, one
of which has climbed to the saddle point.

Start from the initial path and repeat until convergence:

1. Evaluate the true energy and its gradient at all the intermediate images on
the current path and add them to the training data.

2. Calculate the force on the intermediate images. If all convergence criteria have
been reached the algorithm is stopped.

3. Optimize the hyperparameters of the GP model based on the training data.

4. Start from the initial path, set the climbing image mode o�, and repeat:

I Calculate the approximated energy and gradient at the intermediate im-
ages.

II Calculate the approximated CI-NEB force vector for each intermediate
image. If the climbing image mode is o� and the preliminary threshold
has been reached, turn the climbing image mode on and recalculate the
force on the climbing image. If the climbing image mode is on and the
convergence criteria have been reached, go to step 1.

III Move the intermediate images along the calculated force vectors according
to the chosen optimization algorithm. If the distance from any current
image to the nearest evaluated image is to large, reject this last step and
go to step 1.

The One Image Evaluated Strategy

In this method, uncertainty evaluations are used to reduce the number of energy and
force evaluations needed to converge to the true MEP. The algorithm is presented
below. A simpli�ed version of it can be seen in Fig. 2.2.
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2 Methodology

Input: Coordinates, true energy and energy gradient of the two minima. Hessian
evaluations if used. The initially de�ned GP model. Coordinates of the images on
the initial path. A convergence threshold for the MEP and an additional �nal con-
vergence threshold for the climbing image, and a preliminary threshold after which
the climbing image mode is turned on during CI-NEB relaxation on an approxi-
mated surface. Maximum allowed distance of an image from any known point on
the true energy surface.
Output: A MEP represented by images of the path between the two minima, one
of which has climbed to the saddle point.

Optimize the hyperparameters of the GP model based on the initial data. Calcu-
late the uncertainty for all unevaluated images on the initial path. Repeat until
convergence:

1. Evaluate the true energy and its gradient at the intermediate image with the
highest uncertainty, or the image that caused early stopping and add the
evaluation to the training data.

2. Calculate the force on the intermediate image last evaluated. If the con-
vergence criterion for the image has not been reached, go to step 3. If the
convergence criterion for the image has been reached, check if the climbing
image has been evaluated. If it has been evaluated, go to steps I-IV. If it has
not been evaluated, evaluate the climbing image and add the evaluation to
the training data. If the convergence criterion for the climbing image has not
been reached, go to step 3. If it has been reached, go to steps I-IV.

I Calculate the uncertainty for all unevaluated images on the path.

II Evaluate the true energy and its gradient at the intermediate image with
the highest uncertainty and add the evaluation to the training data.

III Calculate the force on the intermediate image last evaluated. If the con-
vergence criterion for the image has not been reached, go to step 3. If the
convergence criterion has been reached, check if all images on the path
have been evaluated. If all images have been evaluated the algorithm is
stopped.

IV Optimize the hyperparameters of the GP model based on the training
data and go to I.

3. Optimize the hyperparameters of the GP model based on the training data.

4. Start from the initial path, set the climbing image mode o�, and repeat:
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I Calculate the approximated energy and gradient at the intermediate im-
ages.

II Calculate the approximated CI-NEB force vector for each intermediate
image. If the climbing image mode is o� and the preliminary threshold
has been reached, turn the climbing image mode on and recalculate the
force on the climbing image. If the climbing image mode is on and the
convergence criteria have been reached, go to step 1.

III Move the intermediate images along the calculated force vectors according
to the chosen optimization algorithm. If the distance from any current
image to the nearest evaluated image is to large, reject this last step and
go to step 1.

Figure 2.1: A simpli�ed version of the all-images-evaluated method algorithm.

Figure 2.2: A simpli�ed version of the one-image-evaluated method algorithm.
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3 Applications and Results

The heptamer island di�usion is a benchmark test problem for MEP and saddle
point searches. It involves an island of seven Pt atoms di�using on the (111) surface
of a face centred cubic Pt crystal, described with a pairwise Morse potential. [11, 16]
Thirteen transitions are used in this study, all with the same initial state. The initial
state, saddle points and �nal states for each transition can be seen in Fig. 3.1. The
initial paths are constructed with IDPP interpolation and �ve intermediate images
are used. [17] For the smallest number of degrees of freedom used in this study only
the seven island atoms are allowed to move and all substrate atoms are immobile.
For a larger numbers of degrees of freedom, some of the substrate atoms are also
allowed to move during the transition.

Figure 3.1: On-top view of the surface and the seven atom island used to test the
e�ciency of the Gaussian process regression methods. Thirteen transitions are
tested, all have the same initial state shown in the top left corner. The �nal

state con�gurations are shown in purple and the saddle point con�gurations are
shown in light blue.

9



3 Applications and Results

Fig. 3.2 shows the e�ect the introduced methods have on the average number of
energy and force evaluations needed to �nd MEPs and saddle points. The conver-
gence tolerance for all methods and transitions is 0.3 eV/Å for the magnitude of the
perpendicular component of the force on all images except the climbing image. The
convergence tolerance for the climbing image is 0.01 eV/Å. The convergence toler-
ance for all images during CI-NEB relaxation on the approximated surface is 0.001
eV/Å. In the regular CI-NEB calculations the minimization method for relaxing the
images to the MEP is based on velocity Verlet algorithm and the same algorithm
is used during CI-NEB relaxation on the approximated energy surface. [18] Transi-
tions A and B are left out of the comparison so the averages are not skewed. Moving
the whole island from mobile atoms onto immobile atoms can create anomalies in
the energy surface so the CI-NEB method needs far more evaluations to converge
for some number of degrees of freedom than others. It should be noted that results
from �nding MEPs and saddle points for transitions A and B with the introduced
methods were in line with other results.

Figure 3.2: Average number of energy and force evaluations needed to converge to
a MEP as a function of the number of degrees of freedom included in the

calculations for di�erent methods. The lower picture is a scale up of the bottom
part of the higher picture, to illustrate the e�ciencies of each method, and the

e�ect of using the Hessian matrix evaluations. No di�erence in the averages was
observed between using and not using the Hessian with the one-image-evaluated

method so only one result is shown. Transitions C-M are used.
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In the regular CI-NEB calculations, the number of true energy and function evalua-
tions is a few hundreds. In the Gaussian process aided MEP search the evaluations
needed are less than a hundred for the all-images-observed method and less than 50
for the one-image-observed method. To illustrate the e�ect of the GP aided MEP
search better, one of the averages from Fig. 3.2 has been dissected in Table 3.1. It is
clear that the e�ect of the introduced methods is more when the number of evalua-
tions needed for CI-NEB is higher, that is when there is more need for improvement.
See for example di�erences between transitions C-D and H-I.

Table 3.1: Number of energy and force evaluations needed to converge to a MEP
using di�erent methods. These numbers are obtained using 39 degrees of freedom

in the systems.

Number of evaluations as a fraction of
evaluations needed for NEB

Transition CI-NEB -
number of
evaluations

All images
Hessian

All images
No Hessian

One image
No Hessian

C 285 0.21 0.25 0.13
D 265 0.23 0.26 0.14
E 290 0.19 0.24 0.13
F 855 0.12 0.12 0.05
G 840 0.11 0.13 0.05
H 1480 0.07 0.08 0.04
I 1480 0.07 0.07 0.04
J 605 0.12 0.15 0.07
K 610 0.12 0.14 0.07
L 565 0.12 0.17 0.06
M 570 0.11 0.17 0.06

A comparison of the speed of convergence of the two introduced methods can be
seen in Fig. 3.3. It is clear that the one-image-evaluated method converges much
faster. When the whole path is evaluated in every iteration, evaluations are made
closer to each other, and while these extra evaluations do help with constructing the
approximate energy surface, they do so with less e�ciency than if the evaluations
were spread further apart in space, as in the one-image-evaluated method. The one-
image-evaluated method makes on average about half as many evaluations as the
all-images-evaluated method. The energy paths displayed in the following �gures
are obtained using the interpolation method described in [8].
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3 Applications and Results

Figure 3.3: A comparison of the convergence of the all-images-evaluated method
(left �gure) and one-image-evaluated method (right �gure). The blue paths
displayed are MEPs on the approximated surface after a certain amount of

evaluations made and the red path is the converged MEP. Transition F using 21
degrees of freedom is displayed. The Hessian evaluations were used. The

all-images-evaluated method converged in 75 evaluations and the
one-image-evaluated method converged in 39 evaluations.

Figure 3.4: True energies of the paths obtained after one CI-NEB relaxation cycle
on an approximated energy surface (5 evaluations have been made), compared to
the initial path and the converged MEP. Transition I using 21 degrees of freedom

is displayed. Using the Hessian evaluations convergence was reached in 75
evaluations and 90 evaluations were needed when the Hessian was not used.

The bene�ts of using the Hessian in the beginning when using the all-images-
evaluated method is clearly demonstrated in Fig. 3.4 and Fig. 3.5. What can
happen in the initial iterations is that the minima are not recognized as such, and
could be interpreted by the GP model as maxima. The energies and gradients are
known at these points in space but the shape of the extrema is not. By adding the
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Hessian evaluations to the GP model's data, it is being taught that the extrema are
in fact minima, and the whole surface adjusts to that information. With a better
initial approximated surface the path on the approximated surface converges closer
to the true MEP in the beginning and more data is collected in the area of interest
sooner. This information raises an important question: Why is the use of the Hes-
sian evaluations not helping when the one-image-evaluated method is used? The
fact is that the Hessian evaluations are in fact helping construct the approximate
energy surface in the initial iterations, as can be seen in Fig. 3.6. The �gure shows
an example where the use of the Hessian evaluations did not help with reducing the
number of evaluations needed. In the all-images-evaluated method, the whole path
on the badly approximated surface is evaluated, while in the one-image-evaluated
method, only one image on the badly approximated path is evaluated. On the badly
approximated paths, the energies and forces of images can be quite high (see Fig.
3.4) and an adding an evaluation like that to the GP model can contaminate the
approximate surface and create bumps and �uctuations that lead the next approxi-
mated MEPs far o� from the true MEP. The surface may need more evaluations to
recover. One evaluation like that has much less e�ect than several, and the e�ect
becomes negligible.

Figure 3.5: A comparison of the convergence of the all-images-evaluated method
without using the Hessian (left �gure) and using the Hessian (right �gure). The

blue paths displayed are MEPs on the approximated surface after a certain
amount of evaluations made and the red path is the converged MEP. Transition I

using 21 degrees of freedom is displayed. Using the Hessian evaluations
convergence was reached in 75 evaluations and 90 evaluations were needed when

the Hessian was not used.
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3 Applications and Results

Figure 3.6: Initial approximations of the MEPs using the one-image-evaluated
method without using the Hessian (left �gure) and using the Hessian (right

�gure). The blue paths displayed are MEPs on the approximated surface after a
certain amount of evaluations made and the red path is the converged MEP.
Transition I using 30 degrees of freedom is displayed. Using the Hessian

evaluations convergence was reached in 56 evaluations and 51 evaluations were
needed when the Hessian was not used.
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4 Conclusion and Future Work

The results presented in this thesis indicate that GP regression has the potential to
greatly reduce the computational e�ort of �nding MEPs and saddle points of transi-
tions. The all-images-evaluated method can reduce the number of computationally
heavy energy and force evaluation needed to about an order of magnitude less than
the regular CI-NEB method needs and the method based on uncertainty evaluations,
the one-image-evaluated method, can reduce the number of evaluations to almost
half of that needed by the all-images-evaluated method. By using the uncertainty
evaluations of the approximated energy surface, the true energy and force evalua-
tions are more carefully chosen and make up a better dataset for the GP model to
use to make the approximate surface. Including information about the shape of the
minima in the initial dataset yields a signi�cantly better initial approximation of
the energy surface. This reduces the number of evaluations the all-images-evaluated
method signi�cantly but does not e�ect the number of evaluations the one-image-
evaluated method needs since it quickly (in terms of evaluations) builds up a dataset
describing the surface around the initial path and true MEP better.

The test problem used in this study, the heptamer island di�usion, is a relatively
simple problem since it only involves metallic bonds. The methods have to be
tested and adjusted to more complex systems such as systems involving molecular
and atomic adsorption on a surface and atomic rearrangement of molecules. Systems
with covalent bonds include areas of high energies and forces, that can be problem-
atic for the initial approximations of the energy surface. One way to improve the
initial approximations even further is to make use of the Hessian matrix itself, not
only the evaluations made to obtain it, to construct an even better initial approx-
imation around the minima. Evaluations obtained from the search of the minima
could also be used to construct the initial approximations. Another possibility is to
make some evaluations on the energy surface before the initial approximation, this
could be done for example by making a few regular CI-NEB iterations with a large
step size and add them to the initial data-set before using the GP model. This would
increase the number of computationally heavy evaluations needed to �nd the MEP
and saddle point for some cases, but might increase the robustness of the methods.

The biggest drawback of using Gaussian process regression is how badly the com-
putational e�ort scales with numbers of degrees of freedom and dataset sizes. The
assumption that number of energy and force evaluations needed can be used as a
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4 Conclusion and Future Work

scale of computational e�ort is only true when the computational e�ort of optimiz-
ing the GP model is small in comparison to the computational e�ort of calculating
the true energies and forces. This means that there is a limit to how large in terms
of degrees of freedom the systems being calculated can be for these methods to
be useful. A possible way to adjust these methods to systems of many degrees of
freedom would be to systematically remove evaluations that have little e�ect on the
approximated model to make room for evaluations closer to the MEP and saddle
point. These could be for example the evaluations used to construct the initial
approximations or obtained in the earliest iterations.

The approximated energy surface could be used even after the MEP and saddle
point have been found. When the goal is to use HTST to calculate the rate of
transition, the Hessian matrix of the saddle point needs to be calculated. The
Hessian matrix could be calculated on the approximated surface and an uncertainty
estimate obtained for it, so that extra computationally heavy evaluations of the true
energy surface would be unnecessary.

The focus of this work so far has been on the MEPs of atomic rearrangements, but a
similar approach might be applied to quantum mechanical tunnelling problems and
magnetic transitions.

16



Appendix

The GP calculations make use of the GPStu� toolbox. [19] A list of parameters and
convergence limits used in the calculations in chapter 3 is shown below.

Convergence tolerance for all images 0.3 eV/Å
Convergence tolerance for the climbing image 0.01 eV/Å
Preliminary convergence for setting the climbing image mode on 1 eV/Å
Convergence tolerance for all images on the approximated surface 0.001 eV/Å
Time step for the velocity Verlet algorithm 0.1
Spring constant 1
Maximum image distance as a fraction of the length of the initial path 0.5
σ2
s - constant covariance 100

'sigma2' Gaussian noise model 1e-8
Tolerances used in optimization of the GP hyperparameters 1e-4

The evaluations are assumed to be accurate so the Gaussian noise model parameter
is set as small as possible without causing numerical issues in the GP calculations.

The same length-scale was used for all dimensions.

The distance of the Hessian evaluations from a minimum is taken to be +0.001 Å
in one dimension per evaluation.

The same convergence tolerances were used when calculating the MEP and saddle
point using regular CI-NEB. The velocity Verlet time step used is 0.1.
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