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Abstract

We test and compare several di�erent prediction methods for the purpose of waiting
time estimation in the context of online (email) customer support. Using data
obtained from CCP Games, the makers of the computer game EVE Online. For
the most part using classi�cation methods for predicting whether or not a reply is
received after a certain time. Continuous methods are however also utilized, both to
predict waiting time continuously and to predict replies binomially at di�erent times.
Besides analytical modeling simpler empirical approaches for waiting time estimation
are also presented. Research literature associated with customer support, quality
in service, the psychology of waiting and waiting time estimation is reviewed. The
bene�ts and shortcomings of di�erent methods are discussed along with possibilities
in practical application.

Ágrip

Í þessari rannsókn, með hjálp ýmissa tölfræðiaðferða, spáum við fyrir um biðtíma
eftir svari við tölvupósti með gögnum frá þjónustuveri CCP, framleiðanda tölvuleiksins
EVE Online. Að mestu leyti er notast við tvíkosta tölfræðilíkön þar sem spáð er
fyrir um hvort að svar sé ge�ð fyrir ákveðinn tímapunkt eða ekki. Samfelldar aðfer-
ðir eru þó einnig notaðar, bæði til að spá fyrir um biðtíma í sjálfu sér og hvort
svar sé ge�ð fyrir ákveðinn tíma eða ekki. Auk greiningarlegra aðferða til forspáar
er einnig notast við einfaldari empírískar aðferðir til að meta drei�ngu biðtíma og
líkindi á svari eftir ákveðinn tíma. Tiltækar rannsóknir á sviði þjónustuvera, gæða
í þjónustu, áhrifa þess að bíða eftir þjónustu og aðferða sem notast hefur verið við
til að spá fyrir um biðtíma eru skoðaðar. Aðferðirnar sem notast var við til biðtíma
forspáar eru bornar saman, kostir þeirra og gallar ræddir, auk hugsanlegra hagnýtra
eiginleika.
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1 Introduction

I have worked as a customer support representative, also known as a Game Master,
for a wonderful space game called EVE Online for almost �ve years now. In doing
so I've had the opportunity to talk to and help players from all over the world enjoy
something they are truly passionate about. When working in customer support,
especially where email is the method of communication, you'll inevitably encounter
the question: "How long do I have to wait?". Waiting can be a tremendously
frustrating experience and when working in customer support you become aware of
just how much dissatisfaction with waiting can e�ect a service encounter. But it
is important to note that while waiting "can be frustrating", it doesn't have to be.
The notion that you can in some way alleviate the frustration which accompanies
waiting for a reply is what sparked the idea behind this research project:

How to estimate the time spent waiting for an email reply?

I've often wondered if the service we provide to our players could somehow be im-
proved upon with data modeling or with the help of statistics in general. Being
that this thesis is written for a Masters of Applied Statistics it came about as an
excellent opportunity for me to be able to combine my work and my studies. And
therefore write a thesis both academic in nature and practical in the applied setting
as well. We'll start o� with a brief introduction of EVE Online, the CCP Customer
Support department, the process an email request goes through and the working
procedures at play within the department. Next we'll touch on the development
of Customer Support in general and what it is today. A review of the available
research literature follows, focusing on quality in customer support, the psychology
of waiting in general and speci�c to a service encounter. Lastly we'll examine the
mathematics behind waiting time estimation. We will then move on to reviewing
the data obtained from CCP for this project, the methods used for waiting time
estimation in this setting, present results attained by those methods and �nish up
by discussing their possible application.
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1 Introduction

1.1 EVE Online

EVE Online is notoriously hard to master, unforgiving and very immersive. Cate-
gorized as a massively multiplayer online role-playing game (MMORPG), it can be
described in short as a persistent online universe where the players make their own
rules and decide their own destinies.

The world of EVE Online is set more than 21.000 years into the future, in the New
Eden galaxy. There you take on the role of an immortal space pilot or capsuleer.
As such you have the ability to �y up to 330 customizable ships through more than
7.900 star systems meanwhile choosing between a variety of professions and in-game
activities such as combat and warfare, mining, industry, piracy, exploration, manu-
facturing and trading. As a player you are also able to create or join corporations
and alliances where you can work with other space pilots towards a common goal.
This key attraction of EVE Online, player co-operation and interaction, is what
prompts the "MM" (massively multiplayer) part of the MMORPG acronym. The
"O" part (online) is of course what allows for the multiplayer aspect to exist on a
grander scale than otherwise would be possible. But EVE Online is special among
MMORPGs in that the game exists on only one server; meaning all players inter-
actions have the possibility of impacting every other inhabitant of the game. This
"single shard" aspect is quite rare in the realm of online games, as most gaming
companies prefer to spread their players across multiple servers. This allows players
to choose a server based on their geographical location or their preferred play style.
Lastly the "RPG" (role playing game) part, is possibly the most essential aspect of
the game for many players. It allows them to immerse themselves into the game
and fully associate with the character they create, customize their ships and carve
out a piece of the universe they can call their own. Such immersion is what allows
players to truly and fully enter this virtual sci-� world (CCP Games, 2017b).

All items in the game, such as starships, weapons and ammo are constructed by the
players themselves from resources they gather. These items can then all be sold on
the in-game market, governed by the laws of supply and demand. The control for
territories rich in resources therefore plays a big part in EVE Online. As in the real
world this can result in large scale warfare between huge groups of people.

Having reached half a million subscribers worldwide (CCP Games, 2013), and with
20-25 thousand players logged into the game at any time from 230 countries (EVE
O�ine, 2017), it is a very vibrant community. This constant in-game activity and
player interaction is what makes EVE so special. Essentially the players themselves
are the content of the game. Making headline news for massive in-game battles where
over 4.000 players participated and it is estimated that the equivalent of between
300.000 and 500.000 USD (US Dollars) were lost over a 24 hour period (Kain, 2014),

2



1.2 CCP Customer Support

EVE Online has become known as one of the best and most in�uential PC games
of all times (PC Gamer, 2016). The game was published in 2003 and has since been
massively improved upon with numerous free expansions added at regular intervals.

EVE Online is also very hard to play. This is one of the things which attracts its
player base and again, makes it so special. Based largely on player interaction while
having countless complex in game features which are constantly being updated,
added and removed. The game environment can be very challenging and various
issues can arise. The complexity of the game, its 24/7 online availability, the variety
of purchase options open to players and the frequency of problems arising from
the hardware and software running the game dictates that a high-quality Customer
Support (CS) department is a necessity.

1.2 CCP Customer Support

The CCP Customer Support department was established in 2003 alongside the
launch of EVE Online and has since then been mostly focused on EVE Online even
though CCP has other products/games, such as EVE Valkyrie and EVE Gunjack.
EVE Online remains the company's �ag ship product, having the largest player
base, generating the largest amount of revenue and thereby causing the largest load
on customer support. Again, being that EVE Online is a dynamic game, complex,
hard to play and runs on a live server a high quality CS department is required.

The CS team is a highly organized group of people with many years of experience in
both EVE Online speci�cally and customer support in general. The department is
based on a tiered system of Game Masters. The term Game Master (GM) originates
from role playing board games whereby a GM would be the person in charge of the
game, setting up game play scenarios, enforcing rules and structuring the game
(Tresca, 2010). However with the introduction of online role playing games the
customer support representative part of the job became more apparent. The modern
online GM became known in the popular MMORPG World of Warcraft, where
they'd be present inside the game environment and help players with various issues
and make sure that the rules of the game were being followed (WoW Wiki, 2017).
Similar to this, the EVE Online GMs have a presence inside the game, but largely
all player communications are via e-mail or the EVE Online Help Center portal.

As was mentioned previously the CCP CS department is based on a tiered system.
There are 2 tiers of GMs; each containing 3 levels. Standard Game Masters are on
the �rst tier and range from levels 1.1 to 1.3. Senior Game Masters are on the second
tier and range from levels 2.1 to 2.3. Advancement beyond the second tier falls into
the Lead Game Masters position. Lead Game Masters are supervisors and thereby

3



1 Introduction

manage the email queues instead of answering emails directly, although that does
happen, and have various other managerial responsibilities. Senior Game Masters
are more experienced and therefore assume responsibility for more complex support
requests (emails) along with writing external Help Center articles for players and
internal training material and policies for other GMs. Standard Game Masters are
therefore responsible for the main email load but alongside replying to emails they
also take on various special projects such as working with the development teams of
EVE Online when updates are being introduced to the game. Project work applies
to Senior GMs as well. The factors which determine the tier and level of a GM
are varied but generally they conform to those a�ecting other vocations such as
experience, quality of work, length of employment etc.

The support system itself is also tiered. Whereby di�erent customer issues are
placed into di�erent queues having separate categories and can also have di�erent
levels based on the complexity of the support requests and which level of GM is
required to resolve them.

1.3 The Support Ticket

Email support requests are referred to as support tickets within the CCP CS de-
partment and we'll from now on use this term. The ticket system, or the process a
support ticket goes through is outlined in Figure 1.1. In short a support ticket is
submitted by a player/customer, either via email or through the online Help Center
(CCP Games, 2017a). If through email the ticket is automatically moved into the
Top Priority queue for processing. If via the Help Center the player goes through
a few steps which encourage him to try and resolve the issue he has on his own.
First the player is presented with the front page of the online Help Center where
he can select between and search for a variety of self help articles, see Figure 1.2.
If that doesn't immediately help and the player decides to proceed with creating a
support ticket he's asked to select which type of issue he's having and describe it in
a few words. An automatic search engine algorithm then prompts possibly related
self help articles to be presented, again in an e�ort to push the player towards self
help, see Figure 1.3. If the player �nds no solution to his issue through self help
and the ticket is submitted, it's moved to an appropriate queue depending on the
issue type. The aforementioned Top Priority queue is for time-sensitive or relatively
more serious customer issues that require immediate handling. These tickets are
mostly related to an inability to access or play the game, live server issues or rule
breaking and/or o�ensive behavior. But as was mentioned previously this queue
also acts as a �ltering queue for support tickets submitted directly by email. If a
support ticket doesn't require immediate handling or if it can't be handled in the
Top Priority queue it's generally moved to one of the three main queues. These are

4



1.3 The Support Ticket

Billing, Game Play and Technical, each containing issues corresponding to what the
queue names suggest. Queues then have several issue categories which can be seen
in Appendix A.

Queues also have up to three levels that support tickets can be moved between
depending on their level of complexity. These levels are Fast Track (for issues which
have a known work around), Standard (for issues that require a more experienced
Game Master or a more custom work around) and Advanced (more complex, in
most cases requiring a Senior review). Not every queue requires tickets to be broken
down into these levels, either because their tickets are equally complexity or because
low volume of tickets makes sorting redundant. There are several other queues
other than the ones previously mentioned. Amongst these are the Account Security
(Hacking) Queue, Community Queue, Team Security Queue and Lead Game Master
Queue. These additional queues may in some cases not be handled by the Game
Masters. For instance the Community and Team Security queues are handled by the
Community and Team Security teams respectively. When a support ticket has been
moved to its proper place and a GM with the required experience and knowledge is
assigned a reply is sent to the customer. In 55 % of cases no reply is ever received
back from the customer. Subsequently however, in 45 % of cases a reply is received
which then must be reviewed and another reply given. In some cases tickets are also
escalated between levels. That is when a more experienced sta� member is required
to proceed with resolving the issue. Ultimately a �nal reply is sent, hopefully with a
positive outcome for the customer, the support ticket is then closed and the player
has a chance to rate the support given with a positive or negative rating, while also
having the option to leave custom text feedback.

5



1 Introduction

Figure 1.1: The Support Ticket Process From Submission To Resolution
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1.3 The Support Ticket

Figure 1.2: The EVE Online Help Center Front Page

Figure 1.3: The Support Ticket Submission Page
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1 Introduction

1.4 The Work Flow / Working Procedures

The load which falls on the CS department can vary, sometimes quite dramatically,
depending upon a number of factors such as seasonality of players, varying levels
of in-game activity by players and the release of new game content through regular
expansions. Figure 1.4 shows the support ticket creation rate for all of 2016. The
lowest amount of submitted tickets per day was 317 in 2016 and the highest was
8347 tickets. It's worth noting however that the massive spike seen close to the
end of the year is somewhat of an anomaly and occurred due to various issues that
cropped up along-side one of the largest expansion releases in EVE's history. In a
single day the same amount of tickets were received as is a standard per 30 days.
In Figure 1.5 ticket creation from January to November (not including this spike) is
shown. The variability of incoming tickets can be seen clearer there. Responding to
this varying level of load can be quite a challenge. When the creation rate spikes,
even for short periods of time, a backlog of support tickets is often created which
can severely delay response times. Due to these varying circumstances, to try to
limit the impact of creation spikes on reply times and to allow for a certain level
of �exibility the CS department utilizes a few di�erent work �ow tactics / working
procedures.

To start o� with theTop Priority Queue is manned 24/7 - 365, meaning that during
every hour of every day a GM is ready to resolve time sensitive issues. The aim in
this queue is that every submitted ticket, that rightfully belongs in the queue due
to its urgency, is answered within an hour. The Top Priority Queue also accounts
for a considerable amount of total ticket creation, 31 percent in fact (in 2016). By
diverting certain ticket categories into the Top Priority queue CS are able to handle
the majority of the simplest cases quickly. It also acts as a safety net in cases of
server failure or other large scale issues which need to be addressed immediately as
players will generally be the �rst to inform CS, via a ticket, should any server issue
arise.

The most common working procedure, which would be considered the standard, is
the "Pulling" method. It simply means being assigned the oldest support ticket in
the queue you're working on. In Operations Management and Queuing Theory this
would be called First Come First Served (FCFS) type of processing.

In addition to this, special task forces are often set up in order to tackle speci�c,
often temporary, issues that arise. The reasoning is that if GMs solely focus on a
well de�ned task or a speci�c kind of issue they can increase their response output.

A procedure known as "Mass Replying" is also used in this context. But this
method involves (usually) a single GM sending the same reply to a vast number of

8



1.4 The Work Flow / Working Procedures

Figure 1.4: Support Ticket Creation in 2016

Figure 1.5: Support Ticket Creation : June-November 2016
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1 Introduction

customers at once.

Lastly there is what's called "Cherry Picking", which essentially grants GMs
permission to pick whatever tickets they wish, from whatever queue, in what ever
order they see �t in order to obtain maximum reply numbers. These special work
�ow tactics / working procedures (task forces, Mass Replying and Cherry Picking)
are used during times of increased ticket creation where extra output is required.
We'll revisit these di�erent working procedures and their e�ects on waiting time in
the Methods chapter. We now move onwards to a brief review of Customer Support
in general.

1.5 Customer Support

A noteworthy fact to keep in mind when reviewing the available literature on Cus-
tomer Support or Customer Service is that insights obtained within this discipline
are often quite valuable, meaning that companies and corporations are often willing
to spend considerable amount of money to obtain access (in some cases even exclude
access) to research done in the �eld. Therefore, a multitude of large scale industry
reports and applied research articles, more often than not carried out by companies
that specialize in Customer Service solutions, were simply not available for review
when researching for this dissertation.

1.5.1 Past

The history of customer services or customer support can be traced back to the
earliest days of goods trading. With the invention of the telephone in 1876 however,
a revolution came about. Before that time people simply had to make their way to
the store or merchant where they acquired their goods and ask for whatever services
they required. In most cases this involved a physical item and a lot of time spent
travelling to and from the store. With the invention of the telephone and later the
telephone switchboard in 1894, this dynamic changed and people no longer had to
physically travel in order to receive support in many cases. Now they could simply
have a quali�ed service person guide them through their issue (Herschberger, 2014).
It was however not until the 1960's that a true boom happened in customer services
with the invention of the call center. Forward thinking, and in most cases, large
companies began setting up whole departments aimed solely at receiving customer
phone calls and resolving issues. Throughout the 60s, 70s and 80s the call center
continued to develop. Toll free numbers allowed customers to contact their service
providers without having to pay for the call. Touch-tone dialing and later Inter-
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active Voice Response (IVR) introduced the �rst glimpse of self service whereby
customers could click a few buttons and receive automated pre-recorded messages.
This also allowed customer support personnel to more e�ectively route customers to
the right people instantly. Database systems that allowed customer support sta� to
store and retrieve customer information quickly marked the beginning of Customer
Relationship Management (CRM) where the aim is for most, if not all, sectors of a
company work together in a synchronized manner to improve customer relationships
with the help of data, technology and insights from a variety of disciplines (Berry
& Lino�, 1999).

The introduction of outsourcing in the late 80's was then perhaps the last major
change in phone support as we know it. This e�ectively made customer support its
own industry when big companies were forced to �nd ways to more cost e�ectively
provide services to their customers (Pawlewicz, 2014). In the early 1990s, with the
emergence of the Internet, customer support was transformed to what it is today.
With websites and emails being available for almost every business, customers could
reach out to companies quicker and easier than ever before. Online chat support
followed and quickly became a standard in many types of businesses. Companies
specializing in providing customer support and CRM solutions for other companies
likewise started to pop up. The last major changes to the realm of customer support
came about in the late 2000s with the invention of social media platforms, such as
Twitter and Facebook. These along side so called Self Service Technologies (SSTs),
where the goal is to provide customers with the ability to resolve their own issues
without having to contact support sta� at all, is what largely de�nes customer
support today and where it is headed (Apcynski, 2011).

1.5.2 Present

According to a 2015 poll done for the Customer Service �rm Lithium, 82% of sur-
veyed US CEOs reported that customer expectations were "Somewhat" (47%) or
"Much" (35%) higher than they were three years ago. 69% reported it was "Some-
what" (50%) or "Very" (9%) di�cult to keep up with this trend and to please
customers (Newswire, 2015). Customer Support today also no longer has the sole
purpose of reacting to issues from customers and simply maintaining the status quo
in a customer relationship. Rather support is aimed at going above and beyond
in its correspondence with customers and thereby elevating the entire experience
the customer has with the company. Customers today are also much more tech-
nologically advanced than only a few years ago, requiring customer services to be
available across multiple platforms in a variety of formats that o�er easy ways for
customers to assist themselves. These factors make up the three fundamental di-
visions of what Customer Support is today: Customer Relationship Management
(CRM), Customer Experience Management (CEM or CXM) and Self Service Tech-
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nologies (SSTs). Understanding these di�erent facets is important in our context of
waiting time estimation because the data collection associated with CRM is what
allows us to make the estimations in the �rst place and tailor service encounters to
each customer, the purpose of providing such estimates is to manage and improve
upon the customer experience and in itself it can be thought of as a SST since it
provides the customer with valuable information.

Customer Relationship Management (CRM)

With what can perhaps best be described as a revolution in information technology,
around the turn of the 21st century, the concept of Customer Relationship Man-
agement was introduced. This approach aims to weave together every aspect of a
company in order to form a uni�ed customer oriented business approach. It seeks to
use technology, data and service personnel to systematically manage relationships
with customers across their life-cycles in order to boost retention, loyalty and long
run pro�tability (Chen & Popovich, 2003). In layman's terms a CRM is the (hope-
fully seamless) integration of systems that collect customer data, store the data,
the tools used to retrieve it and the people that use it to better tailor services and
products to customers. CRM software solutions have become such a huge part of
today's businesses that the worldwide CRM market was valued at more than 26
billion USD in 2015, having grown by almost 12% from the year before (Columbus,
2016). Successful CRM systems are what allow for functional, fast, modern day
Customer Support. Taking the systems in place for EVE Online as an example, a
Game Master can be handling a support request from a player and easily look up
every support ticket ever �led by the player, review logs showcasing recent in-game
behavior, and evaluate (given the history of the player) if his request warrants any
special treatment. The GM can see how long the player has been a paying customer,
how active he's been within the game environment, if he was recruited to the game
by another player and if he's a recruiter himself. Pretty much all activity the player
has engaged in within the company's systems is logged and can be used to improve
his relationship with the product. This meticulous record keeping is also what allows
for the problem in this thesis to be studied. That is, without such in-depth data
collection we wouldn't have records of every support ticket, when it was created,
�rst responded to and resolved. And therefore wouldn't be able to use past user
experiences to predict and hopefully improve future ones.

Customer Experience Management (CEM)

Customer Experience Management di�ers from Customer Relationship Management
in that it focuses on a customer's current experience rather than their recorded his-
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tory with the company (Verhoef et al., 2009). Although providing a unique and
joyful experience to customers is nothing new, the practice of strategically manag-
ing the experience in a holistic manner across an entire enterprise is. Verhoef et al.
(2009) claim that the concept of customer experience encompasses the total experi-
ence a customer has with a retailer including the search, purchase, consumption, and
after-sale phases related to a product, and may involve multiple retail channels. The
construct Verhoef et al. (2009) say is holistic in nature and involves the customer's
cognitive, a�ective, emotional, social and physical responses to a retailer and/or
product via elements that the retailer can both control (e.g., service interface, retail
atmosphere, price) and not control (e.g., in�uence of others). Their article is a great
academic summary of the concept. However as the construct is in many aspects
rooted in practical application, it's perhaps also reasonable to include an industry
de�nition of the term. Gartner (2017), a leading information technology research
and advisory company, de�nes Customer Experience Management as "the practice
of designing and reacting to customer interactions to meet or exceed customer ex-
pectations and, thus, increase customer satisfaction, loyalty and advocacy". It is "a
strategy that requires process change and many technologies to accomplish". This
de�nition nicely captures the reason why this concept is important for Customer
Support today, that is that the role of such services is not only to react to the
customer and meet his expectations but try and exceed them in order to stand out
and increase customers, good will and loyalty towards your business. One of the
most general and widely used tools to measure customer experience today is the Net
Promoter Score (NPS). Introduced by F. F. Reichheld (2003), it aims to identify
customers likely to promote your company and/or product by asking the simple
question: "How likely is it that you would recommend our company to a friend or
colleague?".

Self Service Technologies (SSTs)

The bene�ts of players having the option to assist themselves may seem obvious,
however the implementation of such features can be less obvious. In many cases the
option may be o�ered by companies simply to reduce load on their support sta�.
And the bene�t of being able to resolve your issue quickly without any external help
is readily apparent. However, substantial research has also been done in this �eld
of what has come to be known as Self-Service Technologies or SSTs. According to
Meuter et al. (2000) 3 major groups of factors can contribute to a customer's satis-
faction with SSTs and 4 groups of factors can lead to dissatisfaction. Their research
indicates that satisfaction can be explained by the SST's ability to quickly resolve
immediate or troubling situations, the relative advantage a customer perceives while
using a SST (compared to interpersonal customer support) and the so called "did its
job" factor, meaning that customers can experience joy from the simple fact that a
novelty such as a well designed SST successfully does what it's supposed to do. The
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factors that appear to contribute most strongly towards dissatisfaction however are
technology failure (customers not being able to use the self help service), process
failure (a breakdown at some point during the service process), poor design and
customer driven failure (the customer himself causing a breakdown of the service).
Even though the last is not a fault of the SST it can still cause dissatisfaction and
companies therefore need to carefully evaluate the feedback they receive from users
that make use of their SSTs.

We will now move on to a review of the available research literature of the three
key components of the problem under study here. What constitutes as quality in
the context of customer support, how waiting for support plays a role in that regard
and how that waiting can be estimated.
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"...a day full of waiting, of unsatis�ed desire for change, will seem a small eternity."
William James - The Principles of Psychology

Quoted here is the �rst American psychologist in one of the earliest modern texts
written in the �eld. We realize that the issue of waiting and the frustration which
follows it, is not a new thing to be studied (W. James, 1890). Even though this
dissertation is for a Masters in Applied Statistics the subject at hand is academically
and vocationally rooted in a variety of di�erent disciplines. And since one of the key
aspects of statisticians or those working with data in general is to understand the
�eld in which the data in question is obtained from, we'll be doing just that here.

The topic of this dissertation is also not the estimation of waiting time in general,
but waiting time in the context of customer support speci�cally. Although hopefully
some of the methods, results and discussions of this thesis can be generalized to other
areas, the focus here is the realm of Customer Support.

2.1 Good Customer Support

An important caveat of this dissertation is that Customer Support actually mat-
ters. That is to say providing quality service to customers is not only necessary for
companies, but in itself should provide additive value to a product or brand and as
such be worth investing in. In the following sections we make a case for this idea.

2.1.1 Bene�ts of High Quality Customer Service

Even though there has been a rapid and remarkable change in Customer Support
and Services over the past 50 years or so, the goal is ultimately always the same: to
make and/or keep customers happy. The purpose is to keep them coming back to
your business and for them to recommend you to others. However, keeping and/or
making customers happy can be substantiated by something more than common
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sense and a general need to please people (Milbourn Jr & Haight, 1998). Analysis
by the Strategic Planning Institute of the PIMS database for example, containing
con�dential data from 2.746 business units, shows that quality customer service leads
to clear �nancial and strategic success. When grouping businesses as o�ering either
high or low quality customer service, not only could the high quality businesses
maintain an 11% higher price on average, returns on sales were also 11% higher and
annual sales growth was 9% higher. In addition to this the high quality rated busi-
nesses experienced a 4% increase in market share while the low quality ones su�ered
a 2% reduction (Gale & Wood, 1994). The positive e�ect of market orientation (a
business culture that produces outstanding performance through its commitment to
creating superior value for customers) on business pro�tability has also been estab-
lished (Narver & Slater, 1990) and validated (Slater & Narver, 2000). Simply put,
focusing your company's e�orts on current and potential customers, their needs,
desires and issues, will lead to sustainable competitive advantage and growth.

The disadvantages of poor customer service have also been consistently reported
(TARP, 1995). Research across eight industries has shown that 25% of dissatis�ed
customers do not return to the o�ending business, 41% of customers experience
some sort of problem when shopping, 94% of consumers don't complain when ex-
periencing a problem, 63% are not pleased with the responses they receive when
complaining and customers are �ve times more likely to switch between stores due
to a service issue compared to price or product quality issues. When a problem
is quickly resolved an impressive 82% of consumers however claim they would buy
again from that retailer (Gale & Wood, 1994). F. F. Reichheld & Sasser (1990) have
also reported that high quality service is a dominant cause in customer retention
across industries. Interestingly, their research shows that customers tend to gener-
ate more pro�t the longer they stay with a business. Indicating that the business
gets more skilled at dealing with that customer, while the customer is more likely
to recommend the business to others and spend more. In fact, F. Reichheld (2001)
reports that a 5% increase in customer retention produces more than a 25% increase
in pro�t.

2.1.2 What Is Quality in Customer Support?

When reviewing the academic literature on service quality, the multi-faceted and
frequently cited work of Parasuraman, Zeithaml, & Berry (1985, 1988b,a, 1990,
1991, 1993, 1994, 1996) can not escape notice. Their initial research resulted in
a conceptual framework or model of service quality that, in short, tells us that
quality (or lack thereof) can be de�ned as a series of gaps (gaps model), most
notably the gap between consumer expectations of service and their perceptions of
that service. Other gaps contribute to this main divide, such as the di�erence
between what company executives believe customers expect from service and what
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customer actually expect. This potentially incorrect perception would dictate the
service requirements executives set for sta�. Further gaps include the disparity
between the service requirements set by executives and what sta� actually deliver
and �nally, the mismatch between the service o�ered and what customers are told
the service o�ers.

Parasuraman, Zeithaml and Berry also provided 10 determinants of service quality
as perceived by customers, namely: reliability, responsiveness, competence, access,
courtesy, communication, credibility, security, understanding and tangibles (Para-
suraman et al., 1985). Working from this conceptual framework a validated tool
for measuring service quality, called SERVQUAL, was set up. This 22 item, two
phased instrument, made through multiple re�nements, is aimed at revealing 5 sep-
arate dimensions of service quality (echoing the initial conceptual work done by
the authors): tangibles, reliability, responsiveness, assurance and empathy. These
dimensions represent seven of the original ten determinants of service quality (Para-
suraman et al., 1988b). This scale has been re�ned and reassessed both by the
authors themselves and others (Parasuraman, Zeithaml, & Berry, 1991; Kettinger
& Lee, 1994; Pitt et al., 1997). In summary, service quality (or lack thereof) can
largely be explained (according to the aforementioned research) by the expectations
customers have for a service, and the corresponding perception of that service. That
is to say, the di�erence or disconformity between these two assessments.

The work of Parasuraman, Berry and Zeithaml is however far from the only research
done in this �eld. Negash et al. (2003) for example hypothesized that e�ectiveness
or user satisfaction can be determined by information quality (informativeness and
entertainment), system quality (interactivity and access) and service quality (tangi-
bles, reliability, assurance, responsiveness and empathy), separately. Their research
interestingly revealed that only information and system quality had a signi�cant
e�ect on user satisfaction (as measured in their research), not service quality. This
might indicate that until a customer service person is actually involved in the ser-
vice, the �ve dimensions isolated by Parasuraman, Berry and Zeithaml are not
contributing to user satisfaction. The SERVQUAL tool has also met some some
criticism (Van Dyke et al., 1997), mainly in regards to possible theoretical and prac-
tical shortcomings. Carman (1990) for instance points out that it's hard to imagine
a service encounter where you'd ask a customer to rate his expectation for a service
beforehand, and then his perception of the service afterwards. Not to mention re-
questing customers to answer 44 questions total (22 for expectations and perceptions
separately). Theoretically, Carman says, it's also safe to assume that perceptions
are in�uenced by expectations and therefore change from time to time and from
setting to setting. This notion is to some extent supported by the longitudinal re-
search of Bolton & Drew (1991a), which suggests that changes in service have a
strong in�uence on customer evaluations of service quality. Although their multi-
stage model of service quality mostly supports the work of Parasuraman, Berry and
Zeithaml, it also points out that the expectations part of the gaps model is perhaps

17



2 Literature Review

not required when measuring service quality, perceived performance levels on their
own can instead be used for quality and value assessments (Bolton & Drew, 1991b).
Cronin Jr & Taylor (1992) for instance created the SERVPERF tool, essentially
service quality rated by performance only. This approach and skepticism in regards
to the SERVQUAL tool was then criticized by Parasuraman et al. (1994) and that
criticism was again responded to by Cronin Jr & Taylor (1994). The SERVQUAL
tool has been further reviewed and criticized as potentially not being general enough
across di�erent service industries (Babakus & Boller, 1992), for oversimplifying the
dimensions involved in service quality (Carman, 1990) and for su�ering from psy-
chometric problems such as reliability, discriminant validity and variance restriction
(Brown et al., 1993). Despite various potential drawbacks the SERVQUAL tool has
probably been more widely used than any other service quality measurement to date
(Buttle, 1996).

The concept of quality or satisfaction, especially when linked with another ambigu-
ous and varying concept like service, is understandably quite complex to pin down
and measure correctly with impeccable validity and reliability. Besides alterations
and improvements to the SERVQUAL tool, other measurements tools have also
been suggested. Gronroos (1988) for instance identi�ed six sub-dimensions of ser-
vice quality which should be speci�cally useful for managerial purposes, namely:
professionalism and skills, attitudes and behavior, accessibility and �exibility, relia-
bility and trustworthiness, recovery, and reputation and credibility. These could be
then summarized into two facets of service: technical quality and functional quality.
They are aimed at representing the results of a service encounter (technical) and the
service process itself (functional). Lehtinen & Lehtinen (1991) provided yet another
conceptualization for service quality, deeming it being contained within two- or three
dimensions, the three dimensional approach consisting of physical quality, interac-
tive quality and corporate quality and the two dimensional approach consisting of
process quality and outcome quality. Both of these approaches bear stark resem-
blance to the dimensions proposed by Gronroos (1988), and in the end both of these
are also quite similar to the work done by Parasuraman, Berry and Zeithaml. So
even though the concept of quality or satisfaction in customer service is ambiguous
and has caused heated debate and continuous research for the past 30 years, some
consensus clearly exists in the key underpinnings of this important phenomena.

2.1.3 Waiting for Service

Perhaps unsurprisingly, research shows that as waiting time increases, customer
satisfaction decreases (Taylor, 1994; Davis & Vollmann, 1990). This relationship has
however both been estimated to be linear (Davis & Heineke, 1994) and non-linear in
nature (Larson, 1987). People also tend to overestimate how long their waiting time
actually is (Hornik, 1984; Feinberg & Smith, 1989) and these estimates (subjective

18



2.2 The Psychology of Waiting

waiting time) have an equal, if not greater e�ect on customer satisfaction than the
actual wait duration (objective waiting time) (Davis & Heineke, 1998). As perceived
waiting time increases, a�ective or emotional responses become increasingly negative
(Folkes et al., 1987; Pruyn & Smidts, 1998) and the wait itself becomes less and less
acceptable (Gelinas-Chebat et al., 1995; Chebat & Filiatrault, 1993). A positive
relationship also exists between a�ective responses to waiting and satisfaction in
service settings, meaning that if people react positively to waiting, they're inclined
to rate the service encounter positively as well (Dube-Rioux et al., 1989; Bielen &
Demoulin, 2007).

2.2 The Psychology of Waiting

In the opening of the literature review we quoted the great American psychologist
William James. In his historic text he quite eloquently puts into words an experi-
ence that every person has endured at some point: waiting. Being an experience
rather than a tangible object, it's simply not su�cient to only think of the ob-
jective duration of the wait, but also and perhaps more importantly, consider the
subjective interpretations of how long people feel they are kept waiting, and how
they experience the waiting period. In a now classic article by Maister et al. (1984)
from which this chapter draws its name, and a subsequent reiteration by Norman
(2008), the psychological nuances of waiting are discussed with practical examples.
The following sub sections are adopted from Maister's and Norman's work and are
aimed at explaining these di�erent facets of the waiting experience, in order to bet-
ter understand how sometimes waiting can go by unnoticed, while in other cases, as
James put it, it can seem a small eternity.

Unoccupied Time Feels Longer than Occupied Time

As the saying goes, 'A watched pot never boils'. The practice of handing out menus
to people in restaurants as soon as they arrive is today common practice and perhaps
the standard. The purpose of this was however originally to eliminate dissatisfac-
tion with waiting, and to make people feel as though their restaurant experience
had begun, rather than making sure people were ready to order when the waiter
came over. Magazines in waiting rooms are intended for this same purpose, music
while waiting for a support representative in a call center and music in elevators like-
wise. Other examples of this concept in practice are a bit more elusive and perhaps
more ingenious in their design. Mirrors in and around elevators were for instance
introduced in order to make waiting for and in them more acceptable. Despite the
actual waiting not being reduced at all, negative a�ect towards the waiting and
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subsequent complaints substantially dropped when mirrors were added to the sur-
roundings (Sasser et al., 1978; Larson, 1987). Occupying waiting can however prove
di�culty in many circumstances. Listening to music for instance when waiting for
a support representative can feel unhelpful and even annoying at times. It's been
suggested that more often than not the activity used to occupy the wait needs to in
some way o�er a bene�t in and of itself, and preferably be related in some way to
the subsequent service encounter. A good example is the sports team that provided
callers on hold with the scores of past week's games. It even worked so well that
some callers insisted on being put back on hold to hear the rest of the scores. In
some scenarios however, providing distractions which are in no way connected to the
service encounter may be preferred, such as reading car magazines at the dentist to
take your mind o� what is about to happen.

Pre-Process Wait Feels Longer than In-Process Wait

Going back to the aforementioned restaurant example, people seem to be much
more comfortable with waiting, once it's been established that they've entered the
system. It seems that people want to be assured that they haven't been forgotten
and that their service encounter has started. Another good example of this are
triage systems in hospitals, where-by receptionists, or better yet quali�ed nurses,
can meet incoming patients right away and evaluate whether or not people need to
see a doctor or a nurse (and possibly speci�c sta� members). Even though this may
not reduce the actual time a person spends waiting or in service, patients where such
systems have been implemented have reported reduced waiting time, highlighting
the distinction between perceived and actual waiting (Thompson et al., 1996).

Anxiety Makes Waits Seem Longer

In line with the above section, people can become deeply anxious when waiting,
especially if they think they may have been forgotten, or if they don't know whether
or not they are waiting in the right place. This ties into people experiencing a sense
of helplessness or lack of control of the situation. Essentially when waiting, and
in service encounters in particular, emotions dominate. If you perceive a lack of
control, or an outweighed wait time for the service you require or if no reason has
been given for the wait, you may become anxious, resulting in you thinking poorly
of the service as a whole.
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Unexplained Waits Are Longer than Explained Waiting

As was pointed out earlier, when no reason is given for why or how long one has
been made to wait, the longer the wait can seem and the more anxious one can feel.
Being stuck in a tra�c jam can for instance appear much more acceptable if you
know there's been an accident up ahead. Similarly you feel better about waiting
while seated on a plane if reasoning for the wait is provided. Waiting in ignorance
can evoke feelings of powerlessness and irritation, which could manifest in exchanges
with service sta� once the wait is over. One example of this is so called "rounding"
in emergency departments and hospitals, whereby medical sta� visit patients on set
intervals, such as every 30 or 60 minutes, and provide information on diagnosis,
progression, how long until upcoming phases in care will take place, and so forth.
Introducing this working procedure has signi�cantly and substantially reduced the
instances of patients leaving without being seen by a physician or nurse, usage of call
lights and approaches to nurses stations, while increasing overall patient satisfaction
(Meade et al., 2010; Tran et al., 2002). It is also worth noting that paying customers
may feel entitled to explanations when service encounters don't go as expected,
waiting seems longer than what was promised, or they feel like they are not involved
in the situation. Waiting without any explanation can also seem dismissive of a
customer's issue and unfair.

Unfair Waits Are Longer than Fair Waits

There are probably not many aspects which add more to the unpleasantness of
waiting than perceived unfairness or injustice. Even the most patient customer can
become furious when feeling that someone has successfully cut in front of them for
instance (Sasser et al., 1978). The most natural service method to avoid this per-
ceived unfairness is the simple "First Come First Served" method, which is generally
practiced in most waiting scenarios, more often than not enforced with a physical
line for people to wait at or a number system which ensures peoples place in the
line. In many scenarios however this is not an option. In emergency departments for
example, trauma patients are naturally treated ahead of others. VIP customers at
nightclubs and business class passengers at airports also get a similar treatment, yet
the response of bystanders in the remaining queue is understandably quite di�erent.
This essence of the waiting experience may need to be quite meticulously managed
because, as Maister et al. (1984) points out, some customers may feel like they
should be put in front of the line for some reason while others might not perceive
that as fair. A good example of when this so called queue skipping works, while still
being perceived as fair by those being skipped ahead of, is the case of fast check out
lines in supermarkets. Norman (2008) also highlights the importance of eliminating
confusion, and providing prompt, periodic and clear explanation and feedback to
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waiting customers so that they perceive their service encounters as being fair.

The More Valuable the Service, the Longer People Can Wait

As previously mentioned, fast check out lines at supermarkets also highlight the
relationship between value and acceptable waiting. That is, the more value placed
on a service, the longer you feel it's acceptable to wait for it. If you're just buying
a couple of items you're less inclined to wait for a long period, especially amongst
others with full shopping carts. Airlines have also incorporated this knowledge into
their queuing systems by providing separate lines for those with simple check in
requirements, and others for those who require more complex transactions. Even
though the total accumulated time of every customer in the queue does not change,
people's perception of the waiting period improves because people feel they've spent
an appropriate amount of time in the queue, given the service they required.

Waiting Alone Feels Longer Than Waiting in a Group

Although this principle might be hard to implement in an online service environment
where interaction takes place on a 1 on 1 basis via email, it's one of the most
intriguing aspects of queues. This concept is very noticeable at theme parks, concerts
or other large scale venues where one might be required to wait for a long period of
time in long queues, due to the nature of the event and the environment. Whether
the increased acceptance in this situation stems from the fact that you can easily see
others waiting for the same amount of time as you, or if it's simply due to the social
aspect of it, it's often quite remarkable to witness when a sense of group community
emerges in waiting lines and the line itself turns into a part of the service encounter,
or part of the event.

Uncertain Waits Are Longer than Known Waits

Now the �nal and perhaps most important subsection on the Psychology of Waiting
(for the purpose of this research project at least), is the observation that uncertain
or unknown waiting periods seem longer than known or �nite waiting periods. Ac-
cording to Maister et al. (1984), the most profound source of anxiety in waiting is
how long the wait will be. It is also that which perhaps relates most directly to the
Expectations - Perceptions = Satisfaction paradigm. A clear example of this aspect
of waiting in action is in the case of scheduled appointments. When arriving early for
scheduled appointments, customers tend to wait patiently until the appointment is
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meant to start, even though that waiting might be a very long period of time. How-
ever all extra delay endured after the scheduled appointment should have started
seems relatively much more annoying and longer lasting. This can, according to
Maister et al. (1984), be explained by the fact that the wait before the scheduled
time is �nite, while wait after scheduled time has no knowable limit. Although it
is of course not a far fetched notion that dissatisfaction with added delay in this
context might also stem from other factors, such as perceived unfairness or lack of
explanation.

Research seems to quite consistently suggest that providing wait time information
(estimates) can bene�cially in�uence customer behavior. For example, in a call cen-
ter model, providing accurate delay estimates and a "call back" option signi�cantly
reduced worst case and mean waiting times by shaping arrivals into the system
(Armony & Maglaras, 2004). Interestingly however, while providing actual time
estimates for waits can increase abandonment (balking) in queues which are con-
gested (Mandelbaum & Zeltyn, 2009), providing simple feedback (that wait time is
low, medium or high) is always likelier to reduce abandonment (Yu et al., 2016).
Munichor & Rafaeli (2007) additionally showed that providing customers in a call
center with information about their location in the queue resulted in lower abandon-
ment and higher customer satisfaction compared to other waiting time �llers such
as music or apologies. Further research on the e�ects of providing waiting time esti-
mates can be found in Jouini et al. (2011) and Allon et al. (2011) and the literature
reviewed in those papers.

It is however very important to consider what the purpose of providing such feedback
should be, and whether or not delivering the feedback actually achieves its purpose.
As was just mentioned, providing such estimates may increase abandonment or balk-
ing, which in some cases may be desirable. For instance in the case of emergency
departments, providing accurate wait time estimates can in a positive manner in-
crease balking at certain locations and thereby distribute the load between nearby
emergency departments in a more e�cient manner, ultimately reducing overall wait-
ing time. However in other, more competitive industries, providing such feedback
at times of system congestion, where estimates are likely to be high (given that they
are actually dynamically calculated), this might result in unwanted abandonment or
losing customers. When considering this balance we can again look into the Expec-
tations - Perceptions = Satisfaction paradigm. According to Maister et al. (1984)
and Norman (2008), providing waiting time estimates is mostly about expectation
management. That is to say, you can positively increase the gap between expec-
tations and perceptions by providing estimates that exceed the actual wait times.
In fact, Davidow & Uttal (1988) advocate deliberately under promising and over
delivering. This practice is well known in restaurants and theme parks where 10-15
minutes tend to be added to estimates in order to make sure they are not lower
than the actual wait times (Davis & Heineke, 1994). Parasuraman, Berry, & Zei-
thaml (1991) however point out that accuracy might simply be the best way to go
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as under promising might reduce the appeal of the waiting (and potentially increase
abandonment) and over promising may result in expectations that companies are
not able to meet.

In summary, having an estimate on how long you have to wait in itself can increase
satisfaction with waiting, without the waiting period being changed at all. But it
may also increase abandonment or balking, depending on what type of estimates
are given. A variety of factors, such as perceived value of the delivered service,
immediacy, options for switching and more can a�ect what happens in this scenario.
It is also important to be mindful of the issue of underestimation, or a wait exceeding
an estimate, which may lead to even more negative a�ect towards waiting, than if no
estimate had been given at all. The optimal approach should therefore be to provide
estimates as accurate as possible while perhaps allowing for a bu�er to reduce the
chances of underestimating and selecting a simple estimate over a detailed one if
abandonment is not desired. Now we turn to the aspect of acquiring these estimates,
the Mathematics of Waiting.

2.3 The Mathematics of Waiting

When studying time spent waiting and waiting time estimation speci�cally one can
not overlook the extensive literature done in the �eld of Operations Research and
Systems Management. Rooted in engineering and probability theory, these disci-
plines have massively in�uenced (essentially established, adjusted and continue to
maintain) the way queuing systems and queued services are set up and operated.
They are, without trying to oversimplify, the practice of making systems more e�-
cient using modeling and other computational methods. Without diving too deep
into this massive and complex discipline a brief overview of its key concepts and how
they relate to waiting and waiting time estimation is in order. We'll then proceed
with providing a review of other statistical methods used for waiting time estima-
tion, where these have primarily been used and how accurate they've been. But let
us begin where it all started, in Operations Research, and the appropriately named
Queuing Theory.

2.3.1 Queuing Theory

Established in a 1909 paper by A.K. Erlang, this theory was intended to describe the
behavior of systems that provide a service of �uctuating demand. Erlang realized
that telephone systems were characterized by Poisson inputs, exponential holding
times and multiple server channels. The theory has been progressed further by many,
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perhaps most notably David George Kendall in 1953 when he solved a particular
queuing problem (the GI/M/k queue), and introduced the modern notation for
characterizing the performance of queuing systems, known as Kendall's Notation.
(Kang, 2000; Kendall, 1953; Medhi, 2002) It includes:

1. The arrival process.

2. The service time distribution.

3. The number of servers.

4. The number of places in the system.

5. The calling population.

6. The queue's discipline.

An M/D/1/∞/∞/FIFO queue would for instance include:

1. A Markovian or memoryless (M) arrival process.

� A Poisson (or random) arrival process.

2. A degenerate (D) service time distribution.

� A deterministic or �xed service time.

3. A single server (1).

4. An in�nite (∞) number of places in the system.

� The capacity of the system, or the maximum number of customers allowed
in the system including those in service. If no max is listed for this the
default is in�nite.

5. An in�nite (∞) calling population.

� The size of the population from which customers arriving into the system
can be drawn from. If no max is listed for this the default is in�nite.

6. A "First In First Out" (FIFO) queue discipline.

� Customers are served in the order they arrive in.
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As can be seen, queuing systems and their study can quickly become complex phe-
nomena. With each section of the notation a variety of possibilities exists, each
having the ability to change the workings of a system. The aim of queuing theory
is to analyze and model these complex systems and obtain parameters that can
describe how they work in di�erent circumstances. This starts with de�ning what
type of queue one has and establishing whether or not certain aspects of it can be
approximated with known functions. For instance, if the arrival rate can be de-
scribed as a random process having an average arrival rate per time unit (Poisson
process), or if the arrival rate is �xed and deterministic. Same goes for the service
time, is that �xed for each served component or does it vary? Can service times be
approximated by an exponential distribution? Once a system has been de�ned in
these terms, several useful quantities such as queue size, required number of servers,
utilization, cost per service encounter, waiting time and more, can be estimated
(Albright & Winston, 2005).

To illustrate how queuing theory might work in practice, let's take a simple example.
Say we have a system which has exponentially distributed arrivals, with an aver-
age inter-arrival time of 10 minutes (can be described as a Poisson process). Has
exponentially distributed service times as well, say with an average of 8 minutes
and a single server. Meanwhile this example also assumes that we have an in�nite
possible supply of customers, no limit on the length of the queue and a First Come
First Served queue discipline. Given this information we de�ne the system as a
M/M/1/∞/∞/FIFO queue, having an arrival rate of λ = 1/10; a service rate of
µ = 1/8 and server utilization of ρ = 8/10 = 0.8 or 80%

We can then calculate the:

Average Number in the Queue

Lq =
ρ2

1− ρ
=

0.82

1− 0.8
= 3.2

Average Wait in the Queue

Wq = Lq/λ = 3.2/(1/10) = 32 minutes

Average Wait in the System

W = Wq + 1/µ = 32 + 1/(1/8) = 40 minutes

Average Number in the System

L = λ ·W = (1/10) · 40 = 4
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Percentage of Time the Server Is Idle

1− ρ = 0.2 or 20%

Note however that these estimations are based on the assumption that both the
arrival times and the service times are exponentially distributed and we only have
a single server. As soon as these assumptions are changed the formulations become
quite di�erent and even non existent in some cases. The aforementioned perfor-
mance metrics can for instance be estimated for M/G/1, G/G/1 and M/M/c
queues. But de�nite performance metrics for the M/G/k queue (having exponen-
tially distributed arrival times, generally distributed service times and k servers) are
for instance not yet known and remain an open problem in Queuing Theory and
Mathematics (Cakanyildirim, 2017; Gosavi, 2017; Whittle, 2002).

As queues and waiting are a big part of most service based businesses, Queuing
Theory has been applied quite extensively. It has been used to design queues in
supermarkets, toll booths and large scale sports and concert venues. It has also
been used to design more complex systems such as tra�c light timings, hospital
emergency departments, pharmacies, call centers and theme parks (Adan & Resing,
2015; Daniels, 2016; Nosek & Wilson, 2001). One case of using Queuing Theory for
the optimization of sta�ng levels for a large telemarketing and mail-order company
proved so successful that 500.000 USD were estimated to have been saved annually
(Andrews & Parsons, 1993).

2.3.2 Waiting Time Estimation

Queuing Theory in and of itself is usually more associated with the design, set up
and simulation of queuing systems, aimed at avoiding congestion and bottlenecks
in addition to estimating what size and scale is required for systems to e�ciently
handle a certain amount of demand or load. We'll now move on to reviewing methods
which have been applied to the estimation of waiting time on its own, in a post hoc
manner, rather than the set up of queuing systems. It is important to note that
many of these methods and the parameters they utilize have a close relationship to
Queuing Theory.

A great variety of di�erent methods have been used for the purpose of estimating
waiting time in many di�erent settings. Armony et al. (2009) proposed using the
average waiting time of the last k customers to enter a system to estimate waiting
in a call center scenario. And in case of diurnal variations in load, to use the
historic average wait time for matching periods of the day. Ibrahim & Whitt (2009a)
compared a variety of estimation techniques; the delay of the last customer (k=1 ) to
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enter service (LES), the delay experienced so far by the customer at the very head
of the line (HOL), the delay experienced by the last customer to complete service
(LCS), and the delay experienced by the customer to have arrived most recently
among those who have completed service (RCS). They concluded that the LES and
HOL methods were equally the most accurate but both less so than an estimator
based on queue length. This research and the predictors obtained through it have
been continuously improved upon by: accounting for abandonment or customers
leaving the queue in overloaded systems (Ibrahim & Whitt, 2009b), allowing for
time-varying demand and capacity (Ibrahim & Whitt, 2011b), and utilizing delay
history (Ibrahim & Whitt, 2011a) in a variety of di�erent queue settings.

One setting which has been studied quite extensively when it comes to waiting
time estimation are hospital emergency departments. Ang et al. (2015) for instance
used a so called "Q-Lasso" approach, utilizing known predictors from the realm
of Queuing Theory in combination with the Lasso parameter shrinkage method.
According to their study the "Q-Lasso" outperformed rolling average estimators
which are according to Dong et al. (2015) most commonly used by hospitals today,
the Queuing Theory predictors on their own and quantile regression methods. Sun
et al. (2012) however showed that quantile regression can be improved upon by
incorporating queue length and recent queue processing rate as predictor variables.
Having the option to provide a range (median to 90th percentile for instance) for
waiting time estimates can also be very useful since people don't like to wait longer
than predicted (Ding et al., 2010).

Statistical learning methods have also been applied to other waiting time estima-
tion scenarios. For example Balakrishna et al. (2008) and Simaiakis & Balakrishnan
(2015) used reinforced learning algorithms and regression trees respectively to pre-
dict time from gate departure until take-o� at a major US airport. Meanwhile
Senderovich et al. (2014) found that in a call center setting, predictors grounded
in Queuing Theory (such as waiting time for last customer to enter service LES)
outperformed categorical queue load predictors (High-Moderate-Typical) obtained
by k-means clustering.

Waiting time or perhaps rather the e�ect of waiting time, has also been studied
quite extensively in medicine, mainly using the Kaplan-Meier estimator, the COX
Proportional Hazards model and other similar survival analysis techniques. The
Kaplan-Meier estimator is a non-parametric statistic used to measure and visualize
the proportion of occurred versus unoccurred events, or survival, at a certain amount
of time. Meanwhile the COX model relates the time that passes until some event
occurs with other variables in an e�ort to account for their e�ect on that passage
of time or the likelihood that an events occurs at or before any given time. This
likelihood is called the hazard rate. For instance a certain drug or medical inter-
vention may have a drastic e�ect on your likelihood to experience a related event,
such as heart failure, at any given time. Similar to risk factors such as drug admin-
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istration and patient age Meier-Kriesche & Kaplan (2002) identi�ed waiting time
as the strongest independent modi�able risk factor for kidney transplant outcomes
using a combination of these two methods. Further examples of the application of
survival analysis can be found in Harrell (2015) but essentially if you can think of a
phenomenon in medicine where time-until-event could be of importance, a survival
analysis related to it has most likely been conducted. Although usually not focused
on the estimation of time itself but rather the likelihood of an event at any given
time, survival analysis could, in theory, be used to estimate time until reply in the
context of email support. Using variables such as system load and type of cus-
tomer issue as predictors or risk factors to explain the delay until a reply is received,
although no research literature was found on this exact topic.

Although a considerable amount of research exists on the e�ect of waiting time
in di�erent scenarios, and how it can be limited through optimization in various
settings, far less research exists on waiting time estimation itself. A great deal
of research has been carried out in the area of Queuing Theory and Operations
Research. However, those disciplines are more aimed at the theory surrounding
the creation of queuing systems and estimation of waiting time through simulations
rather than post hoc analysis of waiting time in existing systems.

As no single method appeared to stand out from the reviewed literature, as the
most e�ective in this particular scenario, the research project became exploratory
in nature, allowing the data to guide method selection. However, a research paper
by Dredze et al. (2005), aimed at using logistic regression to predict whether or not
received and sent emails required a reply, sparked the idea that using classi�cation
methods might be a possible solution to the problem at hand. That is to estimate
and predict whether support tickets in the CCP Support System are likelier to
receive (or not receive) replies before a certain amount of time. We'll now move on
to reviewing the data obtained for this research project and the methods used to
analyze and model that data.
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Data analysis and modeling was carried out using R and RStudio (R Core Team,
2013; RStudio Team, 2015). Plotting was mostly done using the ggplot2 package
(Wickham, 2009), other speci�c packages and functions are cited where needed.

Initially, in order to get a feel for the available data, a sample containing support
tickets submitted in the �rst 20 days of April 2016 was collected, which a full review
of can be seen in Appendix B. A few issues and points of interest arose from this
initial sample that guided further data collection and analysis, but �ve main issues
are worth covering here:

1. Missing Reply Times: A number of tickets were missing their measured
time until �rst reply. This initially caused alarm but, reasonable explanations
were however found, namely: tickets were duplicates or spam mail, or GMs, or
the players themselves, closed the tickets without a reply being sent for some
reason, such as tickets already being resolved.

2. Small Queues or Categories: The CCP support system has a variety of
di�erent queues and issue categories. Some however only receive a very limited
number of support tickets. It was decided to focus only on the �ve biggest
queues of the support system (along with a review of the Top Priority queue),
where the bulk of the support tickets goes, to have su�cient amount of support
tickets per queue and issue category.

3. Variability in Output: When reviewing this sample period a very noticeable
spike in the number of replies sent out per day emerged. It was found that
this was an instance of a "Mass Reply", as was discussed earlier this involves
sending the same reply to a large number of customers at once. This initially
sparked the idea that a data set containing the whole of 2016 would be needed
to get a more accurate representation of the system.

4. Not just Pulling: Even though some tickets were being "Pulled", or replied
to in the order that they arrived in, which should be the standard, it became
clear that some of the other working procedures (Cherry Picking, task forces,
etc.) were also at play, more so than one would assume. This can be a problem
because the "Pulling" method is the only one that can be easily modeled.
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5. Lack of Variables: When only allowing for predictors available at the cre-
ation of a ticket, which is essential since we plan on estimating waiting time
at the point of creation, very few variables remained, namely: registered cat-
egory, queue and language (categorical variables), and variables measuring
system load, output per queue and GMs working per queue (continuous vari-
ables). Out of which, during initial testing, queue and system load emerged
as the key predictors.

In addition to this prediction models produced from this sample didn't exactly bring
about accurate predictions. Despite using a variety of regression methods and all
signi�cant predictor variables, only an R2 (coe�cient of determination) of 25% was
obtained, meaning that the available predictors could only account for 25% of the
variance in the distribution of waiting time (time until �rst reply). Some variables
also had no visible relationship with waiting time, such as how much text was
contained within tickets, when the opposite was theorized. For more on this, see
Appendix B.

3.1 Main Data

The main data set was obtained from CCP Games throughout February to April
2017. The initial version of the main data set consisted of 221.958 observations,
representing support tickets (emails), sent to CCP Customer Support between 2016-
01-01 00:05:46 and 2016-12-31 23:59:41. So all support tickets from 2016, initially
measured on 25 variables. The �nal version included more than 50 variables, the
additions being either generated dummy variables, alternate versions of existing
variables or measures from di�erent timepoints. The response variable therefore
was still simply time until �rst reply and the available predictors at the point of
ticket creation were still registered queue, category and language, system load at
the point of ticket creation and the variables describing output per queue and GMs
working per queue. The output variable measured the number of ticket replies sent
out in the four hours prior to each ticket's submission, within the queue each ticket
was submitted into. The variable indicating the number of GMs working per queue
measured the number of distinct GMs which sent a reply in the four hours prior to
each ticket's submission, within the queue each ticket was submitted into.

Two Ticket States

As was detailed as the �fth issue of the 20 day sample data set, only a small number
of variables are available at the point of ticket creation. This is of course not optimal
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if you intend to predict waiting time at the point of ticket creation. In line with
this and the fact that initial testing models produced rather poor predictive results,
the second phase of data collection was mainly focused on clearly establishing which
data would be available for dynamic prediction later on and collecting historic data
matching those parameters.

It was reasoned that one of the potential causes for poor predictability of the initial
models, and high variability in �rst reply times (or waiting time) was that di�erent
support ticket queues have highly di�erent priorities attached to them. For instance
one department goal is to reply to all support tickets submitted into the Top Priority
Queue within an hour. Meanwhile other queues have the goal (or what is often
referred to as a Service License Agreement or SLA) of replying to all tickets within
36-48 hours. These goals are of course subject to change like other department
policies. But again it was reasoned that due to these varying priorities (SLAs)
for di�erent queues, reply times (or waiting times) would need to be predicted in
a similar fashion. The idea therefore came about to build classi�er models which
could predict whether or not a ticket would receive a reply within 48 hours (the
most common SLA), and subsequently, create regression models which could provide
continuous estimates of waiting time exceeding 48 hours. The new data set therefore
included measures for all predictors, categorical (queue, category and language) and
continuous (system load, recent reply count and GM count) at both the point of
creation, and 48 hours after ticket creation. These two states account for multiple
variables in the data set. Alterations were however made on this approach during
the research process and the end result did not exactly follow this initial idea.

The Top Priority Queue

As was noted in the last section the Top Priority queue is a special queue which aims
at responding to time sensitive issues, that prevent or disturb access to the game or
normal game play, almost immediately following ticket submission. The practical
value of modeling the waiting time in such a queue is very limited but since 46%
of tickets are submitted into this queue we'll present a brief summary of it here.
A total of 96.318 tickets were submitted into this queue, or 46% of all submitted
tickets in 2016. However 29.854 of those tickets or 31% are moved out of the queue
which means they are not resolved within that queue. They may receive the �rst
reply during their time there however. If we look at quantiles for this queue we see
that 25% are replied to within 5.5 minutes, 50% within 12 minutes and 75% within
26 minutes. More than 90% receive replies within two hours. These estimate are
however slightly skewed by the fact that during a period of severe system congestion
in late November the queue had so many tickets that it had to be treated as a regular
queue and several weeks passed until the accumulated backlog could be eliminated
and the queue brought back to its normal e�ciency level.
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Other Special Cases & Missing Values

Out of the 221.958 observations in the main data set, 9.206 or 4% came from queues
or categories that Customer Support either does not handle (like the Community or
Team Security Queues), were a part of other products than EVE Online (DUST 514
or EVE Valkyrie), were submitted via social media (Facebook or Twitter) or were
in some aspect very speci�c and contained very few tickets (Advanced Technical
and Lead Game Master queues for example). For the most part these queues and
categories were kept out of further analysis.

It is worth noting that some queues mostly or only contain tickets in the previously
mentioned 48 hour ticket state. These are for instance the O�ensive Naming Task
Force Queue, the Lead Game Master Queue and Temp Queue. These are never
registered at ticket creation since players can not �le support tickets into these
queues themselves, but rather these queues are populated by GMs moving player's
tickets into the queues. GMs can also create support tickets in queues where players
can't submit them, which would explain other queues where tickets can technically
only be moved into containing support tickets at creation. Understanding these
bounds of the system and possible changes during a ticket's time in the system is
essential when modeling it.

A big problem during retrieval of the 2016 data set were missing values. In fact the
amount of missing values across the data set is one of the key points of improvement
to recommend to the support department. That is to set up the support system in
such a way that it forces data entry and registration whenever possible, similar as
some websites (like airline ticket sites) do. Most of the missing values in the �nal
iteration of the data, which can be seen in 3.1, can however be reasonably explained.

Table 3.1: Missing Values In Final Data Set

Category At 48 Hours Category At Creation Final Reply At
36.510 32.160 7.224

First Reply After 48 Hours First Reply At Language
123.515 7.224 1.657

Time To First Reply Time To First Reply After 48 Hours Time To Solved
7.224 123.515 7.224

The category and queue variables (both at creation and at 48 hours) can understand-
ably include missing values as these are not a requirement for ticket processing. This
is however one of the main aspects the department should focus on �xing when it
comes to forcing data registration. Missing values for language mean that the user
had not registered a language to his user account when the ticket was �led since that
is how that info is technically collected, not what language the ticket was written in.
The 7.224 tickets missing their �rst and �nal reply time stamps, and subsequently
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Figure 3.1: Tickets Per Status Within The CS System In 2016

their time to �rst and �nal reply measures, initially caused some alarm. However
when these were speci�cally reviewed it came to light that they were legitimately
missing all reply time values, because they were simply never replied to. These are
for instance tickets closed as spam mail, tickets where a Game Master decides not
to send a reply, perhaps because the matter has already been concluded, a duplicate
ticket existed (which is quite common) or because the player has already received a
�nal reply. Lastly, many tickets are resolved before the 48 hour mark, so that ex-
plains a large amount of tickets missing a measure on that variable. Only the 7.224
tickets which never actually received a reply were excluded from further analysis.

A large portion of the research period went into splitting up and rearranging the
data in various ways, and then analyzing these di�erent subsets. This was in many
ways necessary rather than optional because of the highly varying nature of the
input and output within the CS department, as can be seen in Figure 3.1.

To explain Figure 3.1, the ticket system essentially allows for three di�erent ticket
statuses, these are: New, tickets that are waiting for a reply from CS and have not
yet had a reply from CS; Open, tickets that are waiting for a reply from CS but
have received at least one reply already; and Pending, tickets that have received a
reply from CS and are either resolved or will be replied to by the player. There
is a forth status, Closed, which is assigned when tickets have been resolved and
can not be updated further, but since the amount of tickets on this status is strictly
cumulative it is not of any value to measure the state of the overall queue at any given
time. The combination of the New and Open status therefore make up the current
load on the system, while increases in the amount of tickets on the Pending show
increased output. Figure 3.1 and others like it reinforced the idea that subsetting
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Figure 3.2: Amount Of Tickets In 5 Main Queues At Creation and 48 Hours

and analyzing separate sections of the data would be necessary.

Five Main Queues

Figure 3.2 shows the amount of tickets in each of the �ve main queues, both at ticket
creation and at 48 hours. The most noticeable and perhaps surprising aspect of this
�gure is how little these two plots di�er, meaning that queue status tends to stay
relatively the same between these queues from 0 to 48 hours. Or in other words,
tickets are not moved around that much and some queues don't have drastically
more tickets at 48 hours, compared to the time of ticket creation.

As previously mentioned the Top Priority displayed some stark di�erences between
the amount of tickets created in it (96.318) and the amount of tickets still registered
in it at 48 hours (66.464). The exact amount of tickets in each of the �ve main queues
and their respective categories (at creation) can be seen in Appendix A. Only tickets
belonging to these �ve queues both at creation and at 48 hours were used for the
�nal data set. The Billing and Billing Fast Track queues focus on billing and account
related matters, such as log in issues, lost accounts, payment issues, cancellations
and more. The di�erence between them is that tickets handled in the Fast Track
queue should in general be easier to handle, in most cases using standard procedures
with already existing replies. The regular Billing queue meanwhile contains tickets
that require more experienced GMs and may not entirely �t an existing standard
procedure. The Game Play and Game Play Fast Track queues follow the same
conditions as the Billing and Billing Fast Track queues in regards to ticket complexity
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Figure 3.3: Creation and Reply Rates in 2016

and required level of experience. In these queues however all issues regarding the
actual game play of EVE Online are handled. The Technical queue is then simply
aimed at providing technical support to the players.

Input and Output

Figure 3.3 shows the rate of tickets submission and subsequent reply rate for all
support tickets created in 2016. The massive spike in creation at the end of 2016,
as was discussed in the Work Flow / Working procedures section, was caused by a
multitude of issues coming together along side one of the largest expansion releases
in EVE's history. Over the span of roughly three days on and around November
15th the same amount of ticket was received as is standard for a 30 day period.
The three spikes in the rate of reply are similar anomalies, caused by Mass Replies,
where a large number of tickets receives the same reply in an e�ort to drastically
reduce queue load (backlog) at times of system congestion.
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System Load

Along with ticket Queue, system Load was used as the key predictor variable during
this analysis. The state of the system, or the load on the system, is measured here
by the sum of the New and Open variables. Which again represent the amount of
tickets that require a reply from a GM and have either not received any reply so far
(New) or have received at least one reply but still need a follow up (Open). When
each support ticket is submitted the amount of tickets on New and Open status is
recorded, the sum of these makes up the system Load at that time.

Figure 3.4 shows system load changing throughout 2016. The bottom plot colors by
1/3 quantiles of; Low, Medium and High Load which are de�ned as follows:

� Low Load is a total system Load between 376 (Minimum) and 1766

� Medium Load is a total system Load between 1766 and 3558

� High Load is a total system Load between 3558 and 7590 (Maximum)

This categorical variation of system Load was later utilized as a predictor variable.
The top plot contrasts this with a color gradient based on the actual values of queue
load.

The Response

The response variable in this research project is waiting time. That is to say, the
time that passes from when a ticket is created and then replied to. In this project
we chose to mostly work with time until �rst reply, instead of time until last reply
which could also have been possible. Main reasoning for this came from experience
within the support department as often times it happens that tickets are kept on
Open status within the system for some time, until they receive their �nal reply.
This for instance happens in refund cases, where the payments to be refunded have
not yet reached a stage where a refund is possible. The response may be variably
displayed in seconds, minutes, hours or even days throughout the thesis, depending
on the context.

The plots in Figure 3.5 all display �rst reply times in hours, averaged by each day of
the year, throughout 2016. The top plot is summarized by creation dates, meaning
that all tickets created on a certain day are pooled together to form an average
waiting time. The middle plot is summarized by reply dates, meaning that all
tickets which receive a reply on a certain day are pooled together to form an average
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Figure 3.4: System Load in 2016 / Quantiles and Gradient
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Figure 3.5: First Reply Times / By Creation Date, Reply Date And Distribution
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Figure 3.6: Tickets Submitted in 2016 / Replied To Within the 48 Hour SLA

waiting time estimate. The bottom plot shows the distribution of average waiting
time per day by day of ticket creation.

As can be seen the time until �rst reply varies quite drastically throughout the year,
regardless of whether you average it by creation date or reply rate. In line with this
we review Figure 3.6, which shows the proportions of tickets which receive a �rst
reply within the 48 hours SLA limit, and those that do not. This goal of course
becomes much more attainable in periods of low and stable �rst reply times, and
periods of low and stable creation rates.

Working Procedures

One main issue in terms of modeling waiting time in this scenario is what can
best be described as variability in working procedures. It is not only important
to shed light on why certain modeling techniques may prove di�cult due to this
variability, it also highlights some areas where the CCP Support Department may
�nd room for improvement. As was noted in the 20 day sample section some working
procedures other than the standard "Pulling" method are often at work. Figure 6.2
of Appendix B shows how the the "Pulling" method (diagonal lines) is mixed in
with other working procedures, and a closer look at this type of pattern is seen in
Figure 3.7. To be clear, this type of pattern makes a lot of sense for the CCP support
system and most likely for other email support centers as well as it essentially depicts
the First Come First Served principle, or pulling, in systems where the amount of
sta� members replying to tickets varies between time of day and days of the week
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Figure 3.7: Output Per Year(2016), Month(July), Week(1st) and Day(2nd)

while new tickets are constantly entering the system. So the rate of input may be
relatively steady for the most part, but the output (reply rate) in these types of
support centers is never steady but rather wave like, increasing and decreasing in
conjunction with changes in sta� on shift each time.

Figure 3.7 illustrates this by taking a closer look at the reply rate of the department,
previously shown in Figure 3.3. In these four plots we see the amount of output in
ticket replies from the department per year (2016), month (July), week (1st) and
day (2nd). In the year and month plots replies are summarized by days. While in
the week and day plots, replies are summarized by hours. In the year plot output
would seem relatively stable if it were not for the three instances of Mass Replies
being sent out. In the month plot the tops roughly correspond to the middle of
each of the four weeks in the month (when most GMs are working), and the lows
correspond to weekends. In the week plot we stop seeing this trend for the most
part (although the lows in the beginning and end of the plot are a part of weekends),
instead we see some quite stark diurnal variations. These are then highlighted in
the single day plot (of 2nd July). These �uctuations more or less correspond to the
way working shifts are set up in the CCP CS department.

Since an active server (working GM) is not a prerequisite for ticket submission, input
is permitted at any point without limit, going from 1 to 1.108 per hour (recorded
minimum and maximum in 2016). The number of active servers meanwhile (per
queue in the 4 hours prior to ticket submission) goes from 0 to 39. And in line
with this the number of tickets responded to (per queue in the 4 hours prior to
ticket submission) can go from 0 to 4.391. These factors collectively contribute to
the input and output patterns within the department, which can be summarized as
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Figure 3.8: Reply Bursts in Billing and Game Play Tickets in August 2016

a pool of tickets with a relatively steady input (and occasional moments of mass
in�ux) which is then drained in bursts (occasionally big ones) or waves, rather than
steadily, corresponding to the amount of working sta� members at each time.

Figure 3.8 aims at displaying this pattern in more detail, contrasting time to �rst
reply and �rst reply date against creation date. The diagonal lines visible in the
left hand plot signify these bursts of replies being sent out by GMs on shift. For
each burst it makes sense that the more recently �led tickets bene�t from shorter
waiting time since the rate of output within these bursts is much higher than the
rate of creation was. Consequently, if your ticket unluckily ends up the beginning
of such a burst it has a proportionally higher waiting time. The right hand plot of
Figure 3.8 shows this pattern in a di�erent manner, highlighting the fact that tickets
entering the system around the same time can be replied to at di�erent times, and
vice versa. These diagonal lines do however by no means form a clear cut pattern
that holistically explains the way GMs and the department at large operates. As
can be seen in both plots of Figure 3.8 there is much more variability in waiting time
or time to �rst reply than its relationship to time of creation and the Queue it's
placed in can explain. Some tickets fall entirely out of line with other tickets which
might indicate some special circumstances of said ticket, perhaps either requiring
earlier replies compared to others entering the system at the same time or ticket
reply being postponed for some reason. We also see a lot of cases where diagonal
lines (bursts of replies) within the same queue fall on top of each other, indicating
that the ticket pull order (the way tickets are queued for reply) is not entirely based
on which queue the ticket is in. This is technically at odds with the way the CCP
Support System is set up, since each GM is usually allocated to one or two queues
when working and therefore the pull order should be queue based.
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Figure 3.9: Reply Bursts in Billing by Categories / June 2016

The fact that these bursts within queues happen at di�erent times could then in
part be explained by the next level of ticket classi�cation within the system: issue
categories. However, as can be seen in Figure 3.9, it doesn't tell the whole story
either. What is most important about this example, which shows a rather small
period of time for only one queue, is that when it comes to GMs selecting which
ticket to reply to next some data is evidently missing. Some processes, which are not
being recorded, are most likely taking place. We can see straight lines indicating
that older tickets are being replied to before newer ones, but these straight lines
as was mentioned earlier sometimes fall on top of each other, which suggests that
although tickets are perhaps more often than not replied to in the order in which
they arrive, it seems that GMs don't necessarily start replying to the oldest tickets
each time.

This pattern of support tickets being mostly replied to in the order in which they
arrive but the oldest tickets not necessarily receiving a reply �rst, in conjunction with
some complete randomness, might indicate what was described in the introduction
of the paper as "Cherry Picking". This is when GMs are free to choose which tickets
they work on, regardless of their category or place in the queue (usually restricted
to some extent by queue though). GMs could do this in what may seem like an
entirely random manner, simply reviewing tickets based on the subject titles and
answer tickets they �nd easy or quickly resolvable in order to maximize their output.
Or GMs could use the system's built in search functions and �lter tickets by keywords
to indicate tickets that are easily resolved. This is not an unreasonable assumption
to make given that replies per shift or per hour are one of the key metrics by which
GM performance is evaluated. They could however also apply some framework to
their cherry picking. For instance, an established method within the department
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Figure 3.10: Replies in Technical / September 3rd

is to pull by issue categories rather than queues. This allows GMs to zone in and
focus on a set of interconnected issues and in most cases increase output. It is also
good for training purposes as doing the same kind of ticket over and over reinforces
procedural knowledge.

A case example from the Technical Queue in the �rst days of September, which can
be seen in Figure 3.10, illustrates how certain working procedures could make a big
di�erence in the recorded waiting times for tickets, and possibly shed some light on
the highly varying nature of how tickets are sometimes processed within the system.
It is worth noting that this is just a single example and that these types of working
procedures can perhaps be ever changing and dependent on issue type, queue status,
seasonal trends and other factors.

As a Technical GM explained it is common practice in their queue to start a working
day by reviewing the back of their queue. The purpose of this is to quickly sort out
any possibly mis�led tickets. However in addition to this a GM working in the
queue might send replies to tickets which are easily replied to and perhaps have a
standard reply already written for them. The GM then goes back to the front of
the queue and pulls the oldest issues in the order they were created in and replies
to them. This procedure is illustrated with the arrowed lines in Figure 3.10. First
the new easy tickets get replied to while mis�les are moved out of the queue, then
the GM replies to batches of the oldest tickets in order, with a noticeable exception
being pulled in front of line for some reason (shown in the circle). This example
illustrates replies send in a single day, in a single queue, by a single GM. So if we
assume that the amount of variation holds proportionally in other queues, where
other working procedures may come into play, where multiple GMs are working
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together, replying in di�erent languages, during di�erent queue load and with issues
potentially varying from day to day or week to week, we start to realize that this
can be an enormously complex system, especially to model mathematically.

3.1.1 Final Data Set

After removing tickets belonging to small or irrelevant queues, Top Priority tickets,
tickets that never received a reply and tickets created by GMs (as the registered wait-
ing time for those is 0) the �nal data set emerged. 107.382 support tickets, �led in the
�ve main queues of the support system in all of 2016; Billing, Billing Fast Track,
Game Play, Game Play Fast Track and Technical. Even though some periods of
2016 were more stable than others, and therefore possibly had a greater potential
when it came to modeling the response, it was deemed essential to model all the
di�erent states of the system. This �nal data set was split into a training set to
discover and model potentially predictive relationships and a testing set used to
assess the strength and utility of those models and prediction methods.

3.1.2 Training and Testing Data

Initially it was reasoned that the most sensible approach to validation would be
to train models on one time period and then test them on another. This was at
�rst done by training models on support tickets submitted between January 1st
and October 15th and testing them on tickets submitted between October 16th and
December 31st. This split however resulted in a unique type of bias since the testing
set did not have a proportionate amount of support tickets in each combination of
Queue and Load. It also did not have a sustained period of what can be called
average input, compared to the corresponding training set. It was therefore decided
to split the data set up randomly instead. The sample.split function from the caTools
package in R was used to carry out this split, 70% was placed in the training set
and 30% in the testing set (Tuszynski, 2008).

3.2 Methods

To any given problem there are most often several possible solutions. Such was the
case here and in a sense it's hard to argue for one approach over another beforehand.
Instead a few di�erent methods were applied, each providing a unique perspective
on the problem. These methods are presented here in an increasing order of com-
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plexity, the simpler methods might in many cases be considered more practical in
the applied settings, while the more involved methods can better help us understand
the underlying relationships at work here.

3.2.1 Kernel Density and Cumulative Probability Functions

The cumulative distribution function, F (x), of a random variable X, for any real
number x, is the probability that X will be less than or equal to any given number x
(Ross, 2014). Where X is continuous this is found by integrating the corresponding
probability density function, f(x), from −∞ to x, so we have:

F (x) = P {X ≤ x} =
∫ x

−∞
f(x)dx (3.1)

To obtain an estimate for the probability density function, f̂ , we can use Kernel
Density Estimation (KDE), which is a non-parametric method used to estimate an
underlying probability density function of a random variable. Sample data is used to
construct a probability distribution or density function, which can then be used to
make assumptions about the associated population. In our case the geom_density
function of the ggplot2 package was used to construct Kernel Density Estimates
(Wickham, 2009). This function allows us to control the so called smoothing pa-
rameter, which can be be used to adjust the width of the kernel, essentially to modify
the �t of the estimated function. Optimally one chooses a smoothing parameter as
small as possible to obtain a general but su�ciently �tting function in terms of the
observed data, however, with increased smoothness comes the possibility of over-
simpli�cation (Silverman, 1986).

The ecdf function of the stats package in R was used to acquire estimated, or
empirical, cumulative distribution functions, F̂ , by calculating the fraction of support
tickets replied to at each time.

The idea of using these method in the context of waiting time came about quite
naturally during exploratory data analysis when looking at the distribution of wait-
ing time. The left side of Figure 3.11 shows waiting time for all support tickets in
the 5 main queues of the CCP support system in 2016. And as can be seen it is
possible to �t a relatively simple density function to this distribution. The right side
of 3.11 meanwhile shows the empirical cumulative probability function associated
with the density function. It gives you the probability, given the data, of receiving a
reply before or at any given time point. It's worth noting however, that you can not
estimate the probability of receiving a reply at any speci�c time point, P{X = x}
as that is always 0. (Ross, 2014).
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Figure 3.11: Kernel Density Function and Cumulative Probability Function

Despite these methods being relatively simple they can be extraordinarily informa-
tive and also very useful in the applied setting. We will be producing plots of kernel
density estimations and empirical cumulative probability functions for all 15 combi-
nations of queue (Billing, Billing FT, Game Play, Game Play FT and Technical) and
system load (Low, Medium and High) as a �rst step in exploring the relationship
between these main predictor variables and waiting time.

3.2.2 Classi�cation Approach

Looking at the problem at hand as a classi�cation problem, we'll be attempting to
predict or model waiting time as a categorical variable rather than a continuous one.
That is, whether a reply is received within 48 hours, Yes or No. This was mostly
done in an e�ort to produce results which the CCP support department could apply
in practice, since 48 hours is the reply goal in all the �ve main queues (SLA).

Logistic Regression Models

In general a multiple logistic regression model is de�ned as follows:

log

(
p(X)

1− p(X)

)
= β0 + β1X1 + · · ·+ βpXp (3.2)
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where X = (X1, ..., Xp) are p predictors. This can then be rewritten as

p(X) =
eβ0+β1X1+···+βpXp

1 + eβ0+β1X1+···+βpXp
(3.3)

to obtain the predicted probability of any given X, instead of the perhaps more
di�cult to interpret log odds (or logit) from the previous equation (G. James et al.,
2013).

First o� we will be setting up a simple Logistic Regression model, only including the
two main predictors (System Load and Queue), and adding them both to the model
as categorical variables. This allows for predictions to be made for every categorical
combination of Queue and Load but the combinations are however purely additive.
So:

log

(
pij

1− pij

)
= β0 + Loadi +Queuej (3.4)

where pij is the probability of receiving a reply within 48 hours under Loadi, in
Queuej.

Secondly we'll be allowing for an interaction term between these two predictors, but
otherwise keeping the model the same. This simple adjustment can open up a whole
new realm in understanding relationships between variables as each combination of
Queue and Load now has a unique β coe�cient attached to it. It also makes a lot
of intuitive sense because queues can be managed in di�erent ways and load may
not a�ect them all equally. So:

log

(
pij

1− pij

)
= β0 + Loadi +Queuej + (Loadi ·Queuej) (3.5)

again, pij is the probability of receiving a reply within 48 hours under Loadi, in
Queuej.

Generalized Additive Models

While still treating the the case at hand as a classi�cation problem and thereby still
using a binary response variable (Reply Received Within 48 Hours, Yes or No), we'll
next go a step further and treat the Load variable as a continuous one. We could
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have used a Logistic Regression model for this and entered Load as a linear predictor,
however exploratory analysis showed that the relationship between Load andWaiting
Time is most likely non-linear. Generalized Additive Models (GAMs) are a natural
choice when wanting to predict a binary response using multiple variables with the
option to allow for non-linear functions on continuous predictors, while maintaining
additivity. As allowing for functions on each of the predictors is essentially the only
di�erence between qualitative or binomial GAMs and Logistic Regression models,
we see that the de�nition of a binomial GAM is very similar to that of a Logistic
Regression model (G. James et al., 2013):

log

(
p(X)

1− p(X)

)
= β0 + f1(X1) + f2(X2) + · · ·+ fp(Xp) (3.6)

When applying functions to continuous predictors in GAMs you have the option to
select the number of knots or basis dimensions used to �t the functions. What this
essentially means is that you can split the spectrum of the predictor up by some
number of knots or basis dimensions, which then returns k-1 number of intervals,
and on each one of these local regression estimates are computed. These are then
combined to form the predictor function. The number of knots per function should
be large enough so that they can capture the underlying "truth" in the relationship
between your variables, but small enough to allow for computational e�ciency and
reduced risk of over �tting, main aim being to minimize error when predicting for
new data. The mgcv package (Wood, 2007) was used for GAM �tting and related
works (Wood, 2006) used for reference and guidance.

First a GAM allowing for separate smoothed functions in Load for each of the �ve
main Queues was set up. So:

log

(
p

1− p

)
= β0 + fQueue(Load) (3.7)

where p is the probability of receiving a reply within 48 hours. A few di�erent
number of knots were compared visually and in their predictive capability. The
predictor functions of the most e�cient GAM model (in terms of testing data pre-
dictions) were also forced to be monotonically decreasing in one scenario as it was
reasoned that the probability of receiving a reply before 48 hours should never be
able to increase with increased Load. A function is called monotonically decreasing
if, whenever x ≤ y, then f(x) ≤ f(y) (Springer, 2017).

The second GAM and �nal classi�cation model was produced to allow for prediction
not only at 48 hours, but several di�erent Timepoints. To do this, a new variable was
created, containing 9 di�erent points in time; 0, 12, 24, 36, 48, 60, 72, 168 and 336
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hours, or 12 hour intervals in the �rst three days after ticket creation, then 1 week
and two weeks respectively. This variable (Timepoint) was included in the model
with tensor product interactions between it and Queue and Load separately, which
means they are scale invariant, which makes sense in our case since the Load and
Timepoint are on very di�erent scales. In addition to this the interaction between
Load and Queue was retained. So:

log

(
p(t)

1− p(t)

)
= β0 + f1(Load, T imepoint) + fQueue(Timepoint) + fQueue(Load)

(3.8)

where p(t) is the probability p, of receiving a reply before any given Timepoint, t.
This means that; for every Queue, we obtain a sequence of logit estimates (which
can then be converted into probabilities ranging from 0 to 1), which are computed
for various amounts of Load, and these are in turn computed at each of the 9
Timepoints. Allowing meanwhile for di�erent e�ects of Load per Timepoint. For
plotting purposes we grouped Load into 9 categories and averaged the predicted
probabilities for each group. This model was tested in its entirety across all 9
Timepoints, but only compared to the previous classi�cation models on the 48 hour
Timepoint.

Model Comparisons

When comparing the di�erent methods or models here we'll mainly be focusing on
prediction Accuracy, Sensitivity (True Positive Rate) and Speci�city (True Negative
Rate). Looking at the Confusion Matrix example in Figure 3.12 we see that there
are four possible outcomes in terms of prediction: we correctly predict a positive
outcome (True Positive), we incorrectly predict a positive outcome (False Positive),
we correctly predict a negative outcome (True Negative), or we incorrectly predict
a negative outcome (False Negative) (Powers, 2011).

Based on these either correct or incorrect predictions we can derive the aforemen-
tioned prediction metrics:

Accuracy =
True Positive+ True Negative

Total Population
=

TP + TN

TP + FP + FN + TN
(3.9)

True Positive Ratio (Sensitivity) =
True Positive

Condition Positive
=

TP

TP + FN
(3.10)
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Figure 3.12: Confusion Matrix Example (Wikipedia, 2017)

True Negative Ratio (Specificity) =
True Negative

Condition Negative
=

TN

FP + TN
(3.11)

3.2.3 Regression Approach

Waiting Time was lastly modeled as the response variable in its default continuous
form. Given initial testing results, see Appendix B, Figure 6.3, hopes were however
not high about obtaining good prediction accuracy. It is, however, also an option to
predict waiting time in a continuous manner and see whether or not those predictions
exceed a given point or threshold (48 hours, for example) in relation to an observed
value thereby using a regression approach to predict a binary response (Cornell,
2017). In a similar fashion as with the Confusion Matrix reviewed earlier, Figure
3.12, we can categorize predictions as being either:

True Positive = Predicted V alue > Threshold

& Observed V alue > Threshold
(3.12)

True Negative = Predicted V alue <= Threshold

& Observed V alue <= Threshold
(3.13)

False Positive = Predicted V alue > Threshold

& Observed V alue <= Threshold
(3.14)

52



3.2 Methods

False Negative = Predicted V alue <= Threshold

& Observed V alue > Threshold
(3.15)

So, we can see if the predicted waiting time for a support ticket, from a particular
Queue, during a certain amount of Load, exceeds some Timepoint, say 48 hours, and
if the corresponding observed value for that ticket also exceeds that Timepoint, that
would be considered a True Positive outcome. The models were tested on all whole
hours ofWaiting Time, or a sequence of positive integers ranging from the minimum
amount of Waiting Time per testing set (for each Queue), to the maximum. Using
this method you can plot step-functions for model accuracy per Queue, at each hour
of Waiting Time.

This allows you to compare continuous prediction models to classi�cation models. Of
course it is also possible to use the predicted time values themselves; it comes down
to what the purpose of the predictions is, which option is preferred. Generalized
Additive Models remain the method of choice for the regression approach.

Generalized Additive Models

Generalized Additive Models (GAMs) o�er the same bene�ts for regression prob-
lems as for classi�cation problems. They still allow for non-linear functions between
each of the predictors and the response and although GAMs usually �nd their limi-
tation in the restriction of being additive, low-dimensional interaction terms can be
applied. The main thing that changes when setting up a continuous model is that
the predicted outcome comes in the form of �tted waiting time values, instead of
logit estimates. The model is therefore de�ned as follows (G. James et al., 2013):

yi = β0 + f1(X1) + f2(X2) + · · ·+ fp(Xp) + εi (3.16)

Given that the distribution of Waiting Time was found to be heavily right skewed
and had a very wide range, as can for instance be seen in Figures 3.5 and 3.11, it
was decided to apply two di�erent transformations on the Waiting Time variable
in the continuous scenario, a log transformation and a 4th root transformation.
These transformation were also applied to the Load variable which was entered as
the main predictor, with smoothed functions calculated per Queue. So we obtained
three models, de�ned as:

Waiting T imei = β0 + fQueue(Load) + εi (3.17)

53



3 Data and Methods

log(Waiting T imei) = β0 + fQueue(log(Load)) + εi (3.18)

4
√
Waiting T imei = β0 + fQueue(

4
√
Load) + εi (3.19)

3.2.4 Rank Violation Index

Although not directly related to the main objective of this thesis, the estimation and
prediction of Waiting Time, this index was created in an e�ort to better understand
the varying order in which customers are sometimes replied to, and to quantify
that variability. It is based on the notion that in a socially-just First Come First
Served queue environment people will receive a reply in the same order they enter
the queue. This is not always the case as tickets are sometimes pulled ahead of
others in the queue and this in turn may increase the proportional wait for tickets
left in the queue. To measure this behavior we can calculate a queue rank violation
index, essentially a measure of how far o� tickets are from their intended reply order.
It is obtained by ranking tickets in the order they arrive into the system and then
again in the order they receive their �rst reply and taking the di�erence between
those ranks. Higher positive values on this index suggest increased disproportionate
waiting, given the ticket creation rank. Lower negative values meanwhile suggest
increased queue skipping, given the ticket creation rank, meaning that it receives
a reply sooner than it should. The ranks need to be assigned per queue or within
the same grouping of tickets from which they are (or should be) pulled. Its main
function is to estimate the degree to which the First Come First Served discipline
is being adhered to per queue, rather than per ticket. So:

Rank V iolation Index = Reply Rank − Creation Rank (3.20)

We'll report this index visually for all �ve main queues in the Results chapter and
touch on practical application in the Discussion chapter.
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4.1 Kernel Density and Cumulative Probability

The Kernel Density Estimates (KDE) and corresponding Empirical Cumulative Dis-
tribution Functions (ECDF) can be seen in Figures 4.1 and 4.2. Green, yellow and
red correspond to the three di�erent types of load: Low, Medium and High respec-
tively.

A summary showing the probability of having received a reply at 48 hours and the
median reply time (50% of tickets had received a reply) for all combinations of Load
and Queue can be seen in Table 4.1.
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Figure 4.1: KDEs and ECDFs by Load : Billing & Game Play Queues
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Figure 4.2: KDEs and ECDFs by Load : Technical Queue

Table 4.1: Probabilites of a reply before 48 hours and median hour marks

Low Load Medium Load High Load

Billing
% Within 48 Hours 75% 27% 22%
Median Reply Time 18 Hours 94 Hours 122 Hours

Billing Fast Track
% Within 48 Hours 80% 62% 31%
Median Reply Time 10 Hours 26 Hours 99 Hours

Game Play
% Within 48 Hours 63% 29% 27%
Median Reply Time 26 Hours 130 Hours 107 Hours

Game Play Fast Track
% Within 48 Hours 75% 42% 35%
Median Reply Time 12 Hours 87 Hours 114 Hours

Technical
% Within 48 Hours 60% 42% 42%
Median Reply Time 25 Hours 92 Hours 84 Hours
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4.2 Classi�cation Approach

4.2.1 Logistic Regression Models

Main Predictors no Interaction

The Model:

log

(
pij

1− pij

)
= β0 + Loadi +Queuej (4.1)

produced the estimates reported in Table 4.2. Queue(Q) : Billing and Load(L) : Low
is included in the Intercept, meaning that each of the log odds estimates (and their
exponentiated versions) are in reference to the Billing Queue under Low Load. When
the log odds estimates are estimated you obtain percentage increases in odds ratios.
So, for instance, the exponentiated log odds estimate of 1.50294 would indicate a
50.294% increase in the odds ratio between the Billing Queue under Low Load and
the Game Play Fast Track Queue under Low Load. An exponentiated log odds
estimate below 1 meanwhile indicates a percentage decrease in the odds ratio.

Table 4.2: Logistic Regression : Main Predictors Additive

Estimate Exp(Estimate) Std. Error Z-Value P-Value

Intercept 0.69493 2.00356 0.02004 34.684 0.000
Q : Billing FT 0.69655 2.00681 0.02973 23.432 0.000
Q : Game Play −0.11872 0.88806 0.02307 −5.146 0.000
Q : Game Play FT 0.40742 1.50294 0.02272 17.935 0.000
Q : Technical 0.31881 1.37549 0.02502 12.744 0.000
L : Medium −1.42311 0.24096 0.01926 −73.903 0.000
L : High −1.65518 0.19105 0.01966 −84.201 0.000

The separated main e�ects of Queue and Load can be seen in Figure 4.3 where these
predictors are plotted against predicted probability of receiving a reply within 48
hours.

The main e�ects of Queue and Load combined can be seen in Figure 4.4 where each
combination of these predictors is plotted against predicted probability of receiving
a reply within 48 hours, and compared against the predictions for the logistic model
allowing for interaction between Queue and Load.
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Figure 4.3: Logistic Regression : Main E�ects

Model accuracy in predicting the response on the testing data set was 67%, true
positive ratio was 51% and true negative ratio was 81%.

Main Predictors With Interaction

The Model:

log

(
pij

1− pij

)
= β0 + Loadi +Queuej + (Loadi ·Queuej) (4.2)

Produced the estimates reported in Table 4.3. Queue(Q) : Billing and Load(L) :
Low is included in the Intercept.

The predicted probability of receiving a reply before 48 hours for each combination of
Queue and Load including an interaction term can be seen in Figure 4.4, contrasted
against the predictions from the purely additive logistic model.

Model accuracy in predicting the response on the testing data set was 67.5%, true
positive ratio was 55% and true negative ratio was 79%.

The two logistic regression models are contrasted in Figure 4.4. As can be seen,
the only combination of Queue and Load that changed in predicted probability of
receiving a reply before 48, given the 0.5 threshold, when an interaction term was
included, was the Billing Fast Track Queue : Medium Load.
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Table 4.3: Logistic Regression : Interaction

Estimate Exp(Estimate) Std. Error Z-Value P-Value

Intercept 1.147 3.149 0.031 36.700 0.000
Q : Billing FT 0.248 1.281 0.061 4.013 0.000
Q : Game Play −0.599 0.548 0.040 −14.900 0.000
Q : Game Play FT −0.0498 0.951 0.043 −1.159 0.246
Q : Technical −0.629 0.532 0.044 −14.217 0.000
L : Medium −2.081 0.124 0.043 −48.807 0.000
L : High −2.363 0.094 0.045 −52.415 0.000
BFT : Medium 1.103 3.013 0.080 34.684 0.000
GP : Medium 0.642 1.899 0.057 11.257 0.000
GPFT : Medium 0.685 1.983 0.058 11.809 0.000
Tech : Medium 1.162 3.197 0.061 19.053 0.000
BFT : High 0.288 1.333 0.080 3.577 0.000
GP : High 0.829 2.292 0.060 13.920 0.000
GPFT : High 0.697 2.008 0.059 11.729 0.000
Tech : High 1.666 5.289 0.063 26.379 0.000

Figure 4.4: Logistic Regression : Comparison of Models
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Figure 4.5: Monotonically decreasing binomial GAM with 10 knot smoothing on
Load per Queue

4.2.2 Generalized Additive Models

Load As a Continuous Variable

The Model:

log

(
p

1− p

)
= β0 + fQueue(Load) (4.3)

with monotonically decreasing penalized splines can be seen in Figure 4.5. Informal
regularization found that 10 knots or basis dimensions produced the best �t and
greatest prediction accuracy. Model accuracy in predicting the response on the
testing data set was 68.1%, true positive ratio of 52% and true negative ratio to
82%.

A comparison of the prediction cut-o� points by Load between the initial logistic
model (without interaction) and the monotonically restricted GAM model, can be
seen per Queue in Figures 4.6 and 4.7.
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4 Results

Figure 4.6: Prediction Cut-O� Point Comparisons - Billing and Game Play Queues

Figure 4.7: Prediction Cut-O� Point Comparisons - Technical
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4.2 Classi�cation Approach

With Timepoints As a Predictor

The Model:

log

(
p(t)

1− p(t)

)
= β0 + f1(Load, T imepoint) + fQueue(Timepoint) + fQueue(Load)

(4.4)

Can be seen visually in Figure 4.8. 10 knots or basis dimensions were maintained
on the Load by Queue functions, 8 knots were applied to the Timepoint variable,
so at each timepoint per Queue, and 5 knots were applied to the interaction term of
Timepoint and Load. Model accuracy in predicting the response on the testing data
set across all timepoints was 76.5%, true positive ratio was 72% and true negative
ratio was 81%. Meanwhile model accuracy at the 48 hour timepoint was 68.2%, true
positive ratio was 62% and true negative ratio was 74%.
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4 Results

Figure 4.8: Binomial GAM by Queue with Timepoints as a predictor variable
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4.3 Regression Approach

4.3 Regression Approach

The model with no transformations:

Waiting T imei = β0 + fQueue(Load) + εi (4.5)

can be seen visually, per Queue, in Figure 4.9.

The log transformed model:

log(Waiting T imei) = β0 + fQueue(log(Load)) + εi (4.6)

can be seen visually, per Queue, in Figure 4.10.

The 4th root transformed model:

4
√
Waiting T imei = β0 + fQueue(

4
√
Load) + εi (4.7)

can be seen visually, per Queue, in Figure 4.11.

Through informal regularization, 30 knots or basis dimensions on the Load by Queue
function were found to produce the best �t and greatest prediction accuracy across
all three models, regardless of variable transformations. It's worth noting that for
ease of comparison between the models, all scales depictingWaiting Time are labeled
in hours (instead of their transformed values) and all scales depicting Load are
labeled on their original scale (instead of transformed values).

Residual distribution histograms with overlaid normality curves for the three mod-
els can be seen on the left hand side of Figures (non-transformed model), (log-
transformed model) and ( 4

√-transformed model). On the right hand side of these
Figures, meanwhile, the residuals can meanwhile be seen plotted against Load. The
two types of residual plots are displayed for each Queue, per model.

The transformed models (4.6 and 4.7) were found to signi�cantly outperform the
non-transformed model (4.5) in terms of overall prediction accuracy. The residual
distributions for the transformed models were also found to be much more acceptable
in terms of normality, and independence when contrasted against Load. Therefore we
will only display visual model accuracy comparisons between the two transformed
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4 Results

Figure 4.9: GAM : Waiting Time by Load per Queue : No Transformations
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4.3 Regression Approach

Figure 4.10: GAM : Waiting Time by Load per Queue : Log Transformations
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4 Results

Figure 4.11: GAM : Waiting Time by Load per Queue : 4
√
Transformations
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4.3 Regression Approach

Figure 4.12: Residuals by Queue for continuous GAM : No transformation
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4 Results

Figure 4.13: Residuals by Queue for continuous GAM : Log transformation
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4.3 Regression Approach

Figure 4.14: Residuals by Queue for continuous GAM : 4
√

transformation
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4 Results

models, and only 95% prediction and con�dence intervals for the 4
√ model. The

non-transformed model is however included in the Model Comparison section.

In Figure 4.15 we see predicted values ofWaiting Time plotted against actual values
of Waiting Time from the testing data set for each Queue, for the two models
employing variable transformations. Model 4.6 (with log transformations on both
Waiting Time and Load) is shown in the left hand side and Model 4.7 (with 4

√

transformations on both Waiting Time and Load) on the right hand side. A zero
error line is shown in blue.

In Figure 4.16 we compare the di�erent prediction accuracy percentages of the 4.6
(left side) and 4.7 (right side) models across the range of Waiting Time, each hour
from minimum to maximum, by each Queue. Accuracy is found with Equation 3.11,
elements of which are found with Equations 3.14, 3.15, 3.16 and 3.17.

In Figures 4.17, 4.18, 4.19, 4.20 and 4.21, 95% prediction intervals, obtained through
posterior simulation of the β (coe�cient) vector for Model 4.7, can been seen in black
along side a 95% con�dence interval, in red, for the �tted values across Load. A new
model is �tted for each of the �ve Queues here and prediction estimates derived
from those. Axis tick marks are labeled by hours of Waiting Time (Y) and original
Load values (X), however the actual underlying scales for both variables are the
4
√ transformed versions. The purple and blue points are prediction sample points
obtained from two of the 10.000 prediction simulations carried out, likewise the
black lines inside the red con�dence interval are sample �tted lines from the �rst
�ve of those 10.000 simulations. The smaller black points are actual observations of
Waiting Time versus Load from the testing data sets belonging to each Queue.
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4.3 Regression Approach

Figure 4.15: Fitted/Observed : Log Transformations (L) - 4
√

Transformations (R)
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4 Results

Figure 4.16: Pred.Accuracy : Log Transformations (L) - 4
√

Transformations (R)
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4.3 Regression Approach

Figure 4.17: 95% Prediction and Con�dence Intervals, 4
√

Model (Billing)

Figure 4.18: 95% Prediction and Con�dence Intervals, 4
√

Model (Billing FT)
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4 Results

Figure 4.19: 95% Prediction and Con�dence Intervals, 4
√

Model (Game Play)

Figure 4.20: 95% Prediction and Con�dence Intervals, 4
√

Model (Game Play FT)
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4.4 Model Comparisons

Figure 4.21: 95% Prediction and Con�dence Intervals, 4
√

Model (Technical)

4.4 Model Comparisons

A prediction accuracy comparison between the models tested in this analysis can be
seen in Table 4.4. The models are compared on their overall accuracy at predicting
whether or not a reply is received within 48 hours (Equation 3.11), true positive rate
or sensitivity (Equation 3.12) and true negative rate or speci�city (Equation 3.13)
for each of the �ve main Queues. Overall prediction accuracy (all Queues combined)
can be seen in Table 4.5.
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4 Results

Table 4.4: Model Comparison by Queue: Accuracy, TPR and TNR

Accuracy TPR TNR

Billing
Logistic Model : Main E�ects 74.7% 61% 85%
Logistic Model : Interaction 74.7% 61% 85%
Monotonic Binomial GAM (Load by Queue) 74.8% 61% 85%
Binomial GAM (Load by Queue by Time) 75.4% 67% 82%
Continuous GAM (No Transformation) 67.9% 29% 98%
Continuous GAM (Log Transformation) 73.0% 73% 73%
Continuous GAM ( 4

√ Transformation) 75.5% 67% 82%

Billing Fast Track
Logistic Model : Main E�ects 62.9% 43% 88%
Logistic Model : Interaction 68.4% 78% 68%
Monotonic Binomial GAM (Load by Queue) 68.7% 79% 55%
Binomial GAM (Load by Queue by Time) 69.4% 86% 48%
Continuous GAM (No Transformation) 44.5% 100% 0%
Continuous GAM (Log Transformation) 70.4% 68% 73%
Continuous GAM ( 4

√ Transformation) 69.1% 77% 63%

Game Play
Logistic Model : Main E�ects 68.9% 56% 78%
Logistic Model : Interaction 68.9% 56% 78%
Monotonic Binomial GAM (Load by Queue) 69.1% 45% 86%
Binomial GAM (Load by Queue by Time) 69.0% 40% 89%
Continuous GAM (No Transformation) 68.4% 96% 30%
Continuous GAM (Log Transformation) 65.9% 62% 71%
Continuous GAM ( 4

√ Transformation) 69.2% 80% 54%

Game Play Fast Track
Logistic Model : Main E�ects 64.9% 47% 83%
Logistic Model : Interaction 64.9% 47% 83%
Monotonic Binomial GAM (Load by Queue) 66.5% 55% 78%
Binomial GAM (Load by Queue by Time) 66.1% 60% 72%
Continuous GAM (No Transformation) 63.7% 87% 41%
Continuous GAM (Log Transformation) 66.7% 76% 58%
Continuous GAM ( 4

√ Transformation) 66.5% 78% 56%

Technical
Logistic Model : Main E�ects 59.4% 42% 75%
Logistic Model : Interaction 59.4% 42% 75%
Monotonic Binomial GAM (Load by Queue) 59.6% 28% 89%
Binomial GAM (Load by Queue by Time) 60.0% 68% 52%
Continuous GAM (No Transformation) 58.0% 95% 19%
Continuous GAM (Log Transformation) 60.6% 42% 81%
Continuous GAM ( 4

√ Transformation) 61.4% 65% 57%
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4.5 Rank Violation Index

Table 4.5: Overall Model Comparison: Accuracy, TPR and TNR

Accuracy TPR TNR

Overall
Logistic Model : Main E�ects 67.0% 51% 81%
Logistic Model : Interaction 67.5% 55% 79%
Monotonic Binomial GAM (Load by Queue) 68.1% 52% 82%
Binomial GAM (Load by Queue by Time) 68.2% 62% 74%
Continuous GAM (No Transformation) 62.8% 94% 27%
Continuous GAM (Log Transformation) 67.2% 65% 70%
Continuous GAM ( 4

√ Transformation) 68.6% 77% 59%

4.5 Rank Violation Index

A visual comparison of the queue rank violations per Queue for the whole of 2016
can be seen in Figure 4.22. Table 4.6 meanwhile shows the proportions of support
tickets Within or Outside a certain range of the rank violation index.

Lastly we see examples of how this index might be utilized in the applied setting.
In Figure 4.23 we can see rank violations by creation date for all support tickets
submitted to the Billing Queue between June 1st and June 20th, 2016. Figure 4.24
meanwhile shows the same support tickets, but by reply date, and only those replied
to within the same interval. Red lines indicate zero rank violation.
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4 Results

Figure 4.22: Rank Violation Index by Creation Date for each Queue

Figure 4.23: Rank Violation Index by Creation Date : Applied
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4.5 Rank Violation Index

Table 4.6: Percentage of tickets within rank violation intervals : by Queue

On Rank ±10 ±50 ±100 ±500
Billing
Within Interval 1% 12% 36% 50% 90%
Outside Interval 99% 88% 64% 50% 10%

Billing FT
Within Interval 1% 24% 57% 70% 97%
Outside Interval 99% 76% 43% 30% 3%

Game Play
Within Interval 0% 4% 20% 35% 81%
Outside Interval 100% 96% 80% 65% 19%

Game Play FT
Within Interval 0% 3% 19% 32% 67%
Outside Interval 100% 97% 81% 68% 33%

Technical
Within Interval 0% 4% 21% 36% 80%
Outside Interval 100% 96% 79% 64% 20%

Figure 4.24: Rank Violation Index by Reply Date : Applied
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5 Discussion

Throughout this research process the most commonly heard advice was probably
that one shouldn't try and do too much. Start o� simple because a project like this
will inevitably snowball into something much bigger than originally intended. We
started o� with what was believed to be a fairly simple question:

How to estimate the time spent waiting for an email reply?

It was quickly realized however that such an open ended question could produce
many possible answers. We began with the realm of Queuing Theory (QT). The
main issue with trying to produce waiting time estimations from QT formulations
is de�ning your system according to a set of parameters. While not impossible for
the CCP support system, it was quickly deemed unfeasible for the purpose of this
dissertation which is not written in the �eld of Operations Research or other related
disciplines. Additionally, the science of QT is mainly focused on the construction and
optimization of queuing systems, rather than post hoc estimation of waiting time.
However the fact that the system is so hard to de�ne is an interesting point on its
own. The fact that there is always some backlog of unanswered support tickets,
placing the system in a constant state of congestion, is also a problem when it
comes to QT estimation. We however couldn't resist to producing some elementary
estimates, if only for the sake of comparison, which can be seen in Appendix D. If
the average wait in the system according the QT estimates (10 minutes) is compared
to the median reply times obtained from the Kernel Density Estimates (KDE) and
corresponding Empirical Cumulative Distribution Functions (ECDF) we see that it
only roughly matches the two Fast Track Queues, only under Low Load (QT Average
= 10 Hours : BFT and GPFT Medians = 10 and 12 Hours).

The KDE and ECDF estimates were one of the most unexpected but welcome results
obtained during the research process. Despite being purely empirical and therefore
not optimal for making future predictions, they are extremely easy to obtain and
likewise very easily explained, which makes them very practical in the applied set-
ting. At a glance you can see how di�erent Load a�ects each Queue and having the
ability to estimate both the proportion replied to at a certain time and the time it
takes to reply to a certain proportion is very handy. This method could for instance
be used to visualize Waiting Time per Queue on a weekly basis by managers. The
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5 Discussion

most notable results from these estimates is how much di�erence there is between
Low Load, and Medium and High Load, while Medium and High Load appear to
a�ect waiting time in a similar manner, with the exception of the Billing Fast Track
Queue. This reinforced three ideas which steered further analysis, namely: that
there was a tipping point in system Load where Waiting Time starts to massively
increase, that this tipping point was perhaps not quite accurately captured by split-
ting Load into 1/3 quantiles, and that di�erent Queues might have di�erent tipping
points. Mote that we can in a similar fashion produce Kaplan Meier estimates and
use those to assess the probability of receiving a reply before, or after any given time
point, for di�erent Queues and amount of Load. The survival functions obtained
by the Kaplan Meier are essentially the opposite of the cumulative probability func-
tions used in our example, in that they �nd the probability that a random variable
is above any particular level, instead of below it. As can be seen in Figure 6.4 in
Appendix C, where we produce an example of such an estimate for the Billing Queue
using the categorical version of Load, it looks very similar to the ECDF. Instead of
the cumulatively increasing probability of a reply before any given time, it gives us
the cumulatively decreasing probability a support ticket has not been answered at
any given time, or the strictly decreasing proportion of tickets left unanswered. The
choice of presenting the ECDFs, rather than the Kaplan Meier, was simply because
it was reasoned to be an even simpler method and therefore, perhaps, even more
practically applicable.

The initial logistic regression model was essentially aimed at modeling what the
KDE and ECDF estimates empirically showed in a very basic fashion, using the
same simple combinations of the predictors. The logit estimates themselves are
however too involved for practical purposes, as are the exponentiated estimates that
provide the percentile increases in odds ratios, which is something people generally
don't immediately grasp since probabilities or percentages ranging from 0-1 are
far more commonly used than odds or odds ratios. They are however analytically
important to understand the isolated e�ects of the predictors. The key result from
the initial logistic model is perhaps that Low Load is really the governing factor.
The Fast Track Queues would on their own predict a reply before 48 hours but, when
Load is taken into account, it becomes the deciding factor. This is highlighted by
the second logistic model where we allow for interaction between Load and Queue.
Again Load is the governing variable but here the Billing Fast Track Queue starts
predicting that tickets �led under Medium Load are replied to within 48 hours as
well. The most interesting point here is that this is the only di�erence between the
two models. The Game Play Fast Track Queue for instance does not predict that
replies are received within 48 hours under Medium Load, which might indicate that
the queue is not as "fast track" as it ought to be. When comparing the models in
prediction accuracy they are however virtually identical, which makes sense since
the shift of the Billing Fast Track Queue under Medium Load most likely induces
some additional False Positives (FP). This notion is reinforced by a slightly higher
True Positive Ratio (TPR) in the second logistic model compared to the �rst one,
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at the cost of the True Negative Ratio (TNR).

While the main purpose of the inclusion of an interaction term in the second logistic
model was to validate the assumption that Queues respond di�erently to di�erent
Load, the binomial Generalized Additive Model (GAM), which entered Load as
a continuous predictor, and applied monotonic restrictions, was mainly aimed at
estimating whether or not the Load cut o�s (Low: 376-1766, Medium: 1766-3558
and High: 3558-7590) were accurately capturing the tipping point of the system,
which was reasoned to be variable between Queues. As can be seen in Figure 4.5, the
model obviously proposes other tipping points, and di�erent ones for each Queue but
hovers around 2000 for all, except the Billing Fast Track Queue. However, despite
the fact that we obtain �uid estimation for these tipping points, which would make
more intuitive sense than some arbitrary cut o� point, the model essentially produces
the exact same overall prediction results as both logistic models, even in the terms
of TPR and TNR.

However, di�erences emerge when looking at predictions per Queue, as can be seen
when looking at Figures 4.6 and 4.7, where the prediction of the initial logistic model
are compared to the prediction made by the monotonic binomial GAM. The major
di�erence between those two models is the prediction di�erence for the Billing Fast
Track Queue, which the second logistic model accounted for to some degree. This is
highlighted in Table 4.4 where these three models are almost identical, in terms of
accuracy, across all Queues, except the Billing Fast Track Queue, where the initial
logistic model is least accurate.

With the binomial GAM, which included the Timepoint variable and interactions
of all three predictor combinations, we stop predicting whether or not a reply is
received before 48 hours and start predicting whether or not a reply is received in
general, using di�erent Timepoints as a predictor. This, as was touched on in the
Methods chapter, was aimed at more fully analytically estimating what the KDE
and ECDF empirically estimated in the beginning. If we, for instance, compare
the ECD functions to the prediction estimates of this model, we can see that they
bare a certain resemblance. What this model o�ers beyond the other methods is
to be able to predict whether or not a reply has been received at various di�erent
Timepoints, instead of just at 48 hours. This allows us to very clearly see how
predicted probabilities of receiving a reply shift, per Queue, for various amount of
Load at each Timepoint. The overall prediction accuracy of this model at 48 hours
was however exactly the same as the monotonic binomial GAM, which didn't predict
at di�erent Timepoints, while TPR and TNR shifts. Accuracy per Queue is also
very similar, but for certain Queues stark di�erences in TPR and TNR appear, for
instance for the Billing Fast Track and Technical Queues. One perk of this model is
that di�erent Timepoints could be used for prediction (72 or 96 hours for example)
if they were to provide more accurate prediction results. It is also interesting to see
that overall prediction accuracy, at all Timepoints was 9.4% higher then when only
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5 Discussion

predicting reply at the 48 hour mark, indicating that the 48 hour mark might be a
di�cult point for estimation.

The model has some downsides however, such as being complex and therefore hard
to dissect and interpret in terms of the coe�cient estimates obtained from it. It's
also extremely computationally heavy compared to all the other methods tested
during this project. The idea of a system tipping point around Load = 2000, where
the probability of receiving a reply before 48 hours becomes less likely and waiting
time in general may increase, is however, reinforced.

The regression models were set up to complete this project by comparing the pre-
dictive capability of continuous estimates of waiting time with the prediction results
obtained through the classi�er models. A key aspect when reviewing the regression
models is the need for variable transformation. This can be seen when looking at
the scatter distributions of Figures 4.9, 4.10 and 4.11 and the residual distribution
changes seen in Figures 4.12, 4.13 and 4.14. However despite the residuals becoming
decent in terms of normality and independence across Load, especially when apply-
ing 4
√ transformations on both Waiting Time and Load the residuals are still quite

large, and that is the main concern. For the 4
√ transformed model, the training data

residuals for instance range from almost -14 to +14 hours, 95% of the time.

The distributions of �tted values against observed values, Figure 4.15, look similar
between the log model and the 4

√ model, however the points are slightly more
evenly distributed around the zero deviance line for the 4

√ model across the scales of
Waiting Time and Load. This stability is then highlighted in the accuracy threshold
functions for the two transformed models, seen in Figure 4.16. Although varying
between Queues it seems that the 4

√ model provides overall more stable and slightly
more accurate predictions. But the word slightly needs to be emphasized, and
for the Billing Fast Track Queue for instance, the log model provides more stable
predictions. This somewhat dramatic drop in accuracy for 4

√ model when predicting
for the Billing Fast Track Queue, between 12 and 48 hours, is a very interesting to
observe (see column 2, row 2 of Figure 4.16). It seems that the model produces
disproportionate residuals at this time, as can be seen in Figure 4.15 (column 2, row
2). Similar drops in accuracy can for instance be seen around 48 hours for the log
transformed model, in the Billing and Game Play Fast Track Queues. In addition
to this, when looking the the residuals of the 4

√ model by Load, in Figure 4.14, we
can see they don't distribute totally evenly by Load. This is cause for concern, and
therefore, the results obtained from this model, such as the accuracy thresholds,
should be interpreted with caution.

However, since the residuals from the 4
√ model were relatively normally distributed,

and for the most part equally across Load, 95% prediction intervals per Queue,
which can be seen in Figures 4.17, 4.18, 4.19, 4.20 and 4.21, were set up through
simulation. These prediction intervals tell us that (if repeated sampling were to be
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carried out) 95% of support tickets belonging to the same system, will be replied to
in less than an hour, up to 120 hours when system Load is at its minimum. And
that this range can go up to 720 hours when Load is at its maximum, with variations
between Queues. Similarly we see the �tted estimates ranging from approximately
1 to 120 hours depending on Queue and Load. What these showcase is how much
we'd be o� on average if providing continuous estimates of Waiting Time. Again,
it appears that the residuals are slightly increasing with Load, for the 4

√ model,
which a concern, and therefore these prediction intervals should be interpreted with
caution, especially where Load is high.

The main results are the model accuracy comparisons in Tables 4.4 and 4.5. If we
start o� by reviewing Table 4.5 we see that pretty much all the models, with perhaps
the exception of the continuous GAM which applied no variable transformation,
provide remarkably similar accuracy. In a somewhat harmonious fashion we obtain
the lowest accuracy from the �rst model we tested (the �rst logistic model) and
the highest accuracy for the last model we tested(the 4

√ continuous GAM model),
but these are only marginal di�erences. The main di�erences between the models in
terms of accuracy come to light when looking at the True Positive Ratios (TPR) and
the True Negative Ratios (TNR). What is surprising is that the continuous GAM
models are far superior at predicting True Positives (TP) than True Negatives (TP),
and the opposite happens for the classi�cation models. This makes sense since the
continuous models, at least the transformed ones, estimate much higher thresholds
for Load than the classi�er models and therefore they are more likely to capture the
TP at the cost of TN predictions. The superiority of the continuous GAM models
is also highlighted by the fact that the more wiggle room we give the classi�er
models in terms of the Load variable, the better they become at predicting TP at
the cost of TN. We can for instance see a decent di�erence between the TNR of
the initial logistic model (51%) and the binomial GAM which predicted the event
of a reply using Timepoints as a predictor (62%), which makes sense since the
latter model allows for much greater �exibility. But this increase in TP predictions
doesn't seem to translate to overall accuracy since with more accurate predictions
in one direction you miss out on prediction in the other. The same phenomenon
can be seen for predictions within Queues. Overall prediction accuracy within each
Queue is remarkably similar between the 7 models, with the notable exception of the
continuous GAM model applying no transformation, and the initial logistic model
when predicting for the Billing Fast Track Queue. The key result here is how much
the Queues di�er, with overall prediction accuracy going from about 75% for the best
models when predicting for the Billing Queue, to about 60% when predicting for the
Technical Queue. A potential reason for this di�erence is that prediction accuracy is
higher for Queues where Load e�ects Waiting Time to a greater degree. This does,
for instance, make intuitive sense in terms of the Technical Queue whereby massive
spikes in creation are less common (within that Queue) and therefore high total
system Load is less likely to carry over to it and e�ect Waiting Time for support
tickets submitted to it.
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5 Discussion

Returning to the original question of the research project, of how to estimate the
time spent waiting for an email reply, it isn't sensible to only provide a single answer
to this question. The answer ultimately depends on what type of predictions you
are looking to make and subsequently what type of estimates you are planning on
displaying. The reason why all the methods tried out during this project were tested
against the 48 hour mark is because people might reasonably expect a reply within
48 hours and providing them with reassurance that this is likely to happen should
make waiting more acceptable. You could also extend such predictions by telling
people the probability of them receiving a reply at 48 hours, accompanied by the
probability of receiving a reply within other Timepoints, like 72 hours (3 days) or 168
hours (7 days). Using the binomial GAM, allowing for reply predictions at di�erent
timepoints, we could take an example of a support ticket submitted into the Billing
Queue at a Load point somewhere between 1000 and 2000 and predict for a player at
the point of creation that there is about a 60% chance of him receiving a reply within
48 hours, 75% chance of him receiving a reply within 72 hours and 95% chance of
him receiving a reply within 168 hours (7 days). It is harder to recommend the 48
hour prediction on its own across all types of Load in every Queue since we only
obtained a prediction accuracy of 68.6% for the best model ( 4

√ continuous GAM) at
the 48 hour mark. This means that we'd be providing incorrect predictions in more
than 30% of cases which can't be considered optimal. It is also perhaps unreasonable
to assume that some other time point would work better than the 48 hour mark. If
we look at the accuracy threshold functions in Figure 4.16 we see that predicting is
generally challenging between 12 and 168 hours, though we tend to see decent (70-
80%) accuracy at those points the curves are U-shaped indicating that accurately
predicting replies before or after certain points when the majority of tickets get
replied to is challenging. Providing �uid Waiting Time estimation also might be
considered unwise given the results we obtained from the three continuous GAM
models. Although the residuals for the optimally transformed ( 4

√) model behave
acceptably it can't be considered practical to provide people with an estimate of the
form: Estimated time until reply is 24 hours, ± 14 hours, and that's even a best
case scenario in terms of how narrow the estimates can be made.

In a sense, it seems that despite our best e�orts to model the data, allowing for more
�exible and �uidity in estimation, overall prediction accuracy doesn't improve. We
obtain more information, for instance concerning di�erent tipping points for di�erent
Queues in regards to Load and how Load in general a�ectsWaiting Time in di�erent
Queues, but accuracy remains roughly the same between methods. This is most
likely caused by the fact that even though Load and Queue are obviously important
predictors for Waiting Time, and in theory they should be able to account for the
majority of variance in Waiting Time, they simply can not. Some other factors are
obviously at play here, which are not being measured or captured by the available
variables.

If we look back at the variety of working procedures the CCP CS department em-
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ploys this lack of explanatory power by Load and Queue does however become
understandable. If GMs are allowed absolute free reign on how they select the or-
der in which tickets are replied to, that can heavily obscure the assumed natural
relationship of system Load (or size of the waiting line) and Waiting Time. And if
working procedures such as the one described for the Technical Queue in the Meth-
ods chapter are the norm it is understandably hard to use Queue as the signal for
reply order and Load as a predictor for Waiting Time. This could also be the reason
for why the variables measuring output and GMs working per Queue didn't have
greater e�ect, the rate of recent output and working sta� doesn't necessarily make
it more probable that a ticket is replied to, if tickets are not replied to on the same
order they arrive in.

Having worked for the department for almost �ve years now I can however attest
to the importance of �exibility in these working procedures, and that sometimes
abandoning the First Come First Served principle, or even taking drastic measures
such as Mass Replying is not only a good option, but a necessity. It would how-
ever be recommended that the department forced GMs to adhere to the First Come
First Served principle whenever possible. Not only would it limit the risk of dis-
proportionate Waiting Time, and subsequent frustration for some, but it could also
add tremendous informational value to force GMs to at least review tickets and if
not meeting their training level at that point, to escalate them to more advanced
Queues. This might even result in a new sorting system for tickets, built around
how many times certain types of issues are escalated (moved to a higher level of
support), instead of some arbitrary issue categories where ticket complexity might
di�er substantially. The e�ect of Queue on Waiting Time estimation in such a
system should in theory be even greater than how the system is categorized now,
along with the obvious perk that if support tickets are replied to in the same order
they are created in, they should be easier to predict. Other methods could then
potentially come into play, such as time series analysis or predictors from the realm
of Queuing Theory, such as waiting time for: the last customer to enter service
(LES), the customer at the front of the line (FOL) or the last customer to complete
service (LCS). In addition to this it would be interesting to see if acquiring mea-
sures for Load per Queue, instead of overall system Load, would possibly improve
predictive capabilities. If such additional variables, and perhaps some restructuring
within the CCP CS department, would generally increase the explanatory power
and prediction accuracy of the methods tested here it would also be possible to try
out other methods, such as the COX proportional hazard model or other regression
techniques. It's however unreasonable to assume, at least given our results, that any
given method using the same versions of the predictor variables would substantially
improve prediction accuracy. But again, the choice of method ultimately depends
on the predictions you are looking to make and, in our case, what type of estimates
you are planning on displaying.

In terms of adhering to the FCFS principle it may not be necessary to completely
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5 Discussion

force GMs to only review tickets by their strict creation order. But a tool like the
Rank Violation Index could be used to check Queues on a regular basis to see how
well the FCFS principle is being followed. If we look at Figure 4.22 we see that this
principle is followed more in some Queues than others. This is highlighted in Table
4.6 where we can see some quite poor index ratings; for instance in the Game Play
Fast Track Queue 33% of submitted tickets are replied to more than 500 rank places
away for where they should be. Figures 4.23 and 4.24 demonstrate how this index
could be used in practice. Managers could for example review plots of the index at
certain intervals and see how much deviance their was within their Queue from the
FCFS principle. If we look at �gure 4.23 we see that for some reason tickets created
earlier in this 20 day period are kept waiting disproportionately longer than tickets
created later in the period. What we'd usually be looking for in these plots however
is not how far individual tickets deviate from their "socially-just" FCFS rank, but
how closely the distribution of the points follows the zero deviation line. As can be
seen some improvements were obviously made within this period and by the end of
it most tickets are being replied to in roughly the same order as they were submitted
in.

Providing high quality customer support is not only necessary for modern day busi-
nesses, it should be considered an added value factor, capable of establishing long
lasting relationships with customers, which in turn makes them more likely to recom-
mend you to others. Of course you'd like to be able to limit the amount of support
customers need by providing self-service technology (SST) options, but some manual
support is always required. In those cases, we shouldn't only want to make sure that
customers receive high quality support, but they should be so impressed with the
service provided that they feel better about the product or company than they did
beforehand. An established method for positively in�uencing the service encounter
is by manipulating the Perceptions - Expectations paradigm. One way of doing so is
by providing estimates of how long people have to wait since known waits tend to be
more acceptable than unknown waits. In a sense, providing such estimates could be
considered a Self Service Technology, since it should require no presence of a working
sta� member, and as was pointed out in the SST section of the Introduction chap-
ter, customers can experience joy from a well designed and novel SST does what it's
supposed to. All of these: managing expectations so that perceptions can exceed
them, eliminating the uncertainty surrounding the wait, assuring customers they've
entered the system and providing a joyful novelty such as waiting time estimation,
should collectively in�uence a customer's experience during the service encounter.

We've tested a few di�erent methods here which might work for some scenarios of
waiting time estimation. However the optimal solution is to provide people with
a few di�erent reassurances rather than a single prediction, such as how likely it
is a reply will be received a points 1, 2 and 3. Not only would this eliminate the
negative e�ects of uncertain waiting, but it could also act as comforting element,
letting a customer know he's entered the system and that his service encounter
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has begun. Managers should meanwhile aim to keep their support systems below
certain tipping points to reduce the risk of severe waiting time increases. They can
also incorporate tools such as the Rank Violation Index into their CRM system,
to monitor if customers are being replied to in the order in which they arrive, and
density curves or cumulative probability functions to quickly see how long certain
percentages of customers have to wait and what percent have generally been replied
to at certain times. It would be interesting to see how the methods tested here would
fare in other customer support or waiting time estimation scenarios. A natural follow
up to this project would be to test the predictions obtained on a certain number
of customers that contact the CCP CS department and see if improvements can be
made in the rated satisfaction of the service provided, perhaps using a few di�erent
waiting time estimations. Additionally it would be interesting to start collecting
data on the last customer to complete service (LCS) per Queue for example and see
how such a predictor would fair in Waiting Time estimation.

Apologies for not having provided an estimation for the time it takes to read through
this dissertation in the beginning but hopefully it has been able to shed some light
on how di�erent methods can be used in the context of online customer support
waiting time estimation. And hopefully this may lead to the good players of EVE
Online �nally knowing how long they have to wait for support so that it will never
again, as William James so eloquently put it, seem a small eternity.
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6 Appendices

6.1 Appendices A

Top Priority (96.318) Technical (19.892)
Agent Missions In Progress (7.073) API (430)
Chat Channel Spam (562) Connectivity (5.064)
O�ensive Behavior and Harassment
(3.899)

Crashes, Lockups and Freezes (3.523)

O�ensive Character Names and Bios
(803)

Download Installation and Updates
(1.344)

O�ensive Corp. and Alliance Names
(96)

Graphics (869)

Rookie Grie�ng (311) Launcher (5.140)
Stuck Characters (8.723) Sound (205)
Stuck POS Modules (318) Website and Email (1.499)

Billing (24.323) Other
Aurum and New Eden Store (995) Bans and Account Suspensions (1.369)
Log In Issues (37.012) EULA and Terms of Service (2.314)
Cancellations (9.238) Game Masters and ISD (310)
Payment Issues (15.390)
PLEX, Codes and Gifts (8.908)
Promotions and Events (2.964)
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Game Play (27.163) Game Play (27.163)
Character Names, Customization and
Resculpting (2.808)

Contracts and Direct Trades (1.176)

Corporate and Alliance Structures
(165)

Corporate and Alliance Wars (292)

Crime, CONCORD and Kill Rights
(850)

Exploits (1.306)

Exploration and Complexes (1.347) Faction Standings, Security Status and
Loyalty Point Rewards (178)

Faction Standings, Security Status and
Bounties (526)

Factional Warfare (209)

Factories, Labs, Blueprints and Inven-
tions (1.190)

General Questions (7.284)

Interfaces, Controls and Menus (3.296) Jump Clones and Implants (1.961)
Lost Containers, Drones and Probes
(1.474)

Lost Ships (14.892)

Lost Station Assets (1.223) Market Orders (1.397)
Market Broker Fees (602) Moon Mining Reactions (88)
Negative Wallet Balance (134) Other Corporation Issues (1.364)
Other Reimbursement (3.987) Personal Deployable Structures (307)
Personal Player Structures (96) Planetary Interaction and Customs Of-

�ces (334)
Roles, Access Rights and Voting Sys-
tem (481)

Ships Modules and Bonuses (5.371)

Skills, Skill Training Queue, Neural
Remaps (3.920)

Sovereignty Issues (137)

Starbase Station Management (767) Trashed or Reprocessed Items (342)

6.2 Appendix B

20 Day Sample

When �rst inquiring about data for the project we were reminded of just how many
inquiries actually get submitted into the CCP support system. It was decided to
start o� with a smaller sample to get a feel for how that data could potentially be
analyzed. So, a starting sample of all support tickets submitted between April 1st
and April 20th 2016 was collected. The choice of period was random, selected as
a period with fairly average input and output when looking at graphs of 2016 as a
whole. This resulted in a sample of 11.079 support tickets, measured on 22 variables.
A few issues and points of interest arose from this initial sample that guided further
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data collection and analysis.

Five Main Issues

The �rst issue was that 289 support tickets never received a reply. This can either
happen because a ticket is closed automatically by the system as it is �ltered out
as spam, it can be closed by a GM because the issue was already resolved, the
ticket was a duplicate of another or it shouldn't have been replied to for some
reason. Or lastly, a player can close a ticket due to the issue either being resolved or
he no longer wishes to receive support. The last scenario, a player closing a ticket
himself, is considered an important metric (known as reneging) in Customer Support
in general and Operations Research Management and Queuing Theory speci�cally,
it was however not believed necessary to track this speci�cally as other variables
captured the overall queue status and should therefore be able to account for this
behavior over time.

The second issue was the issue of small or irrelevant queues. That is, tickets sub-
mitted or transferred into uncommon, borderline rare queues. These were mostly
either related to products other than EVE Online (DUST 514 or EVE Valkyrie
for example), handled by sta� other than Customer Support (Community Team or
Security Team for example) or �led trough portals other than the Help Center or
Email (Facebook and Twitter for example). Out of the 11.079 support tickets in the
sample data, 126 belonged to these categories or queues.

A third issue was a tremendous amount of variability in output (number of replies
sent out) as can be seen in Figure 6.1. It turns out that during this speci�c period,
an accumulated load of support tickets had become an issue, which was responded
to, on the 5th of April, by sending out a Mass Reply. As was explained in the The
Work Flow / Working Procedures section this method involves sending the same
reply to a vast number of customers at once and that explains this rather sizable
spike in replies seen in Figure 6.1. This was one of the key reasons why this sample
data set wasn't used as the only data set. It was believed that a unique situation
such as the delivery of a Mass Reply, especially within such a short time period,
would heavily skew the data and therefore all results obtained from it. It's worth
noting that the �gure only shows �rst replies to support tickets created between
April 1st and 20th, and therefore �rst replies get scarce after the 20th of April.

A fourth issue was noticed when checking for the possibility that the data could be
considered as time series, meaning its following a distinct and predictable pattern
in time, and therefore possibly subject to methods developed for analyzing time
series. To check for this, one can simply plot the key response variable (in our case
waiting time, measured in seconds, minutes, hours or days until �rst reply) against
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Figure 6.1: First Replies for Tickets Submitted Between April 1st - 20th

time of creation, and see if patterns emerge. As can be seen in Figure 6.2 some
distinct patterns do indeed emerge. The apparent diagonal lines which form in the
midst of randomly distributed points come about in most part due to Pulling. As
was explained in the Work Flow section this is the term used by CCP Customer
Support to describe the standard "First Come First Served" working procedure.
And this pattern of more recently �led tickets receiving replies quicker would be
expected because tickets are usually answered in bulk when people are on shift.
This feature of the data will be reviewed further in coming analysis.

A �fth issue was simply lack of variables and potential methodological issues, reason
being that the values belonging to most if not all classi�er variables were collected
for the support tickets in their �nal measured state within the system. Therefore,
variables indicating such things as ticket category, ticket queue and language, where
all captured when the �nal reply had been sent to the ticket and it had in essence
been resolved. The issue with this of course is that we would like to create prediction
models which can estimate waiting time when a ticket is submitted and therefore
should only be based on information available at that time, not information describ-
ing �nal ticket state (when it has been resolved). The problem then arises that the
only variables available at the point of creation are registered category, queue and
language, along with variables which measure system load, number of replies sent
out per queue and the number of GMs working per queue. The variable which ac-
counted for the number of replies sent out per queue was initially theorized to be a
very important predictor, as waiting time should be e�ected by rate of output. This
variable measured output as the number of replies sent out per queue in the past 4
hours prior to each ticket submission. However, when included in prediction models
it produced no signi�cant e�ects. The variable which measured the number of GMs
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Figure 6.2: Days To First Reply by Creation Date

working per queue (by counting the number of distinct number of GMs that sent a
reply to a ticket in the 4 hours prior to each ticket submission) likewise produced
no signi�cant e�ects when predicting waiting time.

Poor Prediction Results

A major factor in deciding to acquire more data was the fact that initial model build-
ing tests didn't exactly bring about accurate predictions. In fact, when modeling
�rst reply time in seconds as the response against all other suitable variables, using
5 di�erent regression methods and training the models on one half of the data and
testing them on the other we obtained an approximate coe�cient of determination
(R2 : Proportion of variance explained) of approximately no more than 25% for all
tested models. Exact results for these initial models can be seen in Figure 6.3 On
the left the Y-axis goes from 0 to 1, on the right it is narrowed to better display
the minuscule di�erences between these models' ability to explain variability in the
response variable.

Ticket Description Lengths

One variable which was obtained in this 20 day sample but omitted from future
data collection was the description length variable, which essentially showed the
number of character spaces for each support ticket. It was essentially dropped for
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Figure 6.3: R2 for 20 day sample testing models

two reasons, one being that it required quite a bit of computing power to obtain this
info, and secondly because it showed a remarkably small association to both �rst
and last reply times. A few fun facts however came out from the sample analysis.
19% of Support Tickets were for instance the length of a Tweet (less than or equal to
140 characters). 25 % of support tickets were 167 characters or less. 50 % of support
tickets were between 167 and 464 characters long and 25 % of support tickets were
therefore longer than 464 characters. The longest Support Ticket in the sample
data was 65.535 characters and the shortest 8 characters. The theory was simply
that longer tickets would su�er longer waiting times due to added complexity and
therefore increased chances of being escalated to advanced queues. This however
didn't prove to be the case.

6.3 Appendix C

Kaplan Meier

In �gure 6.4 we see Kaplan Meier survival functions for each of the three Load
categories for the Billing Queue. It shows the proportion of support tickets which
have not yet been replied to at any given time (in hours). The table below the plot
shows the exact percentages of remaining tickets at various timepoints.
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Figure 6.4: Kaplan Meier Survival Curve by Load Categories : Billing Queue

6.4 Appendix D

Queuing Theory Approximation

The word, approximation, is the most important here, reason being that we are
assuming that we have an M/M/1 queue, a system where arrivals form a single
queue, governed by a Poisson process, there is a single server and job service times
are exponentially distributed. This is a gross simpli�cation since in reality we have
a system of c servers varying extremely throughout the day, week, month and year.
We don't measure the service times themselves and can therefore only approximate
the output of the system by replies sent per time interval. Input is permitted at any
point without limit, even when the system has no active servers, in addition to this
we approximate output as the �rst reply sent but this does not tell the whole story
since tickets often require more than one reply. In fact, the average number of replies
per ticket falls somewhere between 1.5 and 2. Lastly we assume that the system isn't
fully congested, which according to the data it is, which makes sense for the status
of the system in the end of 2016. So while actually obtaining an arrival rate of 24
tickets per hour and a service rate of 23 tickets per hour on average we'll be using a
service rate of 24.1 tickets per hour instead to allow for the calculations to be carried
out because queues will tend towards in�nity as λ is greater or equal than 1 times
µ. For the sake of ful�llment we'll allow ourselves to make these assumptions and
thereby present approximations for key queuing theory estimates in the following
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section.

Queuing Theory Results

De�ning the system as an M/M/1 queue we obtained an arrival rate of 24 tickets
per hour or λ = 24/1; a service rate of 24.1 tickets per hour or µ = 1/24.1 and
server utilization of ρ = 24.1/24 = 0.9959 or 99.59%

We calculate the:

Average Number in the Queue

Lq =
ρ2

1− ρ
=

v2

1− 0.9959
= 239.0041

Average Wait in the Queue

Wq = Lq/λ = 239.0041/24 = 9.9585 minutes

Average Wait in the System

W = Wq + 1/µ = 9.9585 + (1/24.1) = 10 minutes

Average Number in the System

L = λ ·W = 24 · 10 = 240

Percentage of Time the Server Is Idle

1− ρ = 1− 0.9959 = 0.0041 or 0.41%

110


	List of Figures
	List of Tables
	Acknowledgments
	Introduction
	EVE Online
	CCP Customer Support
	The Support Ticket
	The Work Flow / Working Procedures
	Customer Support
	Past
	Present


	Literature Review
	Good Customer Support
	Benefits of High Quality Customer Service
	What Is Quality in Customer Support?
	Waiting for Service

	The Psychology of Waiting
	The Mathematics of Waiting
	Queuing Theory
	Waiting Time Estimation


	Data and Methods
	Main Data
	Final Data Set
	Training and Testing Data

	Methods
	Kernel Density and Cumulative Probability Functions
	Classification Approach
	Regression Approach
	Rank Violation Index


	Results
	Kernel Density and Cumulative Probability
	Classification Approach
	Logistic Regression Models
	Generalized Additive Models

	Regression Approach
	Model Comparisons
	Rank Violation Index

	Discussion
	References
	Appendices
	Appendices A
	Appendix B
	Appendix C
	Appendix D


