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Magnús Gunnarsson

School of Computer Science

Reykjav́ık University
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Abstract

The Icelandic telecommunication industry is immensely competitive. The use of data mining and machine

learning for churn prediction in the telecommunication industry has been researched to a great extent in

recent years. In this paper, the application of these methods on the Icelandic telecommunication market is

researched. CRISP-DM and machine learning methodology was used to create predictive churn models. CDR

and customer service data was not used for the models. The results showed that predictive churn modeling

gives promising results in the Icelandic telecommunication market. However to get satisfactory performance

CDR and customer service data is likely needed. CRISP-DM seems to be an effective methodology for churn

prediction. The models trained had similar ROC AUC performance but the best model to deploy in practice

seems to be a neural network.

1 Introduction

1.1 The Icelandic Telecommunication

Industry

The Icelandic telecommunication industry has ap-

proximately 450.000 mobile subscriptions, therefrom

approximately 165.000 prepaid SIM cards [1]. A

number of changes in legislation during the past two

decades have made the Icelandic telecommunication

market extremely competitive. In 1996 the statutory

state monopoly on the ownership and operation of

public telecommunication networks was abolished.

In 1999 a legislative act was passed with changes

designed to promote competition as well as remov-

ing entry barriers in the industry. New entrants on

the market, fulfilling certain conditions, were legally

entitled to lease access to the networks of companies

with the dominant market position. New enterprises

could therefore avoid having to build their own net-

works to gain direct access to their users. In 2004

full number portability in mobile telephone networks

was enabled. Full number portability gives customers

the option to retain their numbers when switching

service providers. In Iceland there is also no cost

associated with switching carriers and no lock-in pe-

riod. This makes carrier switching easy and leads to

tough competition [2].

In figures 1 and 2 it is clearly visible how competitive

the Icelandic market is. Figure 1 shows a compari-

son of leading mobile operators corresponding mar-

ket share for the Nordic and Baltic countries. The

legislation changes mentioned above enabled a new

telecommunication provider called Nova to open up

in late 2007. The figure shows how the market share

of Śıminn, Iceland’s leading mobile operator plum-

meted following Nova’s entry onto the market while

in other countries the market share of the leading

mobile operator is rather stable. In 2014 Nova over-

took Śıminn as Iceland’s leading mobile operator. To-

day three telecommunication giants hold 94.6% of the

market share. The exact split can be seen in figure 2.
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Figure 1: Mobile market share by leading operators in 2013 [3].

Figure 2: Icelandic telecommunication operators

market share of mobile subscriptions in 2017 [1].

1.2 Customer Churn Prediction

Because of the intense competition in the telecommu-

nication industry customers often receive tempting

offers to switch service providers. Losing a customer

can lead to a loss of future revenue along with a loss

of the initial investment made to acquire the cus-

tomer in the first place. This problem of companies

losing customers to competitors is known as customer

churn and minimizing customer churn is important

for the survival of telecommunication providers since

customer retention is more cost-effective than obtain-

ing new customers [4].

Due to the significance of customer churn there is sub-

stantial interest in research on the topic. Since the

companies involved often have a lot of data available

the application of data mining and machine learning

for churn prediction has been researched thoroughly

in the past years with good results [5], [6], [7]. There

has even been one previous research project focus-

ing on churn prediction in the Icelandic telecommu-

nication market [8]. The previous research into churn

modeling for the Icelandic telecommunication market

indicated that predictive modeling for prepaid gave

greater accuracy than for postpaid [8]. The main ob-

jective of this research project is to research prepaid

customer churn in the Icelandic telecommunication

market even further. The focus is on attempting to

use data mining and machine learning methods to

create predictive churn models for prepaid customer

churn in collaboration with Śıminn.

2 Background

2.1 The CRISP-DM Methodology

For data mining projects a methodology known as

the Cross-Industry Standard Process for Data Min-

ing or CRISP-DM is commonly used. The CRISP-

DM methodology defines an iterative process where

the life cycle of a project consists of six phases [9].

The sequence of the phases is not rigid and moving

back and forth between them is required. Accord-

ing to the methodology a project is a cyclic process

where each iteration moves the final result closer to
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the defined business goals. The six phases that make

up the process are:

Business Understanding: Business objectives

determined.

Data Understanding: Data explored and

analyzed.

Data Preparation: Data selected, cleaned and

prepared for modeling.

Modeling: Modeling techniques selected and

models built.

Evaluation: Results and process evaluated.

Deployment: Model deployed for real-time use.

The phases and the connection between them can be

seen in figure 3.

Figure 3: The Crisp-DM reference model and its

phases [9].

2.2 Data Mining and Modeling

In the data understanding and data preparation

phases the objective is to acquire adequate data to

train the models with during the modeling phase. In

those phases the data is explored and a dataset that

is fed to the models is created. The tasks in the data

preparation phase are ”likely to be performed multi-

ple times and not in any prescribed order” [9]. Some

of the most common data preparation tasks are data

cleaning, sampling, feature selection and data trans-

formation. The quality of the dataset created is cru-

cial for success in the modeling phase. In the model-

ing phase, modeling techniques are selected and the

models trained. Some models have specific require-

ments on the input data and therefore it may be nec-

essary to go back to the data preparation phase.

When dealing with churn prediction the models

trained are supervised classification models. The

models take attributes from each customer as input.

The models then output a class label for each cus-

tomer where the class label is a boolean variable pre-

dicting whether the customer will churn in a specified

prediction period or not.

2.3 Time Periods

When identifying churners, a time period concept in-

troduced in previous churn research is used to define

how to collect data and label churners when deal-

ing with data collected over a long time [6]. Two

time periods are defined, an observation period and

a prediction period. The prediction period is used

to label customers that churn within the time pe-

riod as churners. The observation period is a time

period prior to the prediction period and is used to

collect data about the subscribers. Customers that

churn during the observation period are not consid-

ered. The idea is that when the model is deployed in

practice it should be given data from the observation

period as input. It should then be able to predict

whether a customer would churn in the prediction

period. Previous research also suggests specifying a

retention period prior to the prediction period, for

telecommunication companies to attempt customer

retention endeavors [6]. A retention period was how-

ever not used for this project in an attempt to keep

the scope limited although it might be interesting for

future work.

Figure 4: The time periods used in this project
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2.4 Handling Imbalance in Class

Distribution

One of the challenges in predictive churn modeling

is that the class variable is usually skewed towards

non-churners because there are far more regular cus-

tomers than churners. Substantial imbalance in the

class distribution can lead to the classification models

having difficulties in learning how to predict classes

for the customer observations. The reason is that

the class imbalance can lead to better training ac-

curacy when every case is predicted as a member of

the majority class. Such a model might have good

accuracy but is unable identify the minority class as

it has been ignored during training.

Sampling techniques are often used as a preprocess-

ing step when creating models for imbalanced data

to counteract this problem. Two of the most com-

mon methods used to even out the class distribution

are over and undersampling. In oversampling, ob-

servations of the minority class are duplicated and

added to the training data set until the class distri-

bution is even. In undersampling, observations of the

majority class are removed until the class distribu-

tion is even. By undersampling the amount of data

available is reduced meaning that oversampling can

be more beneficial when limited data is available [10].

2.5 Data Preprocessing

Following the creation of the dataset it is split up

into training and test data. The training data is used

to train the models. After a model has been trained

its performance is evaluated on the unseen test data.

When training the models it is important to find the

optimal training parameters for the problem to max-

imize performance. When searching for the optimal

parameters the training data is often split up further

into training and validation data. Then the training

data is used to train models with some parameter

combination and the performance evaluated on the

validation data. K-fold cross-validation is when the

training data is split up into K slices and one slice

is used as validation data while the others are used

as training data. The process is then repeated and

another slice used as validation data while the pre-

vious validation slice becomes part of the training

data. This process is repeated until all slices have

been used as validation data. The whole process is

repeated for each combination of parameter values

that is being tested. The performance of each pa-

rameter combination is equal to the average of the

current performance measure for its cross-validation.

K-Fold cross-validation has been proven to be an

effective way of performing model selection and is

therefore a good tool in parameter tuning [11].

Feature selection is commonly performed on data

prior to the the actual model training. In feature

selection irrelevant and redundant attributes are re-

moved. This lowers the dimensionality of the dataset.

Feature selection can reduce the number of attributes

without affecting accuracy [12]. By reducing the

number of attributes models become easier to train as

less computational time is needed. This in turn leads

to simpler models and therefore reduces the risk of

overfitting. Overfitting is when a model fits the train-

ing data too well and generalizes poorly, leading to

high error rate on unseen data [13]. More complex

models are more likely to overfit to the training data

which is why reducing the number of attributes usu-

ally reduces the probability of overfitting. Another

benefit of feature selection is that less complex mod-

els are more easily interpretable. This makes it easier

to extract valuable business knowledge from them. In

this project two metrics were used for feature selec-

tion. ANOVA-F values and Mutual information. An

ANOVA-F test is a common test used to determine

whether there are significant differences in means of

groups. Mutual information is a value that represents

the dependency between variables. In this case meth-

ods based on the entropy estimation from k-nearest

neighbor distances are used to calculate mutual in-

formation [14], [15].

Figure 5: One iteration in 5-fold cross validation
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2.6 Evaluation Criteria

The accuracy of a classification model is calculated by

measuring what proportion of unseen test data it clas-

sifies correctly. This performance measure is however

not ideal for churn prediction. Because of the im-

balance in the class distribution a model that always

predicts a non-churner can have good accuracy even

though it does not help in the identification of the

actual churners. For telecommunication companies

identifying the actual churners so retention methods

can be attempted is key. However the classifier should

avoid classifying non-churners as churners since

retention methods can be expensive and should only

be offered to customers that are going to churn if no

action is taken. This can be viewed as trying to max-

imize true positives while minimizing false positives.

Figure 6: The churn prediction confusion matrix

A receiver operating characteristic (ROC) curve is

created by plotting true positive rate against false

positive rate as a discrimination threshold θ is varied.

When the θ value is high, on the left-hand side of the

ROC curve the classifier can be thought of as ”conser-

vative”. On the other hand when on the right-hand

side the classifier can be thought of as ”liberal”. A

conservative classifier requires strong evidence while

a liberal one makes positive classifications with weak

evidence resulting in a high false positive rate [16].

When interpreting the ROC curves for this problem

it is important to keep in mind that the class distri-

bution is uneven and a similar ratio of false and true

positives means that there is a substantially higher

amount of non-churners than churners. In this re-

search paper the definite integral of the curve, known

as area under ROC curve (AUC) is used to compare

model performance. A perfect classifier would have

AUC = 1. AUC has proven useful in model evalu-

ation in the past [17]. AUC is also commonly used

when evaluating models in churn prediction.

Figure 7: An example of a ROC curve [18].

3 Method

3.1 The Dataset Used

The dataset was created using historical data from

Śıminn. The data was extracted 6 months back from

the creation date. The reasoning behind a 6 month

time period is that some telecommunication data can-

not be stored for longer than 6 months according to

Icelandic law. Prepaid customers can belong to dif-

ferent service classes that are dependent on their re-

fill methods, how they pay for data and so on. The

data used was mostly related to these customer ser-

vice classes. Detailed refill/account balance data was

also used and demographic data where it was avail-

able. CDR (call detail records) and customer service

data was not used as it was difficult to obtain and

has legal restrictions. Out of the data collected the

first three months were used as an observation pe-

riod to extract attributes about the customers. The

remaining three months were then used as a predic-

tion period. When complete, the dataset consisted

of 21095 prepaid customers with 791 labeled churn-

ers which is approximately 3.7% of all the customers

in the dataset. The number of attributes for each

subscriber varied between CRISP-DM iterations.
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3.2 Churn Definition/Available

Customers

During the business and data understanding phases

of the first CRISP-DM iteration some key definitions

were made about what customers to focus on and

how churners should be labeled.

The following prepaid customer types were filtered

out of the dateset:

• Tourists: No point in attempting retention.

• Inactive customers: Might have churned

already, uncertainty about their status.

• Data only (voice blocked): Might be tablets or

other devices, likely to have different behavior.

• Prepaid children cards: Handed out to the chil-

dren of customers. More likely to leave with

their parents than churning on their own.

The following customers are labeled as churners:

• Customers that get their number transferred to

a different service provider.

• Customers that have their numbers closed.

Note that customers that move from prepaid to post-

paid within the same service provider are not defined

as churners. Postpaid customers usually generate

higher revenue and a prepaid customer switching to

postpaid is considered upsell.

3.3 Data Preparation

After the churners had been labeled, attributes about

each customer were collected. The data was cleaned

and categorical attributes were encoded using one-of-

k encoding. One-of-k encoding encodes a categorical

attribute with a domain of k categories as k boolean

columns. 4-Fold cross-validation was used to select

the parameters for each model and also to tune the

number of features selected. Before training the mod-

els, ANOVA-F based feature selection was performed

to reduce the dimensionality of the data. As this was

done after the encoding of categorical attributes the

domain of the categorical attributes was essentially

trimmed down to the important values. In iteration

2 an additional feature selection step was added be-

fore encoding where mutual information was used to

eliminate irrelevant attributes early in the process.

To combat imbalance in class distribution the churn-

ers in the dataset were oversampled before training.

3.4 Model Selection

Three types of classification models were selected.

CART Decision trees, Neural Networks and Random

Forests. The assumptions made about the perfor-

mance of the models come from research done on the

benchmarking of churn prediction classifiers [10]. De-

cision trees were selected because it is a classification

model that can be easily interpreted, allowing Śıminn

to extract valuable business knowledge. The CART

algorithm was selected to calculate the optimal splits

for the decision tree as it gives better results than

C4.5 in AUC. Neural Networks was selected because

it gave good results for all performance measures as

well as being one of the most popular classifiers in the

recent years. Random forests were selected because

of good performance but also because they allow for

some extraction of business knowledge, even though

it is not as intuitive as when using a single decision

tree.

4 Results

4.1 Testing Setup

The code in the project was implemented in the pro-

gramming language Python. The pandas library was

used for data cleaning and wrangling [19]. For prepro-

cessing and modeling the scikit-learn machine learn-

ing library [18] was used as well as the imbalanced-

learn API [20]. Data visualization and plotting of re-

sults was done in the Matplotlib plotting library [21]

and seaborn, a library based on Matplotlib [22]. The

test data used for result evaluation was 25% of the

original data. The hyperparameters tuned for each

model were:

Decision tree: Number of features, minimum num-

ber of samples required to split a node, max

number of leaf nodes.

Random forest: Number of features, minimum

number of samples required to split a node,

number of trees in the forest.

Neural network: Number of features, activation

function, learning rate, hidden layer sizes.
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Figure 8: The ROC curves for the models trained in

iteration 1.

Figure 9: The ROC curves for the models trained in

iteration 2.

4.2 First Iteration

The original churn definition assumed that customers

that were inactive for three months should be labeled

as churners. This was however concluded infeasible

in the data understanding phase of the first CRISP-

DM iteration. The data revealed that customers were

refilling their accounts but then going inactive for a

few months before refilling their numbers again and

therefore the three months of inactivity did not in-

dicate that a customer had left the company. In the

evaluation phase a few mistakes done during the iter-

ation were discovered. Oversampling of the training

data was done before the cross-validation. This led to

multiple copies of the same churners in different slices

of the validation/training data. As a result the cross-

validation did not find the optimal model parame-

ters but instead they were overfitted to the churners

in the training data. Nonetheless, the first iteration

gave rather promising results. The ROC curve for

the models trained can be seen in figure 8.

4.3 Second Iteration

In the second iteration the focus was on fixing the

cross-validation/overfitting mistake made in iteration

1. The data was also explored even further and more

attributes added. The new attributes were mostly

related to refill amounts and account balance. The

same model types were trained and all of them per-

formed better than in iteration 1. The ROC curves

for the models trained in iteration 2 can be seen in

figure 9. Figure 10 shows the same ROC curve as fig-

ure 9 but zoomed in onto the most important part on

the left-hand side. Comparison of individual model

performance by iterations can be seen in figures 11,12

and 13 as well as table 1. The most important fea-

tures for the models were: gender, land area, age not

registered, language, lowest account balance, time

spent at the company, and service related features.
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Figure 10: The bottom left corner of the ROC curves

for the models trained in iteration 2.

Figure 11: Decision Tree performance by iteration

Figure 12: Random Forest performance by iteration

Figure 13: Neural Network performance by iteration
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Model Iteration AUC Accuracy

Decision Tree 1 0.66 89%

Decision Tree 2 0.81 74%

Random Forest 1 0.75 91%

Random Forest 2 0.81 88%

Neural Network 1 0.77 72%

Neural Network 2 0.80 78%

Table 1: Test results for all the models trained

4.4 Summary

The performance of every model got better in the

second iteration. The performance came as a result

of more and better data being added along with the

improvements in the cross-validation process. In the

first iteration the models had a high variance in their

AUC performance while it is similar for all of them

in the second iteration.

5 Conclusions & Future Work

The test results show that data mining can give de-

cent results when used in churn prediction in the

Icelandic telecommunication market. Even without

using CDR and customer service data which has been

proven a significant indicator in churn prediction [5].

Using CDR and customer service data would likely

give even better results but can be difficult due to

privacy legislation.

The models trained in iteration 2 do all have sim-

ilar AUC performance and that might mean that

they are all getting maximum results out of the data

available. As visible in figure 10 the neural network

had the best performance on the left-most part of

the ROC curve. Therefore it is the best classifier to

deploy in practice as it can identify almost 5% of the

churners while having a minuscule false positive rate.

This is ideal for a telecommunication company as it

can attempt retention on some of the churners while

getting a minimal amount of non-churners. Neural

networks have the downside of being a black box clas-

sifier but make up for it with the best performance

in this crucial part of the curve.

In iteration 1 there was a big performance difference

between the models. A possible explanation is that

the different parameters tuned react differently to

overfitting. As an example varying size parameters

for decision trees has a higher risk of overfitting than

varying of the activation function parameter for neu-

ral networks. As a result the predictive power is

affected more.

CRISP-DM appears to be a good tool for this prob-

lem as performance increased a lot in the second

iteration. More CRISP-DM iterations might improve

performance but for a substantial increase in perfor-

mance more data is likely needed.

For future work the focus should be on obtaining

more data, ideally some derived attributes created

from CDR/customer service data. This would likely

make the area under the curve bigger and ideally

make the ROC curve steeper on the left-hand side.

A retention period could also be added in between

the observation and prediction period as suggested

previously [6]. Further research into the effective-

ness of retention campaigns could be very beneficial

to telecommunication providers in Iceland.
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