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Abstract:
Ambulation is a valuable form of locomotion for robots which must operate in

spaces designed for human foot traffic or over uneven terrain. However, traditional
approaches to robotic ambulation are laborious to implement. Recent advances in
deep reinforcement learning have made it a promising alternative, but previous

attempts have relied on detailed physics engine modeling for training in simulation.
This project has developed a program which can teach a quadrupedal robot how to

walk in real time regardless of its dimensions or configuration. The strategy
presented in this project can be applied to larger, more robust quadrupeds which
might serve some practical purpose. Additionally, a new reinforcement learning

algorithm was discovered in the course of this research which may find applications
across a wide variety of reinforcement learning problems.

Útdráttur:
Það að geta labbað er gagnleg tegund af hreyfigetu fyrir vélmenni hvort sem það er
að ganga um svæði sem er hannað fyrir menn eða yfir erfitt landslag. Hinsvegar

hefur reynst tímafrekt og erfitt að kenna vélmönnum að hreyfa sig með
hefðbundnum aðferðum. Nýlegar uppgötvanir í djúpum studdum lærdóm hafa
gefið þessar tilraunir von um að takast en hingað til hafa aðferðirnar byggt á

ítarlegum eðlisfræðilegum hermunum til að aðstoða í þjálfuninni. Þetta verkefni
hefur þróað forrit sem getur kennt vélmenni á fjórum fótum hvernig á að labba í
rauntíma óháð því hvernig vélmennið lítur út eða hvernig raftæknin eru tengd

saman bak við tjöldin. Aðferðin sem er notuð í þessu verkefni getur verið beitt á
stærri og þróaðri vélmenni sem ganga á fjórum fótum og framkvæma ýmis verk

fyrir samfélagið. Þar að auki, nýtt reiknirit fyrir rökstuddan lærdóm var uppgötvað
meðan á verkefninu stóð og þetta reiknirit gæti reynst hagnýtt í fjölbreyttum

verkefnum sem hægt er að leysa með rökstuddan lærdóm.
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1. Introduction

Ambulatory locomotion is a highly desirable feature in mobile platforms which must
operate in spaces designed for human foot traffic or over rough terrain, but it is rarely
seen due to the expertise required for its design. The control systems which describe
walking robots are high-dimensional and non-stationary, which makes traditional
control methods laborious to implement. Traditional control methods typically rely
on precise differential equations which describe the dynamics and kinematics of the
system. A major disadvantage of these approaches is that they are dependent on
the geometry and configuration of the machine. Reinforcement learning algorithms,
however, contain no information about the system which they are controlling, and
instead rely entirely on experience and feedback. Therefore the same algorithm
can be used to solve a wide variety of problems, and a wide variety of mechanical
configurations can be compatible with a single formulation of a problem. Most
importantly, a reinforcement learning agent can adapt to changes in the performance
characteristics of its sensors and actuators which might occur due to damage and
wear. The disadvantage is that reinforcement learning agents require a training
period of indeterminable length before they can perform a task effectively. The
main challenge in implementing reinforcement learning on physical systems is the
formulation of a learning environment which can be solved in an acceptable amount
of time.
In 1989, an algorithm called Q-learning was released which could learn how to

complete a task based on past experience [1]. In 1992, Q-learning was used as a
part of a strategy to teach a wheeled mobile robot to complete a box pushing task
[2]. In 1997, artificial neural networks were used in conjunction with Q-learning to
teach a small wheeled robot to avoid obstacles with improved performance [3]. In
2015, an algorithm called Deep Q-Learning was developed which used convolutional
neural networks [4]. The versatility of this algorithm was demonstrated on a wide
variety of arcade games, which the computers were able to play in simulation. In
2018, an experiment proved that deep reinforcement learning could be used to teach
a quadrupedal robot how to walk [5]. The program was trained in simulation but it
was able to transfer the knowledge to a physical robot in the real world. To achieve
this, researchers applied random parameters to the physics engine, random pertur-
bances to the model during training, and a strategy of minimizing the complexity
of the robot’s feedback information. The robot used on-board sensors and directly
controlled the motors.
The ability for a reinforcement learning agent to learn a quadrupedal gait from

scratch represented a major development in the field; however, it remained imprac-
tical to implement. In order to train the robot in simulation, researchers needed to
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1. Introduction

meticulously model the robot chassis and motor characteristics, as well as parameter-
ize a highly-sensitive learning algorithm called PPO (Proximal Policy Optimization)
[6]. This project aims to develop a quadrupedal robot which can teach itself how to
walk using reinforcement learning. The scope of this development includes an ex-
ploration of feedback and actuation strategies, the design of a physical chassis and
a digital interface, the formulation of a reinforcement learning environment, and an
evaluation of select reinforcement learning algorithms. The project presented in this
report contributes to the field by developing a methodology to teach a physical robot
how to walk in real time. Furthermore, a new reinforcement learning algorithm is
proposed which requires fewer parameters and which is more responsive to changes
within the environment than the original Q-learning.
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2. Background

Reinforcement learning is a branch of machine learning in which a program can
make decisions or complete a task based on past experiences [7]. It is well suited
to control tasks because of its ability to learn complex, nonlinear behaviours and
adapt to changing environments. Reinforcement learning is unique among the fields
of machine learning in that the agent generates its own training data through its
interactions with the environment [7]. In the context of reinforcement learning, an
agent is the entity which makes decisions and the environment is the system with
which it interacts [7]. At any given time, the agent occupies a state defined by the
environment and receives an observation describing that state [7]. The agent selects
an action based on its observations, resulting in a new state and a return value,
known as the reward [7]. This relationship is shown in Figure 2.1. The goal of the
agent is to maximize its cumulative rewards over time [7]. A common strategy is to
estimate the value of each possible action available at the current state and select
the action with highest value [7]. These are called value function approaches and
include notable algorithms such as Q-Learning, which is discussed below [7].

Figure 2.1.: A high-level representation of the reinforcement learning framework.

Some value function approaches can utilize deep neural networks as function ap-
proximators, which is necessary in environments with high-dimensional observation
spaces [7]. Deep neural networks are composite functions which can approximate
piecewise functions of arbitrary complexity [8]. This enables the algorithm to make
inferences on state-action values which it has never previously visited, accelerating
the learning process. The inclusion of deep neural networks within reinforcement
learning methods is known as deep reinforcement learning. The multilayer percep-
tron (MLP) (shown in Fig. 2.2) is a simple yet suitable architecture for tasks which
do not rely on image data. This architecture is characterized by fully connected
layers of nodes which propagate data forwards from input to output [9]. Tasks such
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2. Background

as learning how to play an arcade game which rely on image data as an input can
utilize Convolutional Neural Networks (CNN) instead of MLP’s [4]. CNN’s also
feed data forward from input to output, but they utilize a series of two-dimensional
layers in a more complex structure [8]. Recurrent Neural Networks (RNN) can also
be used for reinforcement learning, especially when the task is inherently sequential.
RNN’s utilize feedback loops which send some of the data backwards or hold onto
data from previous steps [8].

Figure 2.2.: Representation of a simple multilayer perceptron. The inputs are de-
noted by i, the nodes by N , and the output by O.

2.1. Markov Decision Processes

The reinforcement learning framework is based on the theory of Markov Decision
Processes (MDP), which is a mathematical model that describes the interaction be-
tween an agent and its environment. These were described in detail in Howard’s
1960 text "Dynamic programming and Markov processes", which forms the basis
for this section’s research except where otherwise noted [10]. MDP’s are character-
ized by the property that the probability distribution of future states is dependent
only on the present state, and not on previous states. MDP’s are episodic, and
each episode comprises a series of discrete steps. Though reinforcement learning
is traditionally based on the assumption of an MDP, a variety of techniques have
extended the possible learning environments to include continuous, non-stationary,
and non-episodic problems [7].
An MDP can be represented by a network of states, connected by transitions.

Each transition returns a reward value, R. π represents the decision-making policy.
R(s, π(s)) is the reward gained from taking an action from state s according to policy
π. The consequences of actions in an MDP are not deterministic, so P (s′|s, π(s))
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2.2. Value Function Approaches

is the probability of transitioning to state s′ from state s after following policy π.
There is a distinction between states and observations even though the terms are
occasionally used interchangeably. An agent receives an observation describing its
state, but its state is not necessary fully defined by the observation. In this case,
the MDP is described as partially observable [11].
The reinforcement learning agent is equivalent to a controller which takes observa-

tions and rewards as inputs and produces an action as its output with the objective
of maximizing its cumulative rewards over time. The policy of an agent is the func-
tion by which the agent chooses an action when given a set of observations. The
value of an action taken from a particular state is given by the Bellman equation
for an MDP: [12]

V π(s) = R(s, π(s)) + γ
∑
s′
P (s′|s, π(s))V π(s′) (2.1)

The discount rate is represented by γ, which takes a value between 0 and 1. This
is known as the state-action value, but sometimes the state value and the action
value are used separately [7].

2.2. Value Function Approaches

There is a set of approaches to solving Markov Decision Processes known as value
function approaches which approximates the state-action values. These approaches
are described in detail in Sutton and Barto’s 2018 text, "Reinforcement Learning:
An Introduction", which forms the basis for the research presented in this section
except where otherwise noted [7]. If an agent can successfully predict the values of
the available actions, it can form an optimal policy by always selecting the action
with the highest value. This strategy introduces a dichotomy between exploration
and exploitation. When an agent selects the action with the highest value, it is
said to be exploiting the environment. Otherwise, it is said to be exploring the
environment- trying new things to see if they yield better results. If an agent does
not explore, it will not be able to update its predictions of the full range of state-
action values, leading to inaccurate value predictions and a sub-optimal policy. If
an agent does not exploit, it cannot maximize its rewards.
Q-learning is a value function approach which resolves the decision to explore

or exploit through a parameter called ε. Before every decision, a random number
between 0 and 1 is generated. If the number is smaller than ε, the agent chooses a
totally random decision. Otherwise, the agent chooses the decision with the highest
predicted value. It is typical to deprecate ε after each step at a linear or exponential
rate until it reaches a minimum value. This strategy encourages the agent to explore
a lot when it begins training, but to approach a deterministic policy over time. In
order to parameterize effectively, the programmer must have some idea of how long
it will take the agent to learn. After each transition, a target value is calculated
according to
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2. Background

target = R(s, π(s)) + γmax
a′
{Q(s′, a′)} (2.2)

where the state-action value is denoted by Q. γ should not be too close to 1 or
the algorithm can propagate noise. The agent’s value estimation is then updated
according to

Q(s, a) = Q(s, a) + α(target− prediction) (2.3)

where the prediction is equal to the previous value of Q(s, a). α is the learning
rate, which must be set between 0 and 1. If the learning rate is too high, the
fluctuations between updates will be unstable and the estimation will not converge.
If it is too low, the estimation will take an indefinitely long time to converge.

Double Q-Learning is a variation of Q-learning developed in 2010 [13]. This
variation addresses the issue of maximization bias, which is the tendency for an
algorithm to overestimate the value of state-action pairs due to the max operation
in the target value function. Double Q-Learning solves this by training an additional
function to estimate the target value. The Q function predicts which action will have
the highest value, and a separate target function estimates the state-action value,
according to

target = R(s, π(s)) + γQt(s
′, arg max

a′
{Q(s′, a′)}) (2.4)

where Qt represents the secondary target function. The Q function is updated
according to Eq. 2.3, and Qt is updated the same way. By decoupling action
selection and action-value estimation, the algorithm is able mostly eliminate the
maximization bias.

Dueling Deep Q-Learning is another variation of Q-learning which was devel-
oped in 2015 [14]. This algorithm improves the stability of the learning process
by reformulating the state-action value function into a state-value function and an
action-advantage function. The advantage is defined as

Aπ(s, a) = Qπ(s, a)− V π(s) (2.5)

where V π(s) is the average state-action value across all available actions. This
relationship states that the value of a state-action pair can be decomposed into the
value of the state and the advantage of the action. It is more efficient to estimate
A(s, a) and V (s) separately because the value of a state can be updated every time
that state is occupied regardless of which action is selected.

2.3. Multilayer Perceptrons

In high dimensional and/or continuous environments, deep neural networks can
be used to approximate the value functions. The information presented in this
section is drawn from the 2016 text "Deep Learning" except where otherwise noted
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2.3. Multilayer Perceptrons

[8]. Deep neural networks are composite functions which are capable of producing
nonlinear models. The fundamental units of these networks are variously referred
to as nodes, neurons, or perceptrons. Each node performs an arithmetic operation
on its inputs followed by a nonlinear activation function on the result. The most
common arithmetic operation is a summation, and common activation functions
include the sigmoid, tanh, or ReLU functions. The softmax function is often used
for the output layer. The performance of the network is influenced by its architecture
and its training method.
A Multilayer Perceptron (MLP) is a simple deep neural network composed of lay-

ers of nodes. Every node of each layer is connected to every node of each subsequent
layer, and the information flows in one direction from input to output. The layers
in between the inputs and the outputs are known as the hidden layers. The number
of hidden layers is referred to as the depth and the number of nodes in each layer
is known as the width. Each connection between nodes is characterized by a bias b
and a weight w, the values of which are obtained through training and represent all
that the network has learned. The output of a node can be represented by

N = φ(
∑

Niwi) + b (2.6)

where φ represents the activation function. Typically, the biases are initialized
as zero and the weights are initialized with random values. The network is trained
by feeding batches of labeled data into its inputs and adjusting the weights and
biases through a process known as back-propagation. The gradient of the objective
function is used to push these values up or down so that the output values match
the labels. The objective function is typically a loss, cost, or error function, or
some combination of these. Common examples include the squared error function
and the Bernoulli negative log-likelihood function (often referred to as the cross-
entropy). The objective function is optimized through an iterative algorithm, such
as stochastic gradient descent with momentum, RMSProp, or Adam. It is necessary
to employ some regularization technique, such as L1-norm or L2-norm, to prevent
the model from over-fitting. Batch Normalization is another effective technique
which both regularizes and normalizes.
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3. Methodology

The development of the quadrupedal robot took a long and winding path through
various topics of artificial intelligence and mechatronics, only a few of which will
be presented here. Many features were explored but ultimately discontinued in the
interest of concentrating on the core function of forward mobility. Foremost among
these are features related to computer vision, which would have allowed the robot
to generate feedback from a subjective perspective. Object recognition would have
allowed the quadruped to respond to predetermined environmental stimuli. Stereo-
scopic depth perception and/or inertial metrics would have allowed it to generate a
reward function on-board. Although these features were developed as functionally
complete modules, they were dropped from the design in order to minimize points of
failure. Instead, the final prototype used feedback that was generated from a third
person perspective, shown in Fig. 3.1.
The robot was initially intended to control the torque of its motors directly, which

had important implications for the hardware and algorithm selection. DC motors
were a natural choice for continuous spaces; however, in practice they were difficult
to work with. Latency in the communication pipeline and flawed programming
resulted in the failure to maintain limits on the motor angles, and the first robot
prototype quickly broke due to self-collisions. The continuous nature of the action
space suggested a policy-gradient approach to the reinforcement learning problem,
and PPO (Proximal Policy Optimization) was the preferred algorithm for early
experiments [6]. As soon as the design shifted to servo motors, the action space
was adjusted to represent position instead of torque, and value-function approaches
were explored as the preferred strategy for solving the reinforcement learning task.
Position control proved to be much more reliable, and the value function approaches
produced satisfactory solutions.
The development of a stable communication pipeline was indispensable to the

robot’s success. After arduous trials with established robotics framework software,
low-level TCP and UDP protocols were explored due to accessibility of the python
library Socket [15]. The robot was initially controlled wirelessly via a single-board
computer, but the final prototype relied on a direct connection to a controller.
The robot’s mechanical design was informed by computer simulations on a physics

engine. A series of simulated experiments inspired a design based on lateral symme-
try between the robot’s front legs. Basic principles of kinematics and insight from
mammalian anatomy suggested the benefits of a parallel mechanism to actuate the
robot’s legs instead of a serial mechanism. The chassis was designed in Blender, an
open source modeling software, and 3D printed from PLA plastic [16].
The formulation of the learning environment was largely determined by the previ-
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3. Methodology

ously mentioned design choices. The state space was formulated both as a continuous
domain for use with deep reinforcement learning algorithms and as a discrete domain
for use with tabular methods. The action space was formulated so as to minimize the
complexity of the problem without limiting the mobility of the machine. Algorithms
were selected for testing based on their performance on toy environments, though
it should be noted that these algorithms are highly sensitive to slight changes in
implementation and parameterization.

The main challenges faced during the development of this project were related to
hardware and software malfunctions. In many cases, the fault originated from in-
complete or inaccurate documentation. Some software suites such as ROS required
such intensive modification and forum-trawling that they were abandoned altogether
[17]. Others, such as PyBullet, included functions with default parameters that were
missing from the documentation and hilariously inappropriate (maxTorque=infinite)
[18]. Numerous design features were developed nearly to completion only to be aban-
doned because of unreliable components that would disrupt the training procedure.
The end result was a minimal yet functional design.

Figure 3.1.: Testing rig, consisting of a laptop, camera, and robot. The robot walks
orthogonal to the camera’s direction, allowing the laptop to track the
movement of an LED mounted on the chassis.
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3.1. Feedback

3.1. Feedback

Reinforcement learning relies on feedback in the form of observations and rewards.
Position, velocity, and acceleration (both linear and angular) are important metrics
for an ambulatory robot. End effector contact status and/or pressure could also
be useful to the learning agent if the data is transmitted at the appropriate time.
Feedback sensors can be located on-board for greater versatility or off-board to
reduce weight and complexity. For the specific purposes of this project, it was
eventually determined that an off-board camera was the most appropriate source of
feedback for the reward function, and the motor angles were used for observations.
Early iterations of the robot design prioritized on-board sensors for the reward

function such as Inertial Measurement Units (IMU) and cameras. Initial prototypes
utilized a BNO055 IMU communicating via UART protocol with a Raspberry Pi,
using an open source python library of the same name [19]. The BNO055 con-
tains a magnetometer, accelerometer, and gyroscope, as well as built-in functions
to combine those measurements to calculate absolute orientation. Changes in the
robot’s position were calculated by integrating the acceleration over time. The pro-
cess prevented errors from accumulating in the integration constant by periodically
freezing the motors and reducing the robot’s acceleration to zero. The BNO055 was
eventually discarded due to its lengthy start-up time and frequent disconnections.
Later prototypes made use of the IMU built into the Arduino Wifi Rev2 con-

troller, and communicated its data through UDP protocol [20]. Unfortunately, the
measurements were not precise enough to be useful, and ultimately the additional
points-of-failure outweighed the uncertain benefits of a detailed observation space.
The final prototype did not make use of any acceleration or orientation measure-
ments, but instead relied entirely on the position of its motors. Later experiments
which attempted to expand the observation space indicated that the extra dimen-
sions were detrimental to the learning process.
In the early phases of the project, vision was an exciting component of the de-

sign. Initial prototypes used two cameras to produce stereo images. The on-board
computer used feature extraction and matching algorithms to detect and localize a
target object if it was within its field of vision. A depth mapping function calcu-
lated the disparity between matching pixel blocks of image pairs to approximate the
distance of surfaces at the location described by the object detection function. This
distance was returned to the reinforcement learning environment, where it was used
to calculate the reward signal.
The feature extraction algorithm is called ORB; it was developed and implemented

by OpenCV [21]. ORB combines a corner extraction algorithm with a feature de-
scriptor algorithm (in simple terms, the former describes "what" the keypoint is
and the latter describes "where" the keypoint is). FLANN is a nearest neighbors
search optimized for high speed execution in high dimensional tasks. Together,
these algorithms were used to detect and localize a target object within the cam-
era’s field of vision. First, the ORB detector was given a reference image of the
target object. The detector extracted keypoints and descriptors from the image and
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3. Methodology

Figure 3.2.: Object detection via ORB. The reference image is shown on the left
and the live stream is shown on the right. Small circles indicate the
keypoints. The keypoints in the live stream are compared to the pattern
found in the reference image.

saved them. Then, the detector received a real-time video stream from the camera.
The detector extracted the keypoints and descriptors from each frame, and FLANN
matched them with the keypoints from the reference image. If enough keypoints
were identified, it assumed that the object in the camera frame matched the object
in the reference image. The result of the vision program which implemented these
techniques is shown in Fig. 3.2.
Stereoscopic Disparity Mapping uses images from two cameras to calculate the

distance of surfaces in their field of vision. The block matching algorithm imple-
mented by OpenCV calculates the disparity of every pixel in the two images [22].
First, the focal point and distance between the two cameras is determined through
a calibration process. Next, the images are rectified in preparation for a block-
matching algorithm. The block-matcher divides the two images into blocks, and
for each equivalent block calculates the disparity of their locations. The distance
of each block from the line that passes through the two cameras is proportional
to the disparity. On early prototypes, the pixel coordinates of the centroid of the
target object were passed to the depth mapping function from the object detection
function, and the depth mapping function returned the disparity value of the pixel
location of the centroid to the reinforcement learning environment where it was used
to calculate the reward signal. The result is shown in Fig. 3.3.
Though the ability to detect objects and calculate their distance opens many

possibilities for future quadruped applications, it did not benefit the robot’s ability
to learn how to walk. The inclusion of these features carried multiple disadvantages:
the cameras added significant weight to the small robot and affected its balance;
the computational power required to process the live stream of images constrained
the selection of controllers and introduced delays in the feedback stream; the code
and components introduced unnecessary complexity to the project; and finally, the
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3.1. Feedback

Figure 3.3.: Stereoscopic depth mapping via block-matching. The depth map is
shown on the left side of the image and the raw live stream is shown
on the right. Lighter colors indicate nearer surfaces. The estimated
location of the target object is indicated by the small white circle. The
combination of object detection via ORB and depth mapping allows the
program to estimate the distance from the camera to the target.

feedback was less precise than more primitive methods, despite requiring extensive
calibration. For these reasons, the final prototype of the robot was left blind.

As the development of the quadrupedal robot progressed and more sophisticated
methods of positioning and feedback were discarded, the design began to favor sim-
pler means of generating a reward signal. The final prototype utilized an LED
mounted on top of the robot to signal its location. A camera with a line of sight
orthogonal to the robot’s path captured the scene, and short function written with
OpenCV identified the position of the LED by masking the white light and com-
puting the centroid of the shape it formed, shown in Fig. 3.4. The reward signal
was then calculated as the difference between the current and previous horizontal
position of the LED on the image frame.

The reinforcement agent had no knowledge of its previous state or the states prior.
An attempt was made to approximate this by including the position of the robot’s
motors from the previous time step as a part of the agent’s observations. Although
this doubled the dimensions of the observation space, it increased the complexity of
the problem by a much larger extent. When that failed, it was hoped that better
results could be achieved by simply including the reward of the previous time step
as a part of the agent’s observations, which would only increase the complexity by
a minimal degree, but this strategy was also ineffective.
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3. Methodology

Figure 3.4.: Localization via filtering. The raw live stream of the quadruped is
shown on the left, while the masked view is shown on the right. The
coordinates indicate the pixel location of the LED.

3.2. Actuation

Actuator selection was an important aspect of the design process because the motor
type would influence the formulation of the training environment. DC motors, servo
motors, and stepper motors were primarily considered for this project because they
are inexpensive and widely available. Initially, DC motors were used with the intent
of allowing the robot to directly control the torque of each motor. This configuration
would allow a very high degree of control, but the continuous nature of the action
space might have required greater learning time. Continuous motor control would
most likely require an approximately continuous timescale, which would demand a
communication pipeline with extremely low latency. Also, large changes in torque
demanded by untrained agents could damage the motors. The greatest disadvantage,
however, was that errors in the soft limits imposed on the motor’s range of motion
would fatally damage the chassis and/or gears.

By allowing the robot to control position rather than torque, it was expected
that the performance would be less agile but more reliable. Both stepper motors
and servo motors allow for direct control of position. Stepper motors are generally
more precise than servo motors; however, they are also more expensive, require more
control pins, and are subject to slippage when exposed to impacts and vibrations.
For these reasons, servo motors were ultimately selected as the actuators for the
quadruped.
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3.3. Communication

3.3. Communication

The program which serves as the learning environment requires a means through
which it can send commands and receive sensor data from the physical robot. The
Raspberry Pi and Arduino were considered above all other boards because they are
inexpensive, widely available, and well documented. Though they were both viable
options for this application, the Arduino had minor advantages in the context of
rapid design and prototyping.
Throughout the initial phases of the project, substantial effort was made to build

the communication pipeline around ROS (Robot Operating System), an open source
robotics framework. ROS offers many features which would be interesting to inte-
grate into the design of the quadruped, such as computer vision packages and wire-
less communication. However, the recommended version at the time (ROS Kinetic)
required extensive modifications to its code in order to function. As potential fea-
tures were dropped from the robot’s design, ROS became more burdensome than
beneficial, and it was abandoned shortly before the first prototypes were fabricated.
Initially the robot design utilized a Raspberry Pi, which is a single board com-

puter. A python library called pigpio allowed for remote wireless control of the Pi’s
General Purpose In/Out pins, and built-in wifi allowed for TCP communication
with the host computer [23]. The later attribute was especially valuable for the
inclusion of sensory data into the agent’s observations. The disadvantages of the
Pi included a relatively long boot time and a reliance on either remote access or
additional hardware for programming. Though these disadvantages might seem like
mere inconveniences on a finished product, they led to substantial downtime during
prototyping and testing.

Figure 3.5.: Qbot communication pipeline. The host computer communicates with
the Arduino via firmata, and the Arduino sends Pulse Width Modula-
tion (PWM) signals to the servo motors.

Ultimately the robot design utilized an Arduino, which is a single-board con-
troller. Recent models have built-in wifi compatible with UDP protocol as well as a
built-in Inertial Measurement Unit (IMU), allowing for linear and angular accelera-
tion measurements. There is no boot time or log-in requirements, however some C
programming is required. Initially, wireless communication was favored so that the
robot would not need to be tethered to the computer. However, unreliable message
rates were fatal to the learning process and the tethered approach was reinstated
with the use of the pyfirmata library [24]. The data flow is represented in Fig. 3.5.
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3.4. Mechanical Design

The design of the robot chassis and the configuration of its limbs were informed
by computer simulations and kinematic principles. Advantageous chassis dimen-
sions, functional symmetries, and limb orientations were discovered through careful
observations of the robot simulation during training.

Figure 3.6.: Representation of different symmetries. UL: no symmetry. UR: lateral
symmetry. LL: diagonal symmetry. LR: longitudinal symmetry.

A variety of chassis geometries and configurations were simulated on a physics
engine to demonstrate their relative viability and gain insight into the mechanics
of quadrupedal locomotion. These tests emphasized configurations which possessed
four limbs, each consisting of two links connected in series by hinge joints for a
total of eight degrees of freedom. The learning agent used algorithms that were
released in open-source reinforcement learning suites, such as Stable Baselines [25]
and ChainerRL [26]. Proximal Policy Optimization was the favored algorithm in
these early experiments due to its performance demonstrated on the agile quadruped
mentioned in the Introduction [5]. Fig. 3.6 shows the various forms of symmetry
tested in simulation.
Although the robot model was able to learn how to walk in a simulated environ-

ment, it relied on massless actuators and other mechanically impossible features. In
the real world, the presence of a rotary motor at the joint of a serial mechanism
would increase the necessary torque on the upper motor and decrease the positional
accuracy of the end effector. To eliminate these disadvantages on the physical model,
the links of the front legs were connected in parallel. This required a reduction of
the range of rotation to avoid self-collision; however, it was anticipated that such
reductions in the action space would also accelerate the learning process. A com-
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3.5. Environment

Figure 3.7.: The mechanism on the left is connected in series, and the one on the
right is connected in parallel. Both mechanisms have two degrees of free-
dom. The black boxes represent motors and the white circles represent
free-moving joints.

parison of serial vs parallel mechanisms is shown in Fig. 3.7. The hind legs were
ultimately reduced to single links, which improved dynamic stability and reduced
learning time without significantly impairing forward motion. The improvement
in dynamic stability was of paramount importance to the training process, because
falling could generate false state-values, disconnect wires, and strain motors without
immediately apparent symptoms.

3.5. Environment

The formulation of the learning environment was the central design task of the
project. No matter how sophisticated an algorithm may be, it is certain to fail if its
environment is poorly formulated, just as a knowledgeable subject will fail a test if
the questions are poorly worded. The primary components of the environment are
the observations, actions, and rewards. A representation of the interaction between
the agent and the environment is shown in Fig. 3.8. In this case, the reward is
calculated as the difference between the robot’s current position and the robot’s
previous position. It would be possible to set up the reward function differently, so
that the agent would receive a minor penalty at every time step and a large reward
for completing some goal. However, this approach has been shown to be less effective
[27].
The actions available to the agent are highly influenced by the actuators. A

robot with servo motors can move each of its motors clockwise or counterclockwise
independently at every time step. A distinction must be made between action spaces
which include or exclude the ability for a motor to remain still. If the robot can
only move each motor clockwise or counterclockwise, the total number of actions
available can be calculated as 2m, where m is the number of independent motors.
If the robot has the option to remain still, the total number of actions increases to
3m. This project’s robot is configured so that its two hind legs are independently
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Figure 3.8.: Representation of the agent/environment interaction. The agent selects
an abstract action which is translated by the environment into a Pulse
Width Modulation (PWM) signal and sent to the robot. Then, the
environment represents the motor angles as an integer vector and sends
it to the agent as an observation. A separate function calculates the
change in position of the robot chassis and sends it to the agent as a
reward.

actuated by one motor each, and its front legs are symmetrically actuated by two
motors each, for a total of 4 independent motors. Therefore, without the option to
remain stationary, the agent would choose from a total of 24 = 16 actions. With the
option to remain stationary included, the agent would choose from a total of 34 = 81
actions. By limiting the action space, the complexity of the problem is reduced by
a factor of five. With this in mind, the environment was designed so that the
agent would choose an integer from 0 to 15 at each time step. The environment
represents this as a binary number with four bits. Each bit is then used to control
each independent motor via the following formula: c = 3b− 2, where c is the change
in position of the motor angle and b is the control bit.
The observation space is much more complex than the action space, which pro-

vides room for experimentation and speculation. The robots tested in simulation
seemed to benefit from the model’s linear and angular position, velocity, and ac-
celeration, as well as the angles of the motors. However, in real life that kind of
sensory data is much noisier and the time steps consist of increments an order of
magnitude larger, which casts great uncertainty on the causality of the sensory data.
Furthermore, the robot in the physical domain will need to learn as fast as possible,
which demands reducing the observation space to the bare minimum. For these
reasons and others stated in Section 3.1, the observation space of the quadruped
was restricted to the motor angles. Within the environment, these are represented
by a float value between 0 and 1; however, the complexity of the problem can be
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Figure 3.9.: Possible motor positions. The lines indicate each of the five positions
the motors can take.

reduced by discretizing the domain into bins. First, a minimum and maximum mo-
tor angle are established which prohibit self-collision between the limbs. Next, the
range between those limits is divided into some number of bins- five seemed to be
enough for this application. Fig. 3.9 illustrates the possible positions each motor
could take. At this point, even though the domain has been discretized, it can still
be interpreted as a continuous domain with dimensions equal to the number of in-
dependent motors (in this case, 4). If it is interpreted as a discrete domain, it would
have 54 = 625 states. This difference hints at the advantage of an agent which can
operate on continuous observation spaces.

3.6. Algorithm Selection

Many reinforcement learning algorithms have been developed over the years. The
most notable model-free strategies are value-function approaches and policy search
approaches [28]. An algorithm’s performance is not only dependent on the unique
characteristics of different environments, but also on the parameterization and im-
plementation of each algorithm. For these reasons, this project sought to determine
which algorithm would perform best under the parameterization and implementa-
tion skills that were available. This project does not claim to have determined the
best algorithm under ideal conditions. Both tabular and deep methods are presented
in this section. Tabular methods require fewer computational resources, which is
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important to consider on a program which might feasibly run from a single-board
computer. Furthermore, performance differences between tabular methods and deep
methods might provide insight into the learning process.

Explicit Methods

Q-learning is a good starting point for tabular methods due to its well-established
use. Q-learning forms the groundwork for the deep methods which are also used
in this project, so it also provides a foundation for understanding them. One of
the main hurdles for Q-learning in real-world applications is its sensitivity to hyper-
parameters. Q-learning has three hyper-parameters which need to be tuned in order
for it be successful: the learning rate (α), the discount rate (γ), and the exploration
rate (ε). A Q-learning variation which eliminated those parameters could not be
found in the literature, so it was created.
Alongside the Q-table which is common to all Q-learning variants, the single-

parameter Q-learning variation hereafter referred to as "Q-lite" initializes a table
named ∆. After a Q value is updated, the equivalent ∆ value is updated according
to

∆(s, a) = ‖1− eq

ep
‖ (3.1)

where q is the current Q value, and p is the previous Q value. Essentially, ∆
represents the extent to which the Q value has changed since its last update. If the
Q value has changed very little, the ∆ value will be close to 0. As the change in Q
increases in magnitude, the ∆ value increases. Given a state, the maximum ∆ value
of the available actions is referred to as τ . τ loosely represents the instability of the
value approximation of a particular state. When the agent must choose an action,
it samples from the actions available after assigning them weights according to

wi =
(1 + τ)qi + ni∑k
j=0(1 + τ)qj + nj

(3.2)

where n is a white noise vector and k is the number of available actions. The noise
vector n is arbitrarily small, but it is included to prevent stagnation in instances of
sparse rewards. After this operation, another value referred to as ζ is defined as

ζ = 1−max{w} (3.3)

ζ represents the extent to which the decision is random. If ζ > τ , the action is
decided deterministically according to the largest weight. The noise vector ensures
that the agent will continue to explore by disrupting the max operation. Otherwise
if ζ < τ , the action is decided probabilistically with the calculated weights. In order
to update the Q values, this same procedure is taken given the Q values of resultant
state for the purpose of obtaining ζ. The potential is then defined as
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potential = ζV (s′) + (1− ζ) max
a′
{Q(s′, a′)} (3.4)

That is to say, if the actions are chosen more randomly from a given state, the
value of the state more closely resembles the average of all its action values. If the
actions are less random, the value of the state more closely resembles the maximum
action value. Finally, Q is updated as it is in the original Q-learning algorithm:

Q(s, a) = Q(s, a) + α(R + potential − prediction)) (3.5)

Implicit Methods

Deep methods have the benefit of being able to form inferences across continuous
domains. Three similar deep methods were considered for this project: Deep Q-
Learning, Double Deep Q-learning, and Dueling Deep Q-learning. The implementa-
tions were based on an educational python repository [29] and tested on benchmark
environments developed by OpenAI Gym [30]. The neural networks were formed
with the deep learning framework PyTorch [31].
These three methods posses several hyper-parameters, therefore a grid search was

used to identify conservative values which could be reused on the quadrupedal robot.
Batch size, gamma, and epsilon decay were the primary parameters of interest. In
the case of deep reinforcement learning methods, it is typical to update the networks
with batches of data. Larger batches help prevent over-training, but might slow
the convergence. Overall, Dueling Deep Q-Learning appeared to have the best
immediate performance, though all of the agents achieved similar scores after enough
time had passed. Dueling Deep Q-Learning was selected for the quadruped because
rapid progress was more valuable in this project than long-term performance.
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This chapter includes results of experiments performed in a physics engine simu-
lation, the performance of Q-lite algorithm on various toy environments, and the
performance of the Qbot robot across a variety of algorithms and environments.
The simulation experiments implied that certain leg symmetries would improve per-
formance, which inspired the design of the physical robot named Qbot. The success
of Q-lite on the toy algorithms suggests that it excels on environments that contain
sparse rewards and non-stationary goals, such as the real-world quadrupedal envi-
ronment. However, when the Q-lite agent was tested with Qbot, it was unable to
learn a successful gait. The Dueling Deep Q-Net algorithm, however, was able to
learn how to walk under a variety of circumstances.

4.1. Symmetry in Simulation

Lateral, longitudinal, and diagonal symmetries were tested in simulation with vary-
ing success, which may be attributed to three consequences: symmetry reduces the
action space, making the task easier to learn; certain symmetries prevent unstable
postures which would cause the robot to topple; and certain symmetries are con-
ducive to the reciprocating patterns found in natural gaits. Inspired by these results,
the final design of the physical robot utilized lateral symmetry between the front
legs. Fig. 4.1 shows the performance of lateral symmetry vs no symmetry.
Though the geometry of the legs evoked the structure of a human thigh, knee joint,

and crus, the gaits learned through simulation demonstrated that the function of
the assembly was more analogous to the human crus, ankle, and foot. Humans,
bears, rodents, raccoons, and rabbits posses plantigrade locomotion, meaning that
they walk on the soles of their feet; whereas dogs, cats, pigs, birds, and foxes posses
digitigrade locomotion, meaning that they walk on their toes. It is curious to note
that this robot falls clearly in the later category.

4.2. Q-learning vs Q-lite

Q-lite was compared to Q-learning across a series of toy reinforcement learning
environments in OpenAI Gym. The first challenge, Frozen Lake, represents an en-
vironment with sparse rewards and stochastic transitions. The agent must navigate
a simulated terrain to find a goal at the other side of the map. The agent is only
rewarded for reaching the goal, and it is penalized for every step it takes to get there,
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Figure 4.1.: Example of experimental results in which symmetric motion of
quadruped limbs led to higher performance in a physics engine sim-
ulation.

Figure 4.2.: Reinforcement learning on the Frozen Lake environment. The α values
(learning rates) are included in the legend. This environment contains
sparse rewards and stochastic transitions.
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Figure 4.3.: Experiment on the Taxi environment. The α values (learning rates) are
included in the legend. This environment contains frequent rewards.

incentivizing it to solve the puzzle quickly. The second challenge, Taxi Driver, is
more difficult to solve but offers frequent rewards. The third environment, Copy, is
yet more difficult to solve. In the Copy environment, the agent must learn to ’copy’ a
set of inputs. Though it offers frequent rewards, the environment becomes more dif-
ficult over time, offering high performing algorithms the opportunity to distinguish
themselves.
The results indicate that Q-lite might offer improved performance in circumstances

of sparse rewards (Fig. 4.2) or non-stationary goals Fig. (4.4). On the environment
with frequent rewards, the two algorithms yielded similar results. Q-learning and
Q-lite both converged on the optimal policy at about the same time, but Q-learning
scored slightly higher prior to converging. It must be noted that a grid-search was
used on Q-learning with 27 runs, varying α, γ, and ε. For clarity, only α is varied in
the plots, and the best values for γ and ε were used. Q-lite, however, only requires
three runs to reach the same level of confidence that its single parameter is properly
tuned. Because Q-lite yields similar or better performance to Q-learning without
the need for a grid-search, it is selected as the tabular method to be tested on the
quadrupedal robot.

4.3. Learning on Qbot

In testing the physical robot, considerable waiting time was introduced between
steps to accommodate camera lag and the dynamic instability of random poses. The
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Figure 4.4.: Experiment on the Copy environment. The α values (learning rates)
are included in the legend. This environment contains frequent rewards
and a non-stationary goal.

robot waited half a second after each step, and each training episode was constrained
to 120 steps. Because the tabular methods learn after every step and the deep
methods learn in batches, the episode length is arbitrary from the machine learning
perspective. However, it was useful to constrain the episodes for the purpose of
observing progress and physically resetting the robot along the training rig.
The first experiment tested the performance of the Q-lite algorithm on the Qbot

environment. The experiment lasted about half an hour, during which time the
agent failed to learn a satisfactory gait. The second experiment was conducted on
the same environment with a Dueling Deep Q-Net (DDQN) agent. This agent was
able to learn how to traverse a distance of about one meter in a period of one minute
after half an hour of training. A comparison of the two experiments is shown in Fig.
4.5.
The third and fourth experiments tested the effects of expanding the observation

space of the environment without altering the DDQN agent. The third experiment
included the reward within the observation space. While the agent was able to learn
a very modest gait after half an hour, it performed significantly worse than it had
without the reward as a part of the observation. The fourth experiment included the
motor angles of both the present and previous steps within the observation space.
The agent was not able to learn under these conditions, and its average progress
was close to zero. The second, third, and fourth experiments are shown in Fig. 4.6.
The fifth and sixth experiments sought to prove the stability of the learned policy

without the episodic learning structure and furthermore, without precise rewards

32



4.3. Learning on Qbot

Figure 4.5.: Experiment on the minimal environment with the Q-lite and Dueling
Deep Q-Learning algorithms. A score of 400 points corresponds to
roughly 1 meter of forward motion.

or symmetrical chassis dimensions. In the fifth experiment, the delay time was
reduced to 0.25 seconds, which was less than the image processing lag. The number
of possible states was also increased from 5 to 9, and a penalty was introduced into
the reward structure which punished the robot for reaching the limits of its range
of motion. The robot was allowed to train without manual intervention until it
reached a distance of 1 meter. During this time, the robot lost its forward orientation
on multiple occasions but was able to correct itself. It required approximately 10
minutes for the robot to reach the 1 meter mark. When the robot was reset, it
required approximately 1 minute to cover the same distance. The sixth experiment
repeated the structure of the fifth, but one of the links on the robot’s front left
leg was replaced with a much longer piece. A comparison of the links is shown
in Fig. 4.7. The legs appeared suspiciously asymmetrical, but the results of the
training were not affected. This shows that the agent and environment are capable
of producing a useful policy despite different physical dimensions of the robot. These
results imply that the continuous-episode formulation of the environment and the
0.25 delay time improve the training time in terms of real-world minutes at the cost
of sample efficiency.
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Figure 4.6.: Experiment on environments with different observation spaces. The
Dueling DQN trial is included as it appears in Fig. 4.5, labeled "Minimal
Feedback". The trial in which the reward is included as a part of the
observation space is labeled "Plus Reward". The trial in which the
motor positions of the prior step are included as a part of the observation
space is labeled "Plus Prior Position".

Figure 4.7.: Comparison of the short leg vs the long leg.
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In conclusion, this project demonstrates that deep reinforcement learning can be
applied to a physical quadrupedal robot to learn an effective forward gait in real
time. The disparity between the performance of the Q-lite agent and the DDQN
agent may be attributed to the difference in the way they interpret observations.
The tabular method relies on a discrete observation space, while the neural networks
are able to make inferences with the assumption of a continuous observation space.
Attempts to augment the observation space with more detailed feedback resulted
in reduced performance. Though it is possible that a more detailed observation
space would lead to a more agile gait in the long-term, this project prioritized rapid
learning and immediate results.
If work on this project were to continue, it would be useful to test the robot’s

ability to learn on different surfaces. Carpet, gravel, or sand might result in very
different gaits. It would be interesting to see if a single network could learn a policy
capable of walking on different surfaces.
The robot eyes developed in the early phases of the project were too large to fit on

the final prototype of the quadruped. However, if the robot chassis was enlarged or
the eyes made smaller, it would be possible to provide the quadruped with on-board
vision. Such sensory information would allow the robot to generate a reward signal
from a subjective perspective. Coupled with object detection, this could allow the
quadruped to react to its environment dynamically. For example, it was proposed in
an early stage of the project that the robot would be able to walk towards a known
target object. If a learning environment was constructed which could be solved by a
tabular reinforcement algorithm, the entire program could be run from a Raspberry
Pi, eliminating the need for an off-board computer. The inclusion of a battery pack
would then allow the robot to be much more mobile and explore a greater range of
territory.
It would be interesting to test the robot given additional sensory information.

IMU data could provide rich information on the robot’s position. Sensors could also
be placed on the robot’s feet so that the robot would know if they are in contact
with the ground. Because there are numerous stable positions which only require
three limbs to support the chassis, the quadruped currently has no way to determine
if its limbs are airborne.
The experiments with expanded observation spaces indicated that additional com-

plexity can be detrimental or even fatal to the learning process. For this reason, it
might be useful to design an augmented learning process with two agents. The first
agent could have a minimal observation space, as was used in this project. The sec-
ond agent could have an expanded observation space, including additional sensory
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information. The training would occur in two phases: during the first phase, the
minimal agent would make all the decisions and the second agent would passively
learn from the experience. In the second phase, the second agent would make all
the decisions, hopefully benefiting from the additional information.
The most interesting line of future development may lie in the integration of

Generative Adversarial Network (GAN) with the reinforcement learning algorithm.
A GAN is a neural network which generates new data that resembles its training data
[32]. By training a GAN to produce realistic observations and rewards in response
to an action, the agent might theoretically be able to form an abstract internal
model of its environment. While this would have little benefit for agents learning
in simulation, it could vastly increase the sample efficiency of agents learning in the
physical domain. This would be analogous to the robot being able to learn from its
own imagination.
Though it was not the original goal of this project, the development of a learning

algorithm with fewer hyper-parameters was an exciting accomplishment. Though
the algorithm is tabular, the same principles could be applied to the Deep Q-learning
algorithm. If "Deep Q-lite" is a possibility, it could be applied to a wide range of
tasks.
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A. Resources

A.1. Hardware

This section provides a glossary of the hardware used in the development of this
project.

Adafruit BNO055 Inertial Measurement Unit An IMU which can send the
following data at 100Hz: absolute orientation (as an Euler vector or quaternion),
angular velocity, acceleration, linear acceleration, and gravitational acceleration. It
can also send temperature at 1 Hz and magnetic field strength at 20 Hz. This was
disused due to poor connectivity, long start-up time, and questionable usefulness.

Arduino Uno A single board controller with a 16 MHz processor and 6 PWM
pins. This was used on the final prototype to control the servomotors.

Arduino Wifi Rev 2 Like the Arduino Uno, but with built-in Wifi capabilities
and an integrated IMU. This was disused when it was discovered that it had only 5
PWM pins and not 6 as the pin labels indicated.

JGA25-371 DC Gearmotor with Encoder A DC motor with built-in magnetic
encoder. The encoder has a resolution of 12 counts per revolution. The motor has
a gear ratio of 1:21.3. It draws 46 mA at 12 V and a speed of 126 RPM. It has a
stall torque of 2.65 kg-cm and a mass of 99 g. This was disused because it could not
provide enough torque.

L298N Stepper Motor Driver Amotor driver with 2 h-bridges and a drive current
of 2 A. It can drive 2 stepper motors or 4 DC motors. This was disused after the
switch to servomotors.

PlayStation Eye Camera with 56 or 75 degree field of vision. 640 x 480 at 60
FPS. Uncompressed or JPG compressed video. Omni-directional microphone with
up to 48 kHz sampling rate. This was used to track the robot’s position.

Raspberry Pi 3 B+ A single-board computer. Features ARM architecture, 1 GB
of RAM, 1.4 GHz quad-core processor, 14 GPIO pins (PWM capable), and built-in
Wifi. This was replaced by the Arduino, as was explained in Sec. 3.3.
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Servo Motor MG995 A servo motor with a stall torque of 12 kg-cm at 6 V. The
motor has a mass of 55 g. The pulse width is 500 to 2500 with a duty ratio of 0.5
ms to 2.5 ms and a pulse period of 20 ms. This was used to move the legs.

A.2. Software

This section provides a glossary of the software used in the development of this
project.

Adafruit Python BNO055 A library which controls the Adafruit BNO055 inertial
measurement unit. This library was used to interface with the BNO055 IMU over
the Raspberry Pi’s serial port.

Baselines A reinforcement learning suite with high-performing implementations
of state-of-the-art algorithms. It runs on TensorFlow. Unfortunately, it is poorly
documented, not modular, not commented, mostly untested, and generally diffi-
cult to work with. This was intended to be used on the physics engine simulation
experiments, but it was replaced by ChainerRL.

ChainerRL A deep reinforcement learning suite built on Chainer, a deep learning
framework. ChainerRL offers implementations of numerous reinforcement learning
algorithms. It is modular, easily customized, and well documented. Chainer lacks
the hardware requirements of TensorFlow and it is easy to install. This was initially
used on the physics engine simulation experiments, but replaced by Stable Baselines.

Gazebo A physics engine which is attached to ROS. Despite the existence of ROS
packages to connect it with Gym, it was never successfully implemented, and quickly
replaced by PyBullet.

Gym A reinforcement learning framework with a suite of testing environments.
This was used to compare different algorithms and train the robot.

OpenCV A computer vision library. This was used for stereoscopic vision, object
detection, and color masking in the final prototype’s reward function.

pigpio A library which allows a host computer to control the pins of a Raspberry
Pi wirelessly, including functions for pulse width modulation.

PyBullet A python wrapper for Bullet3, an open source physics engine. It was
used to simulate different robot anatomies.
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A.2. Software

pyFirmata A library which enables a host computer to directly access the functions
of an Arduino through use of a USB tether.

PyTorch A deep learning framework. This has lower hardware requirements than
TensorFlow, leading to its use in the final experiments, which were conducted from
a low-quality laptop.

Robot Operating System (ROS) A robotics framework which features a peer-to-
peer communication network and a multitude of built-in packages. Use of this soft-
ware was discontinued because the built-in message data types and communication
functions were too limited, the tutorials and documentation for the software were
inaccurate and/or outdated, the software interfered with other python programs,
and the robotics packages relevant to this project were not functional without nu-
merous alterations to the source code. Furthermore, ROS is only compatible with
python 2, whereas most of the other software used in this project requires python 3.

RPi.GPIO A library which controls the GPIO pins on the Raspberry Pi. It was
eventually replaced by pigpio, which offers additional features.

Stable Baselines A deep reinforcement learning suite. It is a fork of OpenAI’s
Baselines. It was used to train agents in the physics engine simulation. It offers vec-
torized environments, allowing a speed increase of 4 to 6 times. It is well documented
and highly modular.

TensorFlow A deep learning framework. It is used to create the neural networks
which serve as function approximators within the reinforcement learning algorithms
used by Stable Baselines. Its hardware requirements make it incompatible with the
laptop which was used to test the physical robot.
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