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Abstract 

One idea of how our visual systems process the information obtained from our environment is with 

ensemble perception by means of summary statistics. Here we present findings from a study on 

whether higher-order statistical properties are encoded with complex contours, our hypothesis 

being that they would be encoded. We replicated the feature distribution learning (FDL) method 

described by Chetverikov, Campana, and Kristjánsson (2016), which exploits the priming of pop-

out effect, and relies heavily on role-reversal effects. We used a visual search task in which eleven 

observers searched for an oddly formed shape among 35 distractors. The stimuli were various 

shapes derived from the Validated Circular Shape Space (Li, Liang, Lee, and Barense, 2019). 

Observers indicated whether the target was situated in the lower half or the upper half of the array. 

Our results resemble previous findings in some aspects, but not for all observers with regards to 

encoding the shape of the Gaussian distribution. Response times depend on role reversals and the 

shape of the preceding distractor distribution, indicating that observers encode the mean and 

variance of the distribution. The decrease in response times for both the Gaussian and uniform 

distributions can be described by a two-step function, corresponding to the probability density 

function (PDF) of the uniform distribution. However, comparing prespecified models to the 

observed data revealed that approximately half of the observers encoded the shape of the Gaussian 

distribution, while the majority encoded the uniform distribution. Our results might indicate that 

observers need more learning trials in order to encode the Gaussian distribution for complex 

contours. Additionally, too much of the display may have been in the observers’ periphery, 

resulting in difficulties when trying to get an overall impression of the distribution. A solution to 

this would be rerunning the experiment, putting the individual shapes closer together, possibly 

using slightly smaller shapes, and increasing the number of learning trials. We conclude that 

encoding feature distributions of complex contours is possible, but the experimental design and 

method may require several adjustments.  

 

Keywords: ensemble perception, summary statistics, feature distribution learning, probability 

density function, pop-out effect, role-reversal, visual search 
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Introduction  

Human beings navigate an environment that consists of an array of various features on a daily 

basis. Groups of similar objects or features are common occurrences – a flock of birds, a crowd of 

people, a cluster of grapes. Initially, we may perceive individual items in a set as highly visible, 

distinguishable and unambiguous. But what information do we retain after we avert our gaze? Our 

visual system must encode and interpret this information and seemingly does so with ease. 

However, the question of how we manage to make sense of a myriad of visual stimuli remains an 

interesting challenge for perception scientists.  

One intriguing idea of how the visual system deals with the vivid intricacies of our 

environment is ensemble perception, i.e. by innately representing sets of similar items (such as the 

leaves of a tree) using summary statistics (Whitney & Yamanashi Leib, 2018). Ample evidence 

supports the notion that the visual system can encode low to mid-level statistics (e.g. mean and 

variance) when discerning regularities in the external world (Alvarez & Oliva, 2008; Bauer, 2009; 

Chetverikov, Campana & Kristjánsson, 2016; Solomon, Morgan & Chubb, 2011; Watamanuik & 

McKee, 1998; Webster, Kay & Webster, 2014). Furthermore, some studies have produced different 

results as to whether the same can be said for higher levels of statistical properties, such as the 

kurtosis and skewness of distributions. Using a novel approach termed feature distribution 

learning, Chetverikov, Campana & Kristjánsson (2016, 2017) demonstrated that observers did, in 

fact, detect higher-order statistics of feature distributions. However, the earlier studies of Dakin 

and Watt (1997) and Atchley and Andersen (1995) had respectively produced evidence to the 

contrary, with no apparent encoding of kurtosis or skew.  

 

Ensemble perception 

A proposed operational definition of ensemble perception by Whitney and Yamanashi Leib 

(2018) includes the following five factors; the perception of a statistical moment in a crowd, the 

integration of multiple stimuli (approximately the square root of the number of stimuli in the scene), 

precise representation of the ensemble property, lack of a requirement for sensitivity to particular 

individual set members, and high temporal resolution.  

The visual system encounters numerous obstacles whilst perceiving complex scenes; coarse 

peripheral resolution (Virsu & Rovamo, 1979), the rudimentary restraints caused by visual 
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crowding (Whitney & Levi, 2011), limited attentional resources (Dux & Marois, 2009), restricted 

eye movements and scanning (Wolfe, 1994), and the finite capacity of visual working memory 

(Luck & Vogel, 2013). It may be that when faced with said obstacles, the visual system deploys its 

ensemble perception mechanism(s).  

Although the composition of the visual scenes we face every day may seem arbitrary and 

haphazard, our visual system is proficient at detecting the similarities or redundancies within 

groups of both natural (e.g. blades of grass) and artificial (e.g. car lots) items, features, and textures 

(Haberman & Whitney, 2012). Ensemble perception has been reported for several low-level 

features, which include orientation (Chetverikov et al., 2016), motion (Watamanuik & McKee, 

1998), hue (Webster et al., 2014) brightness (Bauer, 2009), and spatial position of a group of 

random stimuli (Alvarez & Oliva, 2008). Interestingly, research has also demonstrated the 

extraction of ensemble perception information for mid-level features, such as size (Solomon et al., 

2011), as well as for high-level features.  

High-level ensemble research has mostly focused on features pertaining to facial stimuli 

thus far (e.g. emotional expression, family resemblance, gaze direction, head rotation, gender and 

racial diversity) (Bai, Yamanashi Leib, Puri, Whitney & Peng, 2015; de Fockert & Wolfenstein, 

2009; Florey, Clifford, Dakin & Mareschal, 2016; Haberman & Whitney, 2007, 2009; Haberman, 

Lee & Whitney, 2015; Neumann, Schweinberger & Burton, 2013; Yamanashi Leib et al., 2012b; 

Sweeny & Whitney, 2014). A compelling product of the high-level ensemble research is the 

implication that the decoding of complex perceptual stimuli, such as the perception of crowd panic, 

is possibly facilitated by the mechanisms of ensemble perception (Sweeny, Haroz & Whitney, 

2013). However, little research exists on ensemble perception information for high-level features 

beyond facial stimuli, such as complex contours or shapes.  

It may well be that ensemble representations serve as a foundation, upon which some of 

our most vivid and rapid perceptual experiences are dependent (Block, 2011; Cohen, Dennett, & 

Kanwisher, 2016; Intraub, 1981; McClelland & Bayne, 2016; Potter, 1975; Thorpe, Fize, & Marlot, 

1996), despite not relying on consciously representing every unique feature of the scene. Even 

though a face is rendered unrecognisable by the size of the surrounding crowd of faces, it still 

affects the perceived ensemble expression in the crowd (Fischer & Whitney, 2011). The average 

liveliness of a scene can be perceived with a quick glimpse (Yamanashi Lieb et al., 2016). Changing 
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an inconspicuous object can alter the scene’s perceived ensemble properties in general, despite the 

object previously going unobserved or unidentified (Haberman & Whitney 2011; Ward, Bear, & 

Scholl, 2016). One interpretation of findings such as these is that the individual items of a scene 

are remarkably accessible, yet unreportable, in our consciousness (Block, 2011; McClelland & 

Bayne, 2016; Shea & Bayne, 2010). An alternative explanation may be that the visual system 

encodes summary statistical data from crowds of items by processing their identities in an 

unconscious manner (Chaney et al., 2014; Cohen et al., 2016). Either explanation results in the fact 

that visual perception is richer than one would expect, given the restrictions of attention, short-term 

memory, cognition or language (Cohen et al., 2016). The mechanisms of the visual system are 

undoubtedly multi-faceted, but how does it detect statistical information, and what exactly is 

encoded? 

 

Summary statistics 

At almost any given moment, an abundance of individual items occupy our visual field,  

drastically outnumbering the limited capacity of our visual working memory or attention span 

(Baddeley & Hitch, 1974; Baddeley, 1986). Ensemble summary statistics enable us to condense a 

plethora of visible properties of items into compact descriptions of the scene at hand (Utochkin, 

2015). Additionally, these statistical descriptions can be constructed as “pure” global features, 

without taking into consideration the spatial arrangement of individual items occupying the visual 

field (Cant & Xu, 2012; Chong, Joo, Emmanouil, & Treisman, 2008; Utochkin, 2013). Observers 

are able to identify which items are members of the same or different groups in a complex visual 

scene, without paying attention to individual items. This process has been termed rapid visual 

categorisation (Utochkin, 2015). An example of this would be to briefly look at a field full of 

various flowers, and subsequently be able to identify that roses and lilies were among them. 

Moreover, one could estimate the average colour of the lilies and roses, and, further, the 

approximate ratio of flowers in full bloom to flowers that are merely buds. If we were to imagine 

the flowers growing in a field of green grass, our estimated average colour of the entire scene 

should shift toward green, due to the grass being more prominent than the flowers. Yet we are 

somehow able to disregard the salience of the green grass while estimating the average colour of 
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the flowers. Additionally, we can differentiate between the lilies and roses, and judge their average 

colours independently of each other.  

 Rapid visual categorisation by means of statistical summary representations is a swift 

process that seems to function without much cognitive effort (Ariely, 2001). The notion is well-

established; size (Chong & Treisman, 2003, 2005), spatial position (Alvarez & Oliva, 2008), 

orientation (Morgan, Chubb, & Solomon, 2008), and emotion and gender (Haberman & Whitney, 

2007, 2009)  are all instances of features from which observers can extract an estimated average. 

In addition to requiring minimal effort, summary statistical mechanisms appear to be a largely 

unconscious and automatic process. In a recent study by Yamanashi Leib et al. (2016), observers 

estimated the average lifelikeness of random crowds of objects (e.g. plants, insects, animals, and 

household items). Their ratings were highly correlated with the mathematical mean of the objects’ 

individual ratings, despite those ratings having been obtained from independent observers. The 

observers’ estimates of the ensembles were acquired from displays as brief as 250 ms, even though 

observers could not necessarily recall individual stimuli in the crowd (Yamanashi Leib et al., 2016), 

supporting the idea of the process being unconscious and automatic.  

In the existing literature on ensemble statistics, the most commonly researched statistical 

measure is the perceived average of a group of items. However, the variance in a group of items is 

similarly important and informative (Wolter, 2007). The various applications of variance 

information were illustrated in a study by Haberman et al. (2015b), wherein observers who viewed 

a crowd of up to 16 faces for 1 s could effectively match and discriminate the variation of emotion 

present in the crowd. Firstly, variance is an indicator of how reliable the estimated average is (e.g. 

a group of angry faces signifies something different than a group of faces with varied expressions). 

Secondly, variance information can provide direct information about a crowd of items, such as its 

diversity and general composition (in terms of the aforementioned study, observers estimated the 

variation of emotional expressions in a crowd). Finally, computing variance information may be a 

convenient and proficient method of detecting statistical outliers (e.g. any deviant expressions 

present in a crowd, as hypothesised in Whitney, Haberman, & Sweeny’s review (2014)). The 

observers’ ability to distinguish among several levels of variance, not solely between homogeneous 

and heterogeneous crowds, was substantiated with the ensuing tests (Haberman et al., 2015b). 

Norman, Heywood, & Kentridge (2015) used perceptual adaptation to demonstrate observers’ 
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automatic encoding of variance in orientation. Observers who adapted to a set of Gabor patches 

with high orientation variance later judged a test set as less variable, and vice versa.  

The concept of summary statistical representation has generated considerable interest 

among perception scientists in recent decades. A multitude of studies have demonstrated both the 

importance of mean and variance information, and the visual system’s ability to encode it (Alvarez 

& Oliva, 2008, 2009; Ariely, 2001; Chong & Treisman, 2003, 2005; de Fockert & Marchant, 2008; 

Haberman & Whitney, 2007, 2009; Haberman et al., 2015b; Morgan et al., 2008; Norman et al., 

2015; Yamanashi Lieb et al., 2016). Despite this, the question of exactly whether and/or how the 

visual system extracts higher-order statistical properties (e.g. kurtosis or skewness) continues to 

perplex the community. Compared with the existing research on the visual system’s ability to 

encode mean and variance, studies focusing on the encoding of more complex statistical properties 

are relatively rare, and most of them have yielded negative results. Dakin and Watt (1997) found 

that observers employed variance information rather than skewness information, when judging 

differences in the orientation of two intermixed sets of stimuli. Correspondingly, Atchley and 

Andersen’s (1995) findings indicated that, despite being able to differentiate between the velocity 

distributions of different sets of moving dots in mean and variance, observers could not detect the 

kurtosis or skewness of these distributions. Moreover, Michael, de Gardelle, and Summerfield 

(2014) discovered that when judging average shape or colour, constant feature variance of 

consecutive stimulus sets is more beneficial to the observers’ performance, as opposed to a 

fluctuating feature variance. Their findings further demonstrated that this effect is not purely 

ascribable to changes in task demands, and accordingly does not indicate differences in cognitive 

control. The authors maintained that this form of variance priming is rapid and automatic, as it 

appears both for task-relevant and task-irrelevant features, and functions for intervals as brief as 

100 ms (Michael et al., 2014).  To summarise, according to these previous studies it seems that 

observers rely more substantially on information derived from the variance of distributions of 

stimulus sets, than on kurtosis or skewness information.  

A possible reason for the relative absence of research on how the visual system deals with 

more complex statistical properties in ensemble representations is how difficult it can be to assess 

them. In essence, two qualitatively different distributions can have the same basic statistical 

properties (such as mean and standard deviation), but the differences become evident once their 
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distribution density has been plotted. This is clearly illustrated in Figure 1, which shows five 

examples of distributions with the same means and standard deviations. The plots of these 

distributions reveal their qualitative differences, and when the data are converted to tiles of varying 

lightness, the differences become even more palpable. The question at hand is whether the visual 

system is capable of encoding these differences in feature distributions.  

Figure 1. Five examples of distributions of 25 tiles of various lightness. The plotting of the 

distribution densities in the bottom row reveals qualitative differences, despite the summary 

statistics (mean and standard deviation) being the same in all cases (Retrieved from Chetverikov 

et al, 2016).  

 

Feature distribution learning 

The lack of a convenient approach to assessing distributions is an extensive methodological 

obstacle when studying more complex statistics in ensemble representations. Acknowledging this 

need for a novel approach, Chetverikov and colleagues (2016) proposed a method termed feature 

distribution learning (FDL), which is based on exploiting the “priming of pop-out” effect 

(Maljkovic & Nakayama, 1994). They suggested that doing so would reveal internal models of the 

targets and distractors learned by observers. “Distractor to target” role reversal is also of particular 

interest, where the target has the features that applied to previously learned distractors, usually 

resulting in exceptionally long search times. If the model used in an experiment is accurate and 

search parameters are consistent over time, RTs are quicker (Kristjánsson & Driver, 2008). The 

internal model can be assessed by varying the degree to which formerly repeated distributions 
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match the new one (Chetverikov et al., 2016). Recently, Tanrıkulu, Chetverikov, and Kristjánsson 

(2020) investigated the temporal integration of feature probability distributions using role reversal 

effects. Their results indicated little temporal integration, as search times were largely dependent 

on the very last learning trial. They came to the conclusion that when the input is unreliable, the 

visual system relies on the most recent stimulus, as opposed to integrating it with prior stimuli. 

Further, they say this might mean that the visual system prefers to use sensory history when the 

environment’s statistical properties are relatively stable (Tanrıkulu et al., 2020). 

 

Priming of pop-out 

The priming of pop-out effect (PoP) was originally termed by Maljkovic and Nakayama 

(1994), and describes the way in which visual search speed is influenced by recently observed 

target stimuli and their surrounding visual environments. In their seminal studies, Maljkovic and 

Nakayama (1994; 1996) showed that the repetition of the attention-driving feature (e.g. colour or 

spatial frequency), along with the repetition of the target position, primes the deployment of 

attention to the same feature on the following trials. The repetition of the high-acuity aspect (e.g. 

shape or orientation) does not. Attentional priming of this nature can affect search at feature, 

feature-dimension, or object levels, although this is dependent on the stimuli and task demands in 

question (Campana, Pavan, & Casco, 2008; Kristjánsson, 2006; Kristjánsson & Campana, 2010; 

Kristjánsson, Sævarsson, & Driver, 2013; Lamy et al., 2008; Meeter & Olivers, 2006; Muller, 

Reimann, & Krummenacher, 2003; Ásgeirsson & Kristjánsson, 2011). In addition to specific 

features, the relationship between target and distractors can also be primed (Becker, 2008, 2010; 

Meeter & Olivers, 2014). Among the key findings in Maljkovic and Nakayama’s studies (1994, 

1996) was that the PoP effect was neither affected by prior knowledge of the probability of a target 

colour change, nor was it affected by predicting the imminent target colour by subvocalising it. 

Their subsequent conclusion was that the PoP effect reflects the automatic priming that takes place, 

on account of the persistence of the target and distractor colours of the previous trial (Maljkovic & 

Nakayama, 1994, 1996). Interestingly, in a re-examination of the aforementioned studies, 

Cochrane and Pratt (2020) found that despite the considerable scope of the PoP effect, it was, in 

fact, greatly impacted by prior knowledge of the probability of a target colour switch. They further 

claimed that their results supported the abandonment of the notion that the PoP effect is solely 
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representative of the automatic priming of the previous target and distractor colours, independent 

of conscious preconception (Cochrane & Pratt, 2020).  

 

Role-reversal 

 As mentioned above, “distractor to target” role-reversal is of great significance with regards 

to feature distribution learning. That is, when a feature (or features) of previously learned 

distractors are applied to a target in a following trial (Chetverikov et al., 2016). For example, if a 

yellow target is surrounded by red distractors over several trials, and then the colours are switched, 

it would result in longer search times than if the target were to become blue instead of red 

(Chetverikov et al., 2016; Kristjánsson & Driver, 2008). In tasks where role-reversal is 

implemented, the target reflects a single point in a feature space, which, as suggested by 

Chetverikov and colleagues (2016) can serve as a “probe” to assess the internal representation of 

the probability of the distractor in a given point in feature space. This probability can vary for 

different reasons (e.g. because of the distribution of distractors’ features or the number of 

repetitions). If the distractors have only ever been yellow, the likelihood of observing distractors 

in the “yellow” section of the feature space is high, while it would be low for the other sections. 

Therefore, search times will be longer when the target is yellow. If the distractors have sometimes 

been yellow but other times red, then the likelihood of observing distractors is high in the yellow 

section, low in the red section, and lowest in any other sections of the feature space. Accordingly, 

search times will be the fastest when the target is neither yellow nor red, somewhat slower when 

the target is red, and the slowest when yellow. When the positioning of a target in a feature space 

relative to a preceding distractor distribution varies between trials, it becomes possible to assess 

observers’ internal representations of the distribution’s probability density functions (PDF). This 

allows for a relatively accurate assessment of models (Chetverikov et al., 2016).  Using this 

method, Chetverikov and colleagues (2016) demonstrated the observers’ ability to encode the 

shapes of Gaussian, uniform, and skewed distributions. By manipulating the distance between the 

previously learned distractor distribution and the target, an RT-function is revealed, which echoes 

the basic features of the distractor distribution (Figure 2). In a more recent study, Hansmann-Roth, 

Chetverikov, and Kristjánsson (2019) found that unattended distributions are not encoded fully, 

but their means are encoded.  
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Figure 2. Search times as a function of the distance between the current target and previously 

learned distractor distribution (CT-PD). The grey areas signify the 95% confidence intervals 

derived from a local regression fit (left). The prediction of the RT function plotted against the 

distance between the target and distractor distribution during learning trials (CT-PD), if the shape 

of the distribution is encoded (right) (Retrieved from Chetverikov et al., 2016) 

 

The current study 

The objective of this study is to ascertain whether observers can encode higher-order 

statistical properties of feature distributions (e.g. kurtosis and skewness) with complex contours, 

using feature distribution learning. This will be done by replicating the procedure previously 

implemented by Chetverikov and colleagues (2016). However, instead of using variously oriented 

lines as stimuli, this study’s stimuli will consist of complex contours. We predict that observers 

will be able to encode higher-order statistics of feature distributions with complex contours, by 

means of feature distribution learning. If this hypothesis is true, the study results should show an 

RT-function which resembles the underlying features of the previous distractor distribution. If the 

hypothesis is not true, however, the results should show an RT-function which differs significantly 

from the underlying features of the distractor distribution.  
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Method 

Participants 

Eleven subjects (4 male, 22-38 years old, mean 27.07 years) participated in this study. All 

subjects were associates of the researchers, all but one of whom are currently enrolled in either the 

University of Iceland or the University of Reykjavík or have previously earned a bachelor’s degree 

from said establishments. All subjects reported normal or corrected-to-normal vision and were 

naïve to the purpose of the study, except for the two authors of the Bachelor thesis. No payment 

was issued in exchange for participation. However, the subjects were informed that the participant 

who achieved the highest score would receive a gift card at the University Bookstore worth 5000 

ISK.  

 

Stimuli  

The stimuli utilised in this experiment were various shapes derived from the work of Li, 

Liang, Lee, and Barense (2019), wherein they provided the first perceptually uniform shape space, 

the Validated Circular Shape Space (VCS space). It is based on a simplified two-dimensional 

version of the CIELAB colour space, in which the colours vary incrementally in a circular space 

(i.e. a “colour wheel”). The purpose of the VCS space was to impart the difference and similarity 

of colours, with regard to their respective degrees on the colour wheel, to an equivalent space for 

shapes. The angular distance between any two points in the shape space is a proxy for the subjective 

similarity of the corresponding shapes, meaning that two shapes sampled from any distance apart 

are approximately as similar as any other shapes from the same degrees distance. To put it simply, 

the distance is perceptually linear – equal differences are also perceptually equal. Furthermore, the 

extent of similarity can be estimated by angular distance, i.e. shapes sampled from further distances 

bear less resemblance to one another than shapes sampled from closer distances (Li et al., 2019). 

The VCS space in its entirety consists of 360 shapes, one for each degree. In this experiment, 

however, every second shape is implemented, a total of 180 shapes, to still have a circular space. 

 



 17 

 

Figure 3. The experimental display showing a search array of 36 shapes arranged in a 6×6 grid 

subtending 16°×16° in the centre of a screen. The second last shape in the top row is the target 

shape and the rest are distractors, drawn from a Gaussian distribution. 

 

The shapes’ black outlines were displayed on a white background in the middle of the 

screen. On each trial, search displays consisted of one target, the most oddly formed shape, among 

35 distractors arranged in a 6×6 grid, subtending 16°×16° (shown in Figure 3). A random jitter in 

the range of ±0.5° was added to both the horizontal and vertical coordinates of each item. The 

position of the target (i.e. the most oddly formed shape) is randomised. The 35 distractors, which 

were drawn randomly from either a Gaussian or uniform distribution, remained constant during 3-

4 learning trials. Values for the distributions are the same as described in Chetverikov et al. (2016). 

During learning trials, the Gaussian distribution had a standard deviation (distractor standard 

deviation or DSD) of 15 degrees (Gauss15). The uniform distribution (Uniform) had a range of 60 

degrees (±2*15 deg, the area comprising Gauss15).  

After each block of 3-4 learning trials, there is one test trial to probe the learning of the 

distribution. In that trial, the distractors are drawn only from a Gaussian distribution with a DSD 

of 10 degrees. During the learning trials, certain feature values apply to the target and distractors. 

These are subsequently switched in the following test trials in order to expose the internal 
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expectations observers may have of distractors. Consequently, this also reveals the observer’s 

internal representation of the distractor distribution employed in the learning trials. The foremost 

variable that affects the level of role-reversal effects is the distance between the degree of the target 

shape on the test trial and the average degree of the previous distractors in the learning trials. This 

variable is termed CT-PD (“current target-previous distractor” distance), and is the principal factor 

that is manipulated during FDL studies.  

 

Apparatus 

The experiment was run on a 24-inch calibrated LCD monitor ASUS VX248h display 

with a refresh rate of 60 Hz and 1920x1080 pixel resolution. The MATLAB 2016a software was 

used to run the experiment with the Psychophysics Toolbox Version 3 (Brainard, 1997), which 

ran on a Desktop PC with Windows 10 software.    

 

Procedure and design 

The first sessions tended to require up to 60 minutes to complete, which included time for 

the signing of informed consent forms, instructions, a brief demonstration and practice session, and 

the actual experiment. The practice session included at least 30 trials for the participants to 

familiarise themselves with the experiment. The first session of the experiment functioned as a 

training session so that subjects could get used to the task. The goal of this was to decrease the 

average response times and increase accuracy. Thus, the criteria for data to be included is that the 

average RT is below 2 s, and accuracy is above 85% correct (Chetverikov, Hansmann-Roth, 

Tanrıkulu, & Kristjánsson, 2019). Following the training session, subjects finished two additional 

experimental sessions. In the conclusion of their third and final session, participants were debriefed.  

 The experiment consisted of blocks of 3-4 learning trials and a single test trial. Participants 

sat in a darkened room in an estimated viewing distance of 57 cm. On each trial, participants 

searched for one target, the most oddly formed shape, among 35 distractors. The subjects were 

asked to indicate whether the target was situated in the upper three rows or the lower three rows of 

the display. If the target line was in the upper half of the display, subjects pressed the „i“ key, and 

the „j“ key if it was in the lower half. Should subjects press the wrong key, the word “ERROR!” 

would appear in red letters for one second. If their response was correct, the search array for the 
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subsequent trial appeared immediately. The reasoning behind the lack of feedback after correct 

responses is to avoid interrupting the continuity between trials with a feedback display. Absence 

of feedback following correct responses simultaneously acts as feedback that the subject was 

correct. The feedback screens following incorrect responses slow down the experiment’s 

progression and therefore serve as a motivation for the subject to respond correctly. Subjects had 

been notified in advance that their performance would be scored and were therefore encouraged to 

respond as fast and accurately as possible so they might increase their scores. Each trial’s score 

was quantified as Score = 10 + (1 – RT) ∗ 10 for correct responses, where RT signifies response 

time in seconds. For errors, the score was computed as –|Score| – 10. The score from the preceding 

trial was visible in the upper left corner of the screen, in green if positive, in red if negative, in 

addition to the trial number and the total number of trials, or 1944. The total score was revealed 

during resting periods after each streak, four in total. The duration of the resting period was 

unlimited. 

 

Data analysis 

The analysis was conducted in R (R Core Team, 2020). To begin with, descriptive statistics 

were calculated using the psych package (Revelle, 2019). Instructions described by Chetverikov et 

al. (2019) for analysing feature distribution learning were followed using the apastats package 

provided by Chetverikov (2019). First, response times (RT) were log-transformed and calculated, 

as well as the accuracy of responses. Subjects with an average RT above 2 s were excluded from 

the data analysis. Additionally, subjects whose performance had less than 85% accuracy in 

responses were excluded, along with trials following an incorrect response to avoid potential post-

error slowing effects (Chetverikov et al., 2019; Smith & Brewer, 1995; Rabbitt, 1966). Using the 

ez package (Lawrence, 2016), a two-way repeated-measures ANOVA was conducted in order to 

analyse reaction times and accuracy.  

 The main objective of the FDL method is to assess whether the previous distractor 

distribution reveals the visual system’s internal representations of the ensembles as a probability 

distribution. This was done by plotting the shape of RT during learning trials for both distributions 

against the distance between the current target and the previous distractor mean (CT-PD). Using 

the segmented package (Muggeo, 2008), potential breakpoints in search times were analysed. 



 20 

Following the procedure employed by Chetverikov et al (2017), several predefined models were 

fitted to the data. More specifically, a half-Gaussian model with SD = 30 degrees, a uniform model 

with a fixed range of 90 degrees, a linear model and a “uniform with decrease” model. Each model 

was compared with the Bayesian Information Criterion (BIC) and the best-fitting parameters were 

obtained via Maximum Likelihood Estimation.  

 

Results 

Performance during learning trials 

The main goal of the current experiment was to investigate distractor distribution learning. 

First, performance during learning trials was examined. When searching for an oddly shaped form 

drawn from a Gaussian distribution, observers RTs were faster (M = 790 ms, SD = 333), compared 

with when features were drawn from a uniform distribution (M = 860 ms, SD = 374). A two factor 

(distribution shape×trial number within learning streak) repeated-measures ANOVA with RTs as 

the dependent variable, showed a significant main effect of distribution type, F(1, 10)=210.7, 

p<0.05, ηg2= 0.876. Repetition effects within streaks revealed that RTs decrease following the first 

repetition, reaching a plateau state after the second trial (Figure 4a). There was a significant main 

effect of trial number within streak on RT, F(1, 10)=103.6, p<0.05, ηg2 = 0.843, and a significant 

distribution type×trial number within learning streak interaction F(1,10) =17.6, p<0.05, ηg2 = 

0.195.  

 When searching for an oddly shaped form drawn from a Gaussian distribution, observers 

were slightly more accurate (M = 0.96, SD = 0.02), compared with when features were drawn 

from a uniform distribution (M = 0.95, SD = 0.02). A two factor (distribution shape×trial number 

within learning streak) repeated-measures ANOVA with accuracy as the dependent variable, 

showed a significant main effect of distribution type, F(1, 10) = 7.7, p<0.05, ηg2 = 0.300. During 

the first repetitions errors decreased, reaching a plateau state after the second trial (Figure 4b). 

There was a significant main effect of trial number within streak on accuracy,  

F(1, 10) = 22.8, p<0.05, ηg2 = 0.411 and a significant distribution type×trial number within 

learning streak interaction F(1, 10) = 23.4, p<0.05, ηg2 = 0.186. 
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Figure 4. Mean error rate shown in percentages (a) and response time for correct answers in ms (b) 

across all observers, against trial number within learning streaks and distribution type. The red line 

signifies the uniform distribution and blue signifies the Gaussian distribution. Error bars 

correspond to 95% confidence intervals.  

 

During learning trials, RTs as a function of the distance between the target and the current 

distractor resembles a U-shape (Figure 5). When the shape of the target has a degree close to the 

current distractors in circular space, search times increase. In turn, the more different the target is 

from the distractor, the faster the search time.  
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Figure 5. Mean response times for the whole session during learning trials of correct answers as a 

function of the distance between the target and the current distractor. Shaded areas show 95% 

confidence intervals.  

 

Performance during test trials  

If the visual system is able to encode the distribution of previous distractors, role reversals 

should affect search times in terms of the shape of the distractor distribution during learning trials 

being reflected in the RT function during test trials (Chetverikov et al., 2019). As a result of role 

reversal, search times for targets close to the mean degree of the previous distractor distribution 

are expected to be slower than search times for targets outside the distractor distribution range 

(Kristjánsson & Driver, 2008). Additionally, the RT curve is expected to decrease gradually 

following a Gaussian distractor distribution. In contrast, following a uniform distractor distribution, 

the RT curve is expected to be flat when targets fall within the distractor distribution range, along 

with a steep decrease in RT’s when targets fall outside the distractor distribution (Chetverikov et 

al, 2019).  
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Figure 6. Results show response times as a function of the distance between the target and the 

previous distractor mean. Gaussian distribution is plotted in blue and the uniform distribution is 

plotted in red. Shaded areas show 95% confidence intervals based on local regression. The upper 

panel shows the probability density function of the previous distractor distribution. 

 

Figure 6 plots the RT as a function of the distance between the targets’ and previous 

distractors’ mean. As predicted search times gradually decrease with increasing distance between 

the current target and previous distractors. Both the Gaussian and uniform distributions resemble 

each other, whereas the uniform distribution has slightly slower response times. In alignment with 

previous findings (Chetverikov et al., 2016, 2017), a segmented regression analysis is expected to 

reveal no significant breakpoint and a significant negative slope following a Gaussian distribution, 

indicating a monotonically decreasing RT function. However, the RT function for the Gaussian 

distribution does not monotonically follow the distractor probability shape. It consists of a roughly 

flat segment before a gradual decrease in RT around 25 to 30 degrees. A segmented regression 

analysis confirmed this. Search times following the Gaussian distractor distribution contain a 
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significant breakpoint: Davie’s p=0.007, at around 27.5 degrees away from the distribution mean. 

The slope before the breakpoint did not differ significantly from zero, b=-0.49, CI = [-2.40, 1.42]. 

The slope after the breakpoint was significantly negative: b=-2.184, CI = [-3.27, -2.18], indicating 

a linear decrease following the breakpoint. As expected, RT functions following the uniform 

distribution can be characterized as a two-step linear function with a significant breakpoint at 25.9 

degrees away from the distribution mean (Davies test: p=0.004), with a significantly negative slope 

after the breakpoint b=-2.65, CI = [-3.19, -2.11]. The slope before the breakpoint did not differ 

significantly from zero b=-0.08, CI = [-2.17, 2.01]. 

 

 

Figure 7. Best fits of different prespecified models compared to the observed data using 

maximum likelihood estimation. The observed data are plotted in orange. The half-Gaussian 

model is plotted in red, the uniform model in green, the “uniform with decrease” model in blue, 

and the linear model in purple.  
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The observed data were compared to prespecified models (Figure 7). Each model 

corresponds to different distribution shapes: A half-Gaussian model with SD = 30 degrees, a 

uniform model with a fixed range of 90 degrees, a linear model and a “uniform with decrease” 

model, composed of a flat part inside the distribution range and a linear decrease outside it. Using 

Maximum Likelihood Estimation, the best fitting parameters are obtained, along with the Bayesian 

Information Criterion (BIC) for comparison. In accordance with previous results (Chetverikov et 

al., 2017), the best fit following a uniform distractor distribution is expected to be a “uniform with 

decrease” model. The best fit following a Gaussian distractor distribution is expected to be either 

a half-Gaussian or a linear model. The results obtained for both distributions corresponded with 

the results from the segmented regression. Following a uniform distribution, the best fits were 

obtained with the “uniform with decrease” model (BIC=172.42), For the majority of observers 

(N=6) the best fit was provided by the “uniform with decrease” model. The second best fit was the 

linear model (𝛥BIC = 12.75), including three individual observers. Following a Gaussian distractor 

distribution, the best fit was obtained with the “uniform with decrease model” (BIC = 192.35). The 

second best fit was the linear model (𝛥BIC = 6.61). The uniform with decrease model provided the 

best fit for six observers, the linear model for three observers, and the half-Gaussian and uniform 

models each provided better fits for one observer, respectively. Results for the Gaussian distractor 

distribution differed from those expected with regards to earlier studies (Chetverikov et al., 2017).  

 

Discussion 

The aim of this study was to investigate whether the visual system can learn a probability 

distribution of complex stimuli. It was hypothesized that observers would be able to encode higher-

order statistical properties of feature distributions with complex contours, by means of feature 

distribution learning. For this hypothesis to be true, the study results should show an RT function 

which follows the shape of the previous distractor distribution. Our results resemble previous 

findings in some aspects. Observers are able to learn the distribution of complex contours when 

they are drawn from a uniform distribution. When the preceding distractor distribution is Gaussian, 

however, observers are not able to encode the distribution. 

 Response times are the slowest when targets are close to the mean degree of the previous 

distractor and faster for targets outside the distractor distribution range. As a result, the RT function 
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resembles a curve, showing a definitive effect on search times following role reversals, confirming 

that observers do indeed encode the mean and variance of the distributions. This is in accordance 

with the results of Chetverikov and colleagues (2016; 2017). Response times differed depending 

on the preceding distractor distribution, illustrating how distribution shape might have an effect on 

how observers encode features. Search times were similar to previous experiments involving odd 

one out target search (Chetverikov et al., 2016, 2017). It seems easier to search for a target among 

distractors in a Gaussian distribution, resulting in longer RTs when the distractor distribution is 

uniform.  

When the preceding distractor distribution is uniform, the RT function corresponds to the 

PDF of the uniform distribution. It can be described as a two-step linear function, with a flat RT 

curve when targets fall within the distractor distribution, and a steep decrease when targets fall 

outside the distractor distribution. This indicates that observers are able to learn distributions of 

complex contours when they belong to a uniform distribution.  

Observers do not seem to be able to learn distributions of complex contours when they 

belong to a Gaussian distribution. The RT curve can be characterized the same as in the uniform 

distribution – a two-step linear function corresponding to the PDF of the uniform distribution. 

However, the same can not be said for all observers. When the linear and half-Gaussian models are 

grouped together, about half of the observers encode the previous distribution shape.  

It may be that one of the reasons for the results of this study being quite ambiguous, is that 

the experimental design underestimated the shortcomings of the visual system. If, in fact, the 

proportion of the feature array that was in the observer’s periphery was too large, it stands to reason 

that their coarse peripheral resolution hindered observers from perceiving the entire array 

consistently (Virsu & Rovamo, 1979). It is also feasible that the density of the stimuli in the array 

might have to be fine-tuned, as it may have resulted in visual crowding (Whitney & Levi, 2011). 

This would further impede observers’ search ability. Although these possible deficiencies of the 

size and layout of the array may have had confusing or detrimental effects on the results of this 

study, they can be rectified and may later serve as a basis which future studies can pay attention to.   

 Chetverikov, Campana, and Kristjánsson (2016, 2017) have demonstrated that feature 

distribution learning is a viable method of probing observers’ internal representations of 

distributions. Their results further revealed that observers could encode the skewness of feature 
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distributions, producing skewed RT functions. They stated that observers only needed to be 

exposed to the distractor distributions a few times to develop internal representations of them.  

However, the minimum number of repetitions of search displays needed for encoding to take place, 

was dependent upon the complexity of the distribution. Chetverikov et al. (2017) maintained that 

while two to three repetitions were sufficient for observers to encode a Gaussian or uniform 

distribution, additional learning trials were required for observers to encode the shapes of more 

complex distributions, such as bimodal ones. We speculate that this dependence upon distribution 

complexity may also be translated to the complexity of the features of the stimuli. Prior feature 

distribution learning tasks have mainly focused on low to mid-level stimuli (e.g. orientation and 

colour). In this study, the stimuli of complex contours may have confounded the visual system’s 

ability to encode higher-order statistical properties. This would mean that in order to encode 

statistics beyond mean and variance, some observers may require more learning trials to properly 

encode the distribution’s shape. This is supported by the fact that approximately half of this study’s 

subjects did indeed encode the shape. Because this study replicated the number of learning trials 

utilised in previous FDL studies, we suspect that increasing the number of learning trials in studies 

with higher level stimuli could yield more substantial results. Finally, because it was difficult to 

determine the best model for some individual observers, more data may have been required. 

Therefore, it would unquestionably be wise to recruit more participants in future studies.   

The results of this study accentuate the dilemma that higher-order statistical properties pose 

to the research of perception. Skewness and kurtosis are immensely elusive and difficult to assess. 

The implementation of the FDL method in this particular study may need a few adjustments for 

optimal results. However, the FDL method is undoubtedly a compelling new approach, which we 

are convinced will shed more light on the subject in future studies. Summary statistics and 

ensemble perception seem to be the bases upon which some of our richest and most vivid perceptual 

experiences rely. Consequently, these ideas call for robust empirical knowledge in order to further 

our understanding of our visual perception. It is clear that the mechanisms of perception will remain 

an intriguing challenge for the foreseeable future and beyond.  
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