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Abstract

Named entity recognition (NER) is the task of automatically extracting and classifying
the names of people, places, companies, etc. from text, and can additionally include
numerical entities, such as dates and monetary amounts. NER is an important prepro-
cessing step in various natural language processing tasks, such as in question answering,
machine translation, and speech recognition, but can prove a difficult task, especially
in highly-inflected languages where each entity can have many different surface forms.

We have annotated all named entities in a text corpus of one million tokens to create
the first annotated NER corpus for Icelandic, containing around 48,000 named entities.
The data has then been used for training neural networks to annotate named entities
in unseen texts.

This work consists mainly of two parts: the annotation phase and the neural network
training phase. For the annotation phase, gazetteers of Icelandic named entities were
collected and used to extract and classify as many entities as possible. Regular ex-
pressions and other heuristics were also applied in this pre-processing step. These pre-
classified results were then manually reviewed. The corpus, MIM-GOLD, is a tagged
and balanced Icelandic corpus sampled from thirteen different text types, containing
a variety of named entities. The entity types that have been annotated are: person,
location, organization, miscellaneous, date, time, money, and percent.

In the neural model training phase, a bidirectional LSTM recurrent neural network
was trained on the annotated corpus, using word embeddings trained from a larger
text source as external input. We trained on different sizes of the corpus, to gain an
understanding of how increasing corpus sizes affects the results. We report an F1 score
of 83.65% for all entity types when trained on the whole corpus.

Experiments with different corpus sizes show a clear advantage in using the whole
dataset, but viable results can also be obtained from smaller training sets. The different
corpus text genres also allow for selecting the domains that best fit the purpose of the
application each time. The corpus and models will be made publicly available, and we
hope they will help in moving the rapidly developing Icelandic language technology
field even further.
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Nafnakennsl fyrir íslensku – málheild og tauganetslíkön

Svanhvít Lilja Ingólfsdóttir

júní 2020

Útdráttur

Nafnakennsl („named entity recognition“), er svið innan máltækni sem felst í því að
finna og flokka sérnöfn, þ.e. nöfn á fólki, stöðum, fyrirtækjum o.fl. með sjálfvirkum
hætti. Stundum eru enn fremur flokkaðar ýmsar tölulegar einingar, svo sem dagsetn-
ingar og upphæðir. Nafnakennsl eru eitt af grunnverkfærum máltækni og mikilvægt
skref fyrir ýmis viðfangsefni hennar, svo sem spurningasvörun, vélþýðingar og talgrein-
ingu. Þetta er þó ekki einfalt verkefni, sér í lagi þegar um er að ræða beygingamál eins
og íslensku þar sem hvert sérnafn getur haft margar birtingarmyndir.

Hér er kynnt mörkun á öllum sérnöfnum og ýmsum tölulegum einingum í milljón orða
málheild, Gullstaðlinum. Þetta er fyrsta íslenska nafnakennslamálheildin, og inniheldur
yfir 48.000 nafnaeiningar. Þessi nýju gögn hafa enn fremur verið notuð til þjálfunar á
tauganetslíkönum til þess að finna og flokka nafnaeiningarnar í áður óséðum texta.

Verkefnið er tvíþætt: annars vegar snýst það um mörkun málheildarinnar, hins vegar
um þjálfun tauganetslíkananna. Við mörkunina var notast við reglulegar segðir og
ýmsa lista með íslenskum sérnöfnum til að flokka sem flest nöfn í textanum sjálfvirkt,
áður en öll milljón orðin voru lesin yfir til að tryggja rétta mörkun. Gullstaðallinn,
sem notaður var sem grunnur að þessari nafnakennslamálheild, er mörkuð og jafnvæg
(„balanced“) málheild sem samanstendur af þrettán textaflokkum þar sem fjölbreytt
sérnöfn koma fyrir. Þær nafnaeiningar sem markaðar voru í málheildinni eru eftirfar-
andi: person, location, organization, miscellaneous, date, time, money og
percent.

Í þjálfunarfasanum voru tauganet af gerðinni „bidirectional LSTM RNN“ þjálfuð á
nafnakennslamálheildinni. Að auki var notast við orðavigra forþjálfaða á mun stærri
málheild sem viðbótarinntak. Málheildinni var skipt upp í mismunandi þjálfunarstærð-
ir, til þess að komast að því hvernig niðurstöður þróast með meiri gögnum. Niðurstöð-
urnar úr þjálfun með stærsta þjálfunarsettinu á öllum flokkum gefa 83,65% F1.

Tilraunir með þjálfun á mismunandi stærðum sýna að meiri gögn skila betri árangri, en
að einnig má þjálfa með minna magni af gögnum, eða jafnvel ákveðnum textaflokkum
og fá frambærilegar niðurstöður. Málheildin og líkönin verða gerð opinber og munu
vonandi koma að gagni í einhverjum þeirra fjölmörgu verkefna sem nú eru í vinnslu á
sviði íslenskrar máltækni.
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Chapter 1

Introduction

Fjórðungi bregður til föður, fjórðungi bregður
til móður, fjórðungi bregður til fósturs,
fjórðungi bregður til nafns.

Old Icelandic saying

Names have been a part of our identity for centuries, probably ever since humans
aquired speech. A paraphrased translation of the above saying could be: “A child gets a
fourth of its qualities from its father, fourth from its mother, fourth from its upbringing
and fourth from its name”, indicating the importance of names in the Icelandic culture.
Names play a big role in defining how we see ourselves and others, as well as our
surroundings. “Landslag yrði lítils virði, ef það héti ekki neitt” is a well-known line
from an Icelandic poem by Tómas Guðmundsson [2], which essentially means that
places in nature wouldn’t be worth much if nobody had named them. Names tell a
story, and are crucial elements of any text. They are probably the textual elements
that provide the most information to the reader, and by simply extracting all names
of persons and things/concepts from a sentence, we can gain a lot of knowledge on its
topics.

“Ada Lovelace was an English mathematician and writer, chiefly known
for her work on Charles Babbage’s proposed mechanical general-purpose
computer, the Analytical Engine.”1.

If we only look at the names that appear in the above sentence, we can get a fair
understanding of what it is about, much more than if we were to only look at the verbs,
or even just the common nouns. This can be valuable information, but going through
large amounts of texts manually to mark all names is not a viable task, especially given
the abundance of texts being produced every day, both in printed sources and online.
Being able to do this automatically definitely benefits those who want to quickly gain
information on large amounts of data, such as data analysts, journalists and scientists.

Here we have essentially described a typical task that falls under information ex-
traction, a subfield of language technology (LT). Information extraction is the task of
taking unstructured data, such as raw text data, and using automated methods to turn
it into structured data. This structured data can then be used to populate databases

1Text adapted from the opening sentence from Wikipedia’s article on Ada Lovelace, https:
//en.wikipedia.org/wiki/Ada_Lovelace

https://en.wikipedia.org/wiki/Ada_Lovelace
https://en.wikipedia.org/wiki/Ada_Lovelace


2 CHAPTER 1. INTRODUCTION

for further processing, such as linking together references to the same entities, or de-
tecting how one event affects another. The important thing is that what was before a
mass of raw data is now structured data that is valuable for a variety of uses.

In fact, the first step in information extraction is often this recognition of names of
people, things and concepts. These text entities are referred to as named entities (NE).
The task itself is called named entity recognition (NER), or named entity recognition
and classification (NERC), since to be of practical use, it is not enough to solely find
the NEs, they need to be classified into categories. Some of the entity types commonly
defined in NER are person names, location names and organization names, but many
others have been used, all depending on which information is needed from the text.

At first sight, it may not seem obvious why extracting this information from text
is valuable, but it has proven to have many uses. Question answering systems, search
engines, machine translation tools and speech recognizers are just some of applications
where NER systems come in handy. NER systems are commonly integrated into all
these tools, as well as many other pipelines. Removing sensitive personal data from
various documents is another task where NER has proven useful, since to remove
personal information, we first have to identify it in the text.

This is however not an easy task to solve, as researchers have observed since the
first attempts at NER in the early nineties. In many languages, names of people, places
and companies are capitalized, making them easier to spot. Still, this does not mean
that it is enough to find all capitalized words in a sentence and mark them as NEs.
What about words at the start of sentences, which are also capitalized? Entities can
also span more than one word, so we need to think about boundaries. Then the task
of classifying the NEs remains. Is “Washington” a city, a state, a person name, or even
a variety of apples? This all depends on the context in which the word stands. The
complexity of natural languages also makes this task harder than it may look at first.
Morphological variations in a language mean that a word may have many different
surface forms depending on its place in a sentence. The same object can be referred to
with many different names, spelling varies between writers and people make mistakes
in text. This is the case with all natural language processing (NLP) tasks, but one
thing that sets NEs apart from many other textual elements is that they so frequently
are unknown words. When we name things, we often want to make them stand out,
be it our new company, a cottage we built in the woods, a pet or a newborn. Such
new and therefore unknown words are notoriously difficult to handle in NLP, which is
one of the things that make the NER task far from trivial.

The need for an Icelandic NER system is becoming more apparent with the recent
efforts to create LT resources and applications for the Icelandic language. More and
more pipelines are being created where a NER system would benefit the final result,
such as when developing machine translation and speech recognition systems.

To be able to use the most efficient NER methods known today, we need a dataset
where the NEs have been tagged as such. This dataset, also known as a text corpus,
can then be used to train machine learning models to predict the NEs in texts they have
not seen before. In the following thesis, we take on the task of creating an annotated
dataset of NEs, and using it to train neural networks to recognize NEs in previously
unseen data. The dataset and models will be made public so that they can be used by
anyone interested in NER.

This work is structured as follows: In Chapter 2, we review the history of NER
as well as recent advances in the field, and describe popular methods of using neural
networks for training NER models. Chapter 3 is devoted to describing the methodology
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of both the corpus annotation phase and the model training phase of the project. In
Chapter 4 we present results from our work, and discuss them in Chapter 5, before
concluding in Chapter 6.



Chapter 2

Background

In this chapter, we take a look at the origins of NER and how NEs have been defined
and classified in the past. We review the development of the main methods used for
creating and evaluating NER corpora and systems since the beginning, and briefly
review the work that has been conducted on NER for Icelandic.

2.1 Origins of NER
In Chapter 1, we described the problem of NER and placed it within the field of infor-
mation extraction. Before we take a closer look at its definitions, uses and methods,
we will briefly discuss how this subfield emerged and developed.

Before the term “named entity” was even coined, researchers had recognized the
importance of automatically extracting information contained in names, most notably
Rau [3], who wrote one of the first papers on the problem, describing an algorithm for
automatically extracting company names from financial news. The term “named en-
tity” was subsequently created for the sixth Message Understanding Conference (MUC-
6) in 1995 [4], which focused on the new task of “named entity recognition”. MUC-6
was the first of numerous events dedicated to NER specifically, with other important
ones being the CoNLL-02 [5] and CoNLL-03 [6] shared tasks, ACE [7], and TREC [8],
to name a few. These events mainly focus on NER for the English language, but other
languages considered early on were for example German, Dutch and Spanish (in the
CoNLL tasks), as well as Japanese (in MUC-6) and Chinese (in various works, such
as [9]).

These NER events, and the annotated data created in connection with them, were
the source of many of the methods and approaches developed later on. Even today,
the data created for these early shared tasks are still extensively used for training
NER systems, in particular the CoNLL-03 corpus. This data also provides a useful
benchmark for comparing various NER methods.

2.2 Definitions of NEs
For any discussion of NEs and how they are extracted and classified, we first need to
establish some common ground in how these entities are defined. No single definition
has been established within the LT field for the term, so here we will try to give an
overview of the main approaches to defining NEs through the decades. In an article
adapted from her PhD thesis [10], Simon examines the history of definitions of proper
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names/NEs and finds that they can be split into two main approaches: the language
philosophical view and the linguistic approach. This distinction will be used in the
following discussion, as it provides some clarity on the issue. After a review of these
definitions in general, we will take a look at how proper names are defined in Icelandic.

Since the term “named entity” didn’t appear until at the MUC-6 conference in 1995
(see Chapter 2.3.1), up until that time, the definitions we will look at are all for proper
names/nouns. We will generally be using the term “proper name” in a similar way
to NE, while a “proper noun” is limited to a single noun, as the name implies.1 A
proper name is generally defined as a noun phrase that denotes the name of a person,
location, organization, vessel, product, event, or another such entity, and is usually
capitalized in languages that use the Latin alphabet.

2.2.1 The philosophical approach

The distinction between proper and common nouns became a popular debate issue in
philosophical theory in the 19th and 20th century, studied by Mill (1843 [11]), Frege
(1892 [12]), Russell (1905 [13]), Donnellan (1972 [14]), Kripke (1980 [15]), and Katz
(1994 [16]), to name a few.

In 1843, John Stuart Mill argued that a proper name says nothing about the
object it refers to: „Proper names are attached to the objects themselves, and are not
dependent on the continuance of any attribute of the object [11]. For example, when
a child is given the name Paul, this name is simply a mark so that we can refer to the
person in discourse. This applies even when the name seems to describe the object
directly, like when a town is named Dartmouth because of its location at the mouth
of a river called Dart. If the course of the river were to change, for whatever reason,
so that the town now longer lies at its mouth, the name of the town would most likely
still be Dartmouth.

To challenge the Millian view came Frege, who in “Über Sinn und Bedeutung” ar-
gued that names have sense (“Sinn”) and reference (“Bedeutung”), by taking examples
of objects that have more than one referent (name) [12]. In his most famous example,
he postulates that the sentence “The Morning Star is the Evening Star” doesn’t con-
note the same thing as “The Morning Star is the Morning Star”, and so there must be
a distinction between the senses of these two names.2

Kripke ([15]) also disagrees with Mill, but on somewhat different grounds. He
proposes the idea of the name as a “rigid designator”. Something is a rigid designator
if it designates the same object in every possible world: “a designator d of an object x
is rigid if it designates x with respect to all possible worlds where x exists, and never
designates an object other than x with respect to any possible world” [15]. As an
example, “the US president in 1970” was in fact Nixon, but could have been another
person, so the designator ‘The US president in 1970” is not rigid. “Nixon”, however, is
a rigid designator, since “no one other than Nixon could have been Nixon.” Kripke also
notes that it is not only proper names that can be rigid designators; species names,
natural elements and various mass terms (e.g. “water”) denote the same thing in every
possible world, but are not necessarily proper names.

1“Reykjavík” is thus a proper noun, as well as a proper name, while the book title “101 Reykjavík”
is a proper name.

2The ancient Greeks and Egyptians thought that Venus was actually two stars, the Morning Star
and the Evening Star.
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To summarize, much of the debate on proper names in philosophical writing has
been focused on whether they have a particular sense, with most theorists arguing
against Mill’s view of the proper name as devoid of signification. Kripke’s theory of
rigid designators is commonly applied, not only in the philosophy of language, but also
in modal logic.

These findings on proper names are also important groundwork when discussing
and defining NEs in later work. In the literature on NEs in the context of LT, the
Kripkean concept of the rigid designator is sometimes used, such as in the definition
of NEs proposed by Nadeau and Sekine [17]: “In the expression “Named Entity”, the
word “Named” aims to restrict the task to only those entities for which one or many
rigid designators, as defined by S. Kripke (1982), stands for the referent.”

2.2.2 The linguistic approach

Besides rigid designators, another concept, that of “unique reference”, has often been
used to distinguish between common nouns and proper names [10]. For the MUC
conferences, for example, the annotation guidelines for the NE task mention “unique
identifiers” as a way to define NEs: “The expressions to be annotated are “unique
identifiers” of entities (organizations, persons, locations), times (dates, times), and
quantities (monetary values, percentages)” [18].

Through her research of various definitions of proper names in NER literature,
Simon [10] concludes that names refer to a unique entity (e.g. London), and therefore
have a unique reference. This is in contrast to common nouns, which refer to a class
of entities (such as cities) or a non-unique instance of a certain class (such as the noun
“city”). Even though common nouns can have a unique reference, they need a noun
phrase or other linguistic elements (“my car” or “the car that I saw yesterday”) to
make them unique. The idea is that proper names have this uniqueness embedded by
default.

The above serves as a general definition useful for the NE task, even though there
are caveats, such as the fact that a single NE can have more than one reference, such
as “Suðurgata” (“South Street”, a common Icelandic street name). This tends not to be
a problem, however, since the textual context usually resolves these cases and makes it
clear which real-world entity they reference. Additionally, a single reference can have
many different names that identify it (e.g. Icelandic singer Björgvin Helgi Halldórsson,
who is most commonly known as Björgvin Halldórsson but also goes by Bó, Bjöggi
Hall, etc.). Resolving these issues is however outside the scope of NER, as it falls
under the realm of coreference resolution, another subtask of information extraction.

Many other definitions of the concept of NE have been proposed, ranging from
theoretical to the more pragmatic. Since NER is a task that is defined and created
with a specific practical purpose in mind rather than as a theoretical idea, it may
seem natural that NEs be defined in a pragmatic way that fits the purpose of the
task at hand. One such definition was proposed by Alfonseca and Manandhar [19]:
“Named Entity Recognition is the task of finding and classifying objects that are of
interest to us. These objects can be people, organizations, locations, dates, or anything
that is useful to solve a particular problem.” This practical approach is often used
in later NER tasks, and in most work, the purpose of the task is what guides the
implementation, rather than a strict theoretical definition.

As pointed out in [20], even though NEs have been defined in many different ways,
there is some agreement on which NE types to find and classify, though the exact
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classification may vary. We will now take a closer look at the different entity types
typically recognized in NER.

2.3 NER domains and entity types

NER is a heavily domain-dependent task, with many possible domains and target
applications. In this work, we are primarily focused on NER in the general domain, i.e.,
extracting the NEs commonly found in general text data, such as newswire texts and
other written sources, printed or online. There are many ways NER can be specialized
to fit different applications, such as when extracting bibliographic references, names
of means of transportation etc., which calls for a specific tag set, but in general, the
approach is similar from one application to another.

This chapter is dedicated to a discussion of the entity types that are most commonly
used in NER. Following that is a brief mention of some of the other domains where
NER is used, e.g. the biomedical domain and when anonymizing personal information.
Generally, however, when we refer to NER in this and other chapters, we are speaking
of NER on general text genres, such as in the journalistic domain, though it should be
noted that when speaking of the “general domain”, there is already often a bias in the
corpus data towards particular fields; for example, both MUC and ACE have a clear
military application, which needs to be taken into account [20].

2.3.1 General domain NE types

Selecting which types of NEs to tag in a NER task is not a trivial problem, and depends
on various factors. The target application is of course a large factor when determining
the entity types, but the choice of entity types is often restricted by the annotated
corpora at hand, since corpus annotation is a time-consuming and costly process.

As previously mentioned, the most commonly used entity types in general domain
NER are person, location and organization. Their popularity can both be ex-
plained by the fact that these entities are very common in general texts, and that they
contain information that may be valuable for a variety of purposes. Other commonly
used entity types in the general domain include date and time expressions, as well as
numerical expressions such as monetary values, percentages or quantities. These are
not NEs in the proper name sense of the word, but are often included in the NER task
due to their usefulness for a variety of purposes.

The three generic NE types (person, location and organization) were first
proposed for the MUC-6 event as a subtask called enamex [4]. The other subtasks
in MUC-6 are named timex (dates and times) and numex (monetary values and
percentages). In the CoNLL shared task, a fourth category was introduced in addition
to person, location and organization: miscellaneous, which covers proper
names that fall outside of the three classic categories [6].

In the ACE program [7], dedicated to entity recognition, relation recognition and
event extraction, seven entity types are defined: first the three classic ones, per-
son, organization, location, as well as facility, weapon, vehicle and geo-
political entity (gpe), and each of these types is further divided into sub-types.
Various other taxonomies have been proposed for NER, e.g. in HSFT-SweNER,
where there are eight categories: person, organization, location, artifact,
work&art, event, measure/numerical and temporal [21]. Many other an-
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notation schemes exist; for example, the BBN Pronoun Coreference and Entity Type
Corpus [22] is tagged for 12 NE categories and numeric types. The OntoNotes dataset
[23] includes annotations for 18 NE types, which are similar to the BBN Pronoun
Coreference and Entity Type Corpus. There can also be much more fine-grained tax-
onomies, which can be useful for different tasks, like question answering. Sekine and
Nobata [24] presented a hierarchy of over 200 NE types, with categories for everything
from political parties and ethnic groups to birds and amphibians. More common for
NER tasks, however, is to see tag sets ranging from three to up to eight tags, such as
the ones previously mentioned.

It should be mentioned that even when the entity types are the same by name (e.g.
person, location, organization, they may have different annotation criteria, they
may differ in where entity boundaries lie, and in how they are evaluated. This makes
a direct comparison between CoNLL, ACE, and MUC difficult or misleading. Marrero
et al. [20] do a comparison of the annotation guidelines for MUC-7, CoNLL-03 and
ACE, and find many disagreements in the annotations of common entities and their
boundaries, such as where the noun phrase “Czech parliament” is annotated in three
different ways: “parliament” as organization in MUC-7, “Czech” as location in
CoNLL-03, and “Czech parliament” as nom (quantified nominal construction) in ACE.

2.3.2 Biomedical domain

Apart from being used in the general domain, to identify NEs such as persons, loca-
tions or organizations, NER has also been used extensively in the biomedical domain,
for classifying names of genes, proteins, organisms, diseases and drugs, as well as for
the de-identification of patient information. There is a great benefit in being able to
automatically process large amounts of biomedical data to extract meaningful infor-
mation from it, and the methods used for NER in general text domains can also be
applied to this task. There are nuances in the biomedical domain that make this task
even more difficult than NER on general domain texts [25], which has led to extensive
research efforts through the years.

Many of the papers that have led to advances in NER have been in the biomedicine
field, and in general, the same methods can be used for both general domain NER and
biomedical NER. But even though the methods can be shared, this domain needs its
own datasets to train on, and several such datasets exist for different tasks, such as
GENETAG [26], GENIA [27], as well as the corpora created for the SemEval shared
task [28] and the i2b2 challenges [29], [30]. In the following work, we will often refer
to published work on NER that has been developed for the biomedicine field, but the
same methods can in most cases easily be applied to general domain NER as well.

2.3.3 Anonymization

NER has also been used for de-identification (or anonymization) of various personal
data, not only medical data, and this field is gaining attention, after the General Data
Protection Regulation (GDPR) became law in Europe, requiring legal entities to take
measures to ensure the security of user data, such as by anonymization. Tools and
resources to this effect are being created for many European languages, such as Swedish
[31], Spanish [32], and German [33], as well as multilingual approaches [34].

De-identification of personal information is a collection of approaches, algorithms
and methods for locating and obfusciating different kinds of data [35]. There are
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further uses of anonymizing data than simply to comply with personal data security
regulations. Anonymized data can prove very useful for research work, as knowledge
databases [36], or for constructing corpora for NLP purposes which otherwise could
not be used or published [37].

NER is an important first step in data de-identification. Personal data often in-
cludes person names and addresses (locations), but additionally, this domain may also
call for new entity types, such as social security numbers and phone numbers. After the
entity recognition step, different approaches are taken when anonymizing the personal
data, e.g. by removal or substitution of person names, addresses or numerical data.
Here, high recall (finding as many NE candidates as possible) is the main goal, as one
missed entity can compromise the anonymization of a whole document, by revealing
the name of a person or other sensitive information.

2.3.4 Proper names in Icelandic

The concept of a named entity does not exist as such in Icelandic, and in the limited
literature available in Icelandic on the subject of LT, the terms used are “nafn” (name)
and “sérnafn” (proper noun) [38]. The official definition of “sérnafn” in Icelandic is “the
names of individuals or entities of a particular kind, in particular people and other
beings, locations, organisations and various works created by man, such as buildings,
artworks and intellectual property. Proper nouns are capitalized”3 [39].

This is the most straightforward definition of a proper noun in Icelandic, taken
from the official Icelandic orthography rules from 2016. According to this document,
the general rule is that common nouns should “typically” (“að jafnaði”) be written
in lowercase, and proper nouns are to be capitalized. The same document reveals,
however, that various exceptions apply to these rules. In fact, the first 11 pages of
the orthography rules are dedicated to a discussion on when to capitalize proper and
common names. These exceptions and special cases are too many to review here, but
some examples will be given to explain the intricacies of these rules and the issues they
may raise in the case of NER.

Common nouns to be capitalized are for example “Bandaríkjaforseti” (President
of the United States) and “Morgunblaðsritstjóri” (editor in chief at Morgunblaðið), as
they are derived from a proper noun. This rule can however not be generalized, as the
same proper noun prefix can be capitalized or not depending on the common base noun,
as in the case of “Vínarsáttmálinn” (the Vienna Convention) and “vínarbrauð” (Danish
pastry), which both are derived from the city of Vienna. Furthermore, capitalization
is optional in some cases, such as in the words “norðurpóll”/“Norðurpóll” (North Pole)
and “guð”/“Guð” (god). Additionally, some proper nouns are by convention not to be
capitalized, such as “helvíti” (hell) and “djöfullinn” (the Devil) [39].

Criticism of these rules (more specifically, of a previous, similar version of the rules)
has been voiced, claiming that the gray area on how to capitalize is too large, causing
unneeded ambiguity and confusion [40], [41]. Þráinsson [42] proposes a rule of thumb
to clarify whether a word is a common or proper noun, in order to better follow the
general rules on capitalization. According to this rule of thumb, users can try fitting
the verbs “heita” (“to be named”) and “vera” (“to be”) to the nouns in question. The
verb “heita” generally tends to take a proper noun as an object, and the verb “vera” is

3“Sérnöfn eru heiti sem tilteknir einstaklingar eða eintök af einhverri tegund bera, einkum menn
og aðrar verur, staðir, stofnanir og ýmis mannanna verk, eins og hús, listaverk og hugverk. Sérnöfn
eru rituð með stórum upphafsstaf.”
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used with common nouns. The idea is that this small trick should clarify whether to
capitalize nouns, especially in ambiguous cases, such as “háskólinn”/“Háskólinn” (“the
university”) or “lögreglan”/“Lögreglan” (“the police”). The same author however also
criticizes several aspects of the rules and guidelines on capitalization. Some of this
criticism seems to have been taken into account in the revised orthography rules cited
above and their clarifications.

Notwithstanding this debate, there seems to be a general consensus, both among
Icelandic speakers in general and linguists, that proper names (“sérnöfn”) are those
that are capitalized, and common nouns (“samnöfn”) those that are not.

2.4 NER corpus annotation

Though NER corpora for various languages and domains have been created and made
available, there is relatively little literature on the process of corpus creation for NER.
For much of the most commonly used corpora, the annotation process is only described
very briefly. Here we are referring to the process itself – timeframes, background and
number of annotators, evaluation of the annotation accuracy, how to handle edge cases,
etc. These aspects are relevant to our work, so in this chapter we will examine the
literature found on generating and evaluating annotated NER corpora.

2.4.1 Manual annotation methods

Different approaches to NER corpus annotation have been used through the years,
with automated methods becoming more and more popular. A common annotation
method early on was simply labeling all entities manually. A fully manual annotation
process is costly and time-consuming and requires expert knowledge, so these corpora
tend to be smaller in size. The CoNLL-03 and the MUC corpora were annotated by
hand by experts [6], [43]. We have, however, found no description of whether/how the
annotation accuracy of this data was evaluated.

One approach that counts as semi-automatic involves using gazetteers (lists of NEs)
that are queried in order to extract and categorize as many entities automatically as
possible from the text corpus, before reviewing the result manually. This method
can save time and increase recall, but still requires a thorough manual review if the
intention is to create a high-quality dataset.

Some work exists which describes the NE annotation process of a manually an-
notated NER dataset in more detail, and which measure the annotation accuracy.
Szarvas et al. [44] set out to create a highly accurate NER corpus, and argue that
the quality of the training data is essential for the quality of the resulting NER sys-
tem. They describe the annotation process in detail: two annotators separately labeled
the corpus, having received the same instructions. After each step the output of the
two annotators was compared and the inter-annotator agreement rate [45] measured.
The annotators and an expert linguist then reviewed the discrepancies and agreed on
changes. In the end, the inter-annotator agreement rate measured at 99.89% for the
whole corpus. This is higher than in other NER corpora where the inter-annotator
agreement rate is reported, such as in a Telugu-English code-mixed social media NER
corpus [46], where it ranges from 92% to 97%, depending on entity type, and a crowd-
sourced English NER corpus, where it ranges from 85% to 97% [47].
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While descriptions of the annotation methods tend to be lacking in the papers
describing NER corpora, a good way to gain an understanding of the annotation
process is generally to read the annotation guidelines for the datasets, when available.
They describe which entities are to be annotated, the boundaries of the NEs, how
to handle nested entities, etc. These guidelines vary in their completeness; the MUC
annotation guidelines, specifically, are quite thorough [48].

NER corpora generation requires linguistic expertise, meticulous manual work and
considerable world knowledge. Some attempts have been made using online workers
from Amazon Mechanical Turk (AMT), or similar crowd-sourcing platforms, for NER
corpus annotation. Since NER is not a straightforward task, this presents some chal-
lenges, and the annotation task has been approached in different ways, such as by
incorporating a competitive bonus system for the workers [49]. Some report that the
AMT workers didn’t understand the task fully, or tried to trick the system [47], which
complicated the process. Boundaries seemed to be particularly challenging for the
annotators, so the solution taken by Voyer et al. [47] was to have more highly trained
annotators decide on the span of the NEs, while less trained workers assigned the NEs
a category. The authors also saw a difference in the inter-annotator agreement rates
for different NE types: for the person category they ranged from 92%-97%, while for
the organization category they were around 85%. This indicates that some entity
types are more challenging to tag than others.

2.4.2 Automated annotation methods

The high-quality data generated using the above two methods is generally considered
“gold standard” data, i.e. hand-curated data that is close to error-free. On the other
hand, we have automated methods for NER corpus annotation. These methods are
useful when the intention is to create much larger corpora than by the manual ap-
proach, but at the cost of somewhat lower annotation accuracy. The idea is that the
adverse effects of low accuracy are mitigated by the size of the corpus, which can be
expanded almost without limits, see for example [50] and [51]. This kind of data is
often called “silver standard” data.

In essence, automated methods of creating training data for NER are very similar
to NER methods in general (further discussed in Chapter 2.6), as the end result is the
same: a text tagged for NEs. One way of automatically annotating training data is to
use gazetteers, as in [52], where Portuguese news texts are annotated for person names
by querying a gazetteer of names. This method tends to give high precision, but lower
recall (see discussion on precision and recall in the following chapter on evaluation
metrics), since no gazetteer can contain all possible names or spellings. Teixeira [52],
for example, reports a precision value of 95% and 74% recall when evaluating the
corpus annotation.

Other methods for creating training data include leveraging information already
present in the data, such as links in Wikipedia articles, see for example [51] and [53].
Wikipedia articles include a plethora of NEs, and the references to other Wikipedia
entries are a good indicator of which of them contain valuable information and may
be NEs. A recent paper describes how a NER dataset for Portuguese is constructed
automatically out of various public data sources, including Wikipedia, resulting in a
dataset of millions of labeled sentences [54].
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2.4.2.1 NER tagging format

Different tagging schemes exist for NER, but in this work we have used the BIO entity
tagging scheme (sometimes also referred to as IOB). According to the BIO scheme,
each token (unit of text, such as a word, number or punctuation mark) in a NE is
assigned a type and its place within the entity. B stands for the beginning of an entity,
I means inside an entity, and O means outside of an entity. When combined with the
entity type, an example of a sentence phrase tagged using this format is the following:

Herra O
Guðni B-PER
Th. I-PER
Jóhannesson I-PER
er O
forseti O
Íslands B-LOC

This is the tagging format most commonly used when tagging and evaluating NER
systems. A variation of this scheme is BIOES, which additionally includes E for end
of entity and S for an entity comprised of a single token.

Throughout this text, when taking examples of tokens and their annotations, we
will use the format “word/label”, as in the following example: “Herra/O Guðni/B-
PER Th./I-PER Jóhannesson/I-PER er/O forseti/O Íslands/B-LOC” (“Mr. Guðni
Th. Jóhannesson is the president of Iceland”).

2.4.3 Text sources for NER datasets

In the general domain, by far the most common text type in NER corpora is news
texts. For example, the English MUC-6 data consists of annotated Wall Street Journal
articles [43], and the English CoNLL-03 data is taken from the Reuters Corpus [6], to
name just two examples. News texts in general tend to be NE-heavy, with many local
and international entities from the three main NE categories, person, location, and
organization. They are readily available as corpus data in a lot of languages, are
in the general domain and tend to be proofread and edited, so they seem an obvious
choice for annotation.

Some other fairly common sources for corpus data in the general domain are online
texts, such as Wikipedia articles (as described in 2.4.2), and Twitter data [55], [56].
With easier access to large amounts of online text data and more computational power,
the focus in recent years is on creating NER corpora with minimal human supervision
[54], [57].

2.5 Evaluation metrics
Before moving on to describe methods for creating NER systems through the years,
we will define the methods and metrics used to evaluate how well they work.

2.5.1 NER model evaluation

When evaluating NER systems/models, we are interested in measuring how well the
system extracts and classifies named entities. Here the accuracy measure commonly
used to evaluate output of many NLP tasks, falls short. Accuracy is calculated as the
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number of correct predictions made divided by the total number of predictions made.
If we think about NER as a classification task, as discussed in Chapter 2.6.2, and
take a look at the output of a NER system, we see that one class (O, or “not a NE”)
dominates in all general texts, usually with well over 90% of all tokens being non-NEs.
It follows that if we were to use the accuracy metric, we would likely always get an
accuracy score of well over 90%, even if we predicted that every single token was a
non-NE. This obviously doesn’t tell us a lot about how the system is performing, so
instead, the most commonly used measure for NER is the F1 score.

The F1 score (F1 hereafter) is the harmonic mean of the precision and recall scores.
These are defined as follows: [6]:

Precision =
number of correct predictions

number of predictions

Recall =
number of correct predictions

true number of named entities

F1 is defined from precision and recall as follows:

F1 =
2× precision× recall

precision+ recall

NER evaluation schemas have been proposed for different NER events and tasks
through the years, and they differ in both strictness and complexity. The simplest
way of calculating F1 of a NER model is to do it on a token level, i.e. by looking at
the classification of each token separately and measure the precision and recall based
on these results. For practical use in downstream tasks, it is however generally more
useful to base the evaluation on full entities, even though it gives a lower F1. This is
standard when reporting on NER system evaluations in the literature, and the CoNLL
evaluation schema is the most commonly used metric.

But what counts as an error in NER system? We can define a few error types that
appear when predicting NE labels on corpus data. First of all, we have three basic
error types:

1. The system fails to predict an entity

2. The system predicts an entity where none should be

3. The system predicts an entity but assigns it the wrong entity type

These error types work on a token level as well as an entity level. Then, if we look
beyond the token level and focus on the whole entity, which can span more than one
token, we can have partial matches as well.

4. The system predicts the correct entity type, but the entity boundaries are incor-
rect

5. The system predicts an entity but both boundaries and entity type are incorrect

The CoNLL-03 shared task evaluation schema can be defined as strict, since it
requires that both the boundaries of each NE and the entity type be equal to the
ground truth [6]. If a boundary is incorrect, e.g. if the model predicts:
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“Golfarinn/B-PER Birgir/I-PER Leifur/I-PER Hafþórsson/I-PER” (‘Golfer
Birgir Leifur Hafþórsson)”

where the gold labels are:

“Golfarinn/O Birgir/B-PER Leifur/I-PER Hafþórsson/I-PER”,

the whole entity is counted as an error and no merit given for predicting the whole
person name.

In MUC, an evaluation schema was proposed that contains the option of a more
relaxed matching [58]. Scoring categories defined there are Correct (COR, when the
output of a system and the gold annotation match), Incorrect (INC, when the output
of a system and the golden annotation don’t match), Partial (PAR, when the system
and the golden annotation are similar but not the same), Missing (MIS, the system
misses a golden annotation) and Spurious (SPU, the system hypothesizes an entity
which doesn’t exit in the golden annotation). These categories were further used in
the Semantic Evaluation 2013 (SemEval) workshop, to define four different ways of
scoring NER systems: Strict evaluation (both type and boundary are correct), Exact
boundary matching (regardless of type), Partial boundary matching (regardless of
type), and Type (some overlap exists between tagged entity and gold annotation) [59].

The ACE research program offers yet another evaluation plan that includes weighted
scoring, which is not as straightforward as the previously described methods, and has
therefore not been widely used in other NER tasks [7].

2.6 Development of NER methods
From rule-based methods to transfer learning, approaches to NER have changed dras-
tically in the last three decades, and today the field is developing so fast that it can be
hard to keep track of the current trends. Here we will review the methods most com-
monly used through the years, focusing on deep neural network methods, and ending
with the most recent and rapidly evolving research in the field.

2.6.1 Rule-based methods

Early on, NER research was mostly focused on handcrafted rules and stochastic meth-
ods [3], [60]. Most of the rule-based systems relied on three components: a set of
linguistic rules for detecting named entities, gazetteers containing different types of
named entities, and an engine that applies these rules and gazetteers to a text, in
order to extract and categorize the named entities.

A NER system with a carefully designed set of rules can prove highly efficient,
especially in a well-defined domain, such as in biomedicine, where there is less variance
than in the general domain, and even an exhaustive lexicon available [61]. Additionally,
rule-based methods don’t rely on large datasets of texts with NE labels, which are often
non-existent for under-resourced languages.

The drawback of these methods is that they require a lot of expert knowledge, and
are domain-specific, so they cannot be transferred easily to other text genres. This
has led researchers to look towards learning-based methods, which automatically learn
patterns from large text corpora and use the gained knowledge to make predictions on
unseen data.
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2.6.2 Traditional machine learning methods

Machine learning (ML) methods took over from rule-based method as the main ap-
proach to NER as the field developed and data became more readily available. These
range from unsupervised to fully supervised methods, as well as hybrid systems, which
combine rules or a gazetteer lookup with ML methods.

In supervised learning for NLP, a labeled training corpus (containing input and
output values) is used as input data, features are constructed from the data, and then
a learning algorithm is applied to recognize patterns in the data. In NER, these input
values are the tokens (words) in the corpus, and the output values are labels for each
token, denoting whether it is a NE or not, and the type of NE, such as person or
location.

Supervised ML is often divided into classification and regression tasks. The former
is, as the name suggests, where given some input data, the task is to predict a cat-
egorical label, while regression is a numerical task where the goal is to predict some
quantity from a continuous set of values. NER (or NERC) is the task of recognizing
and classifying NEs in textual data. This is a typical multi-class classification task,
which is when we have more than two classes to predict. We will therefore focus on
the classification aspect of supervised learning in this chapter.

Feature selection is an important aspect of supervised ML systems. A feature in the
context of NLP is any measurable property of a text in a computational model, such as
any lexical or orthographic features. By cleverly selecting the features that contribute
most to predicting the desired output, we can reduce the size of the vocabulary, shorten
training time and increase classification accuracy [62].

The learning algorithm chosen is another important aspect of supervised ML. Some
examples of such algorithms frequently used for NER include support vector machines
(SVM, [63]), conditional random fields (CRF, [64], [65]), decision trees ([66] and max-
imum entropy (ME, [67]). Out of these, we will only briefly mention CRF, since it has
a bearing on later discussions in this work. CRF [68] is a sequence modeling frame-
work often used as a classifier in NER systems, part-of-speech (POS) taggers and other
sequential ML tasks. CRF is a type of Markov network that is designed to predict
the most likely sequence of labels given a sequence of inputs, i.e., it takes into account
the context of neighboring units. This is very beneficial in NER, where context is an
important factor in deciding how to label a particular token. We will see later on how
CRF is commonly used as the last labeling step in neural NER architectures.

Unlike the supervised ML methods, unsupervised learning methods don’t require
labeled data as input. Unsupervised methods try to model the underlying structure
or distribution in large amounts of unlabeled data by examining the data itself. Unsu-
pervised methods thus eliminate the need for labeling a text corpus, but instead they
must incorporate cleverly designed features to capture the NEs automatically [69]. The
most common method in unsupervised learning is clustering, which is a way of divid-
ing the data into meaningful “clusters”, containing similar items. Clustering algorithms
commonly used in NLP include Brown clusters [70] and Clark clusters [71]. Examples
of NER systems based on unsupervised learning are described in [72] and [69]. These
unsupervised approaches are often language-independent, which means they can be
easily transferred between languages, since they don’t rely on labeled data.

These traditional ML methods can yield good results, especially hybrid systems
combining various supervised and unsupervised methods and carefully engineered fea-
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tures, such as [73], but researchers have for the most part moved on to neural networks,
which now dominate the field.

2.6.3 Deep learning methods

Deep learning (DL) is a subfield of ML that has become increasingly popular in LT
since training artificial neural networks became computationally viable in the late
2000s. Artificial neural networks (ANNs), in particular the layered or deep variant,
called deep neural networks (DNNs), have proven a valuable tool when developing NLP
tools. This is true for the NER task as well, and now almost all work on NER involves
the use of DNNs to some degree. Here we will review some of the most commonly
used DNN methods and architectures for the NER task, focusing on recurrent neural
networks (RNNs), the network architecture used in our work.

2.6.3.1 From a single perceptron to RNNs

The structure of ANNs is originally inspired by the McCulloch-Pitts neuron [74], which
is a simplified model of a biological neuron, mimicking how the brain processes complex
information. The biological neuron takes in inputs, processes them and passes an
output on to other neurons, much like the neural computational unit of an ANN. The
comparison more or less ends there, however, as the ANNs used today have little in
common with the workings of a living organism’s brain.

A single neuron in an ANN is constructed in the following way: It accepts a vector
of input values, takes the weighted sum of these input values and adds a so-called bias
term to the sum. Then it applies a non-linear function to the sum, called the activation
function, to produce a single output [75]. In fact, this single computational unit is
enough to create the simplest neural network: the perceptron algorithm, a single-layer
neural network, which can be used as a binary classifier. More commonly, though,
ANNs are composed of a number of neurons, organised into layers. The first layer in
the network is called the input layer, and the number of neurons in it corresponds to
the number of input features to the network. The last layer in the network, the output
layer, has as many neurons as there are output values from the network. Between the
input and output layers we have one or more hidden layers, named thus because in
supervised learning the values associated with the input and output layers are visible,
but the others are not, i.e. hidden.

The number of hidden layers and the number of neurons in each layer represent
the depth and size of the network. Conventional ANNs tended to have only one
hidden layer (also called shallow networks) but as the technology developed and the
computational power of graphics processing units was put to use, more hidden layers
were often added, creating what is called a deep neural network.

An early example of an ANN is the feedforward neural network (see for example
[76]). This kind of network is unidirectional and without any loops or cycles, which
means that information flows in one direction only, without any feedback. To describe
the training of a feedforward neural network as compactly as possible, we need to
introduce a few concepts: the loss function, the gradient descent algorithm and the
backpropagation algorithm. We won’t describe these in detail here, but refer to the
electronic book Speech and Language Processing by Jurafsky and Martin [75] for further
information. We also base much of our discussion here on this resource.
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The training process of an ANN has the objective of adjusting the values of the
weights so that the overall error of the produced output from the network is minimized
as compared to the actual labeled outputs. For this, we use a loss function. The slope
of the loss function curve indicates how we need to update our parameters to make
the model more accurate. To find the parameters that minimize this loss function, we
use the gradient descent optimization algorithm. Gradient descent moves iteratively
in the direction of the steepest descent, i.e. finds where the error decreases the most
at each step, to minimize the loss function as fast as possible. To update the weight
values, gradient descent also needs to know the gradient of the loss function. This is
calculated using the backpropagation algorithm, which gives the partial derivatives of
the cost function with respect to each weight in the network. This process is repeated
iteratively for the whole network until no further error reduction is seen. This is of
course a simplified explanation, and in a neural network with many hidden layers, a
lot of computation is needed to calculate the derivatives for each weight [75].

Since a feedforward network only feeds information in one direction, without any
feedback loops, it has no states and cannot remember things it has seen before. When
working with data sequences, such as time-series data or text data (see Chapter
2.6.3.3), we therefore need to upgrade this network to include feedback loops. This
brings state information between the hidden layers of the network as it moves forward
in processing the input sequence. When a neural network has such a feedback loop,
it is called an RNN, where the “R” stands for “recurrent”. RNNs are extensively used
in NLP, because text is sequential data, where the order of the words in a sentence
matters, and previous words can give clues about words that appear later on.

RNNs used in NLP are usually enhanced with the long short-term memory (LSTM)
architecture and bidirectionality. LSTM is an idea proposed in 1997 by Hochreiter
and Schmidhuber [77], intended to solve the problem of the vanishing gradient, which
occurs in a vanilla RNN when learning long data sequences. A regular RNN is trained
with an updated backpropagation algorithm for calculating the gradients of the loss
function, mentioned earlier, called “backpropagation through time”. The problem is
that the gradient becomes smaller and smaller with each step it passes through, until
it finally vanishes. Let’s say we have a long data sequence, such as a long sentence,
where a word early in the sentence determines how to classify a word appearing later
in the sentence. The gradient vanishes before reaching back to that determining word,
so we learn nothing from it. LSTMs offer a solution to this problem. The idea is to
have a memory cell running through all steps of the RNN. This memory cell stores a
multidimensional bit vector that can stay intact, irrespective of the number of steps
traveled through. The LSTM can add or remove information to the cell state, keeping
valuable information in the memory and discarding that which is not needed anymore.
The content of the memory cell is integrated into the hidden state of an RNN unit,
enhancing the long-term dependency capabilities of the network [77], [78].

LSTMs were a big improvement upon RNNs, as they could now learn from informa-
tion further back, allowing them to yield much better results. However, in sequential
data, valuable information isn’t limited to what has happened before in the sequence.
A word at the end of a sentence can also give us information on a word earlier in the
sentence. This is why another enhancement was added to LSTM RNNs: bidirection-
ality [79]. By having two separate networks run through the data, one going forwards
and one backwards, we can leverage information from both preceding and subsequent
words in a sentence when making predictions.
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This particular variant of RNNs, biLSTM, along with added computational power,
is what moved the state-of-the-art in many NLP task forwards by leaps and bounds
in the years 2013–2018. Another network architecture commonly used to solve NLP
problems is convolutional neural networks (CNNs). These are layered models that are
mostly used for visual problems, such as image classification, but are also effective for
NLP [80], [81], and can for example be used in combination with LSTMs.

To sum up, and without more technical detail, the important takeaway is that neu-
ral networks can iteratively learn patterns in the labeled inputs they receive, whether
in the form of images and their descriptions, words and their POS tags, or any other
types of labeled data. This happens without any manual feature engineering and has
proven to work well in NLP tasks. Before we list some of the literature where these
networks have been used for the NER task, we need to mention one other important
concept, that of word embeddings.

2.6.3.2 Word embeddings

As with traditional ML methods, methods using ANNs can roughly be divided into
supervised and unsupervised approaches, though these are often combined into a hy-
brid system of sorts. Again, supervised learning is when the input data is labeled, i.e.,
includes output values that the network is trained to simulate, enabling it to predict
others from new inputs. Unsupervised learning is when there are no predefined output
values and the training has the objective to find and predict patterns or commonali-
ties in the input data. The fact that output values are not required for unsupervised
learning means that much larger amounts of data can be used, without the expensive
work of labeling it.

An example of an unsupervised learning approach that has proven useful in many
NLP tasks, including NER, is the idea of representing words (or other linguistic ele-
ments such as characters, sub-words, or sentences) in natural language as vectors. By
taking large amounts of text and looking at each word in context, special unsuper-
vised algorithms can learn a continuous representation of the word, which can convey
its meaning [75].

Words don’t bear a meaning on their own; they are simply sequences of characters
that human speakers of a particular language have assigned meaning (or more specif-
ically, a lexeme representing the meaningful concept it refers to). This means that
computers cannot obtain the meaning of a word simply by examining its alphabetical
form. On the other hand, when given the numerical representation of a word’s meaning
in the form of a vector of real numbers, they have a familiar input form which they can
use to perform calculations. Using these representations, we can, instead of thinking of
words as discrete entities, as we tend to do, calculate their position in a vector space,
and find that some words stand closer together than others. The words “Oslo” and
“Stockholm”, though referring to two distinct countries’ capitals, have many aspects
in common semantically, and can often appear in similar grammatical and semantical
contexts. Therefore, their word vectors, or embeddings, when learned from a large
text corpus, tend to be somewhat similar. Moreover, if we look at the vectors for the
respective capitals’ countries, Norway and Sweden, we can make some interesting ob-
servations. Using vector calculations, we now have a way of adding two words together
or extracting one from the other. If we for example subtract the vector for Oslo from
the vector for Norway, and add the vector for Stockholm, the resulting vector will most
likely be very close to the vector for Sweden.
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But how are these embedding vectors learned? This depends on the algorithm
used, but the main idea is that instead of only looking at the word itself to produce its
embedding, we also look at its neighbors, to understand how it appears in context. The
Word2Vec algorithm [82], proposed in 2013, is a very popular method of vectorizing
words, and uses a shallow neural network. Before explaining this algorithm, let’s
imagine the simplest way of vectorizing words. This would be by using a one-hot
vector, where each word is represented by a value in the vector. If we look at a
simplified example, the 3-word sentence “I like turtles” could be encoded in a 1 × 3
vector: I [1, 0, 0] like [0, 1, 0] turtles [0, 0, 1]. It is easy to see that this approach falls
short when we go beyond a dummy example like this, such as when working with
a corpus where the vocabulary size4 is 10,000, or even 100,000. A binary vector of
this size would be too computationally expensive to work with. Also, the idea behind
word embeddings is to be able to contextualize words, which we cannot do using a
one-hot vector. Instead, Word2Vec offers a choice of two different models for learning
these contextualized embeddings: a skip-gram model and a continuous bag of words
(CBOW) model. In short, the difference between the two is that in skip-gram, the
input word is used to predict the context, while in CBOW, the context is used to
predict the input word.

To take the example of skip-gram, the idea is to train a shallow neural network to
predict the probability of a word given its context, but instead of observing the output
of the network, as we normally would, we are only interested in the weights learned in
the single hidden layer. These weights are the word embeddings. To do this, we first
create training samples from the data by taking a focus word and its neighbors. If we
use the word “like” from our example as the focus word, the word pairs created are
(like, I) and (like, turtles). Here the window size (the number of neighboring words to
look at) is just 1, but this is a hyperparameter that can be set to a larger value. This
is done for all the words in the data, so in the end we get the training samples (like,
I), (like, turtles), (I, like), (I, turtles), (turtles, I), and (turtles, like).

The input vector to the neural network is a one-hot vector of the size 1×V , where
V is the vocabulary size. The hidden layer has its own hyperparameter, the number of
features, which will be the size of the word embedding, E, and in practice often ranges
from 50 to 500. The hidden layers learns the weights for each word from the training
samples given, and outputs the word vectors we are interested in, sized 1×E for each
word in the vocabulary.

Our 3-word dummy example doesn’t tell us much, but if we were to add another
sentence to our training data, such as “I like elephants”, the embedding vectors for the
words “turtles” and “elephants” would be similar, and the model would rightly assume
that the possibility of “turtles” and “elephants” appearing in the same context is higher
than the word “like” appearing in that context. In a much larger corpus, say of a billion
words, a model like this is able learn detailed contextual information which can benefit
many NLP tasks.

Other algorithms that have been proposed and are commonly used for creating
word representations are GloVe [83] and FastText [84]. GloVe is a global logbilinear
regression model, which does not use a neural network, and is not confined to looking
at the local context, but instead leverages global information from the corpus. It
creates a co-occurrence matrix for the whole corpus by estimating the probability that

4The number of distinct tokens that appear in the data.
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a given word will co-occur with other words, and then factorizes it to create the word
vectors.

The main drawbacks of both Word2Vec and GloVe is that they don’t have a way
of handling unknown words, and they don’t take into account any morphological in-
formation, so each surface form of a base word (lemma) has its own vector. Icelandic
is a morphologically rich language where each lemma can have many surface forms,
though semantically they are the same word. This increases the vocabulary size and
number of rare words, which makes learning patterns in the data harder and more
expensive. For example, the proper noun “Ísland” (Iceland) has three surface forms
(“Ísland”, “Íslandi”, “Íslands”), which each has its own independent word vector, ac-
cording to Word2Vec and GloVe. To remedy this, FastText is further enriched with
subword information. This is achieved with an extension of the skip-gram model used
in Word2Vec, by incorporating character n-grams into the model [84] (n-grams are all
possible combinations of characters (or words) of length n that appear together in a
sequence). In FastText, each word is represented as a bag of character n-grams. A
vector representation is associated with each character n-gram, and then the words are
represented as the sum of these representations. As opposed to the other two models
described here, FastText has a way of estimating the vector representation of unknown
words: When using FastText as input in a particular task and an unknown word ap-
pears, it can use only the character n-grams for finding the word vector, instead of
using both the word and its character n-grams.

It is hard to evaluate which word representation algorithm is best, as this depends
on many factors; the specifics of the corpus data, the task at hand, and the language
used [85], [86]. Intuitively, FastText should work well in morphologically rich lan-
guages, because of its subword function [87]. This is indeed the case for many other
morphologically complex and suffixed languages, such as Finnish [84], but has not yet
been measured for Icelandic.

It is not only whole words that can be represented in an embedded vector like
we have described here. Character embeddings are also commonly used, especially to
account for misspellings in natural text, and, as we have already seen in FastText,
subword embeddings can be used to enhance models for languages with a wide mor-
phological variety. Embeddings of longer sequences have also been proposed, such as
sentence embeddings, and even paragraph and document embeddings [88], [89].

Coming back to the task of NER, how can this contextualized information about
words help us find and classify NEs in text? Well, NEs have many things in common,
one of them being the context they appear in within a sentence. If we look at the
example given before, that of countries and capitals, and use the vector space repre-
sentations for these words as additional input into a NER system, there the system
will find a high probability that the variables X and Y in the following sentence are
NEs of the entity type location: “The capital of X is Y”. If we have learned that
this is a context where we often see location entities, we can use this information
for other NEs in similar contexts. Depending on the design of the NER system, we
can for example use the information learned from the sentence “The capital of Norway
is Oslo” to predict other entities, even ones unseen in the training data, such as “The
capital of Bhutan is Thimphu”. A visualization of word embeddings, such as the one
offered by TensorBoard, TensorFlow’s visualization tool [90], can give an idea of how
well NEs are clustered together in the vector space. When examined, they indeed
usually show that intuitively, NEs cluster quite well together. Names of people appear
close together, as do country names, company names, works of art, etc.
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Since Mikolov et al. presented Word2Vec in 2013, different word representation
methods have been used extensively to enhance many LT tasks. Now, more sophisti-
cated and dynamic methods of representing input have been proposed, which we will
review briefly at the end of next chapter, but first we will take a closer look at the
main DL methods for NER through the years.

2.6.3.3 Deep learning and NER

In NLP, we are usually dealing with sequences of text of variable length, i.e. sentences,
rather than individual words without a context. Here the order of the input words
matters, and preceding words can give clues as to how to classify words that appear
later. Text data is an example of sequential data without a temporal component,
as opposed to time-series data, such as signal processing data. Specific DL methods
have been proven to work better for this kind of sequential data, in particular RNNs,
sequence-to-sequence models [91], and lately, attention networks and transformers [92].
This applies to the NER task as well. BiLSTM RNNs, along with the best CNN
algorithms, were the state-of-the-art in NER until very recently, when self-attention
networks allowed for transfer learning, which is where a pre-trained language model is
fine-tuned with a labelled NER corpus.

Since Collobert et al. proposed the first neural architecture for NER using CNNs
in 2008 [80], [93], research in the field has flourished, and many DL architectures
for NER proposed. Instead of manually engineering the features needed to recognize
and classify NEs, researchers saw the benefits of training neural networks on labeled
datasets to automatically find patterns in the data.

Different taxonomies have been proposed in survey papers on DL-based NER meth-
ods [86], [94], but the main idea is to examine how the data is encoded and decoded in
the network. The encoder-decoder architecture is commonly used in DL when design-
ing end-to-end systems that can learn a specific task, such as NER. The architecture is
essentially based on two networks, the encoder, which takes the input sequence (sen-
tences) and encodes it into an internal representation, and the decoder, which uses
this representation to output the labels (NER classes) [75]. An attention mechanism
is often used to enrich the context that is carried from the encoder to the decoder, to
help the decoder learn better.

In [86], the following structure is given to show how DL-based NER systems have
commonly been designed in recent years, starting with the representation of the input,
then looking at how it is encoded, and ending with the decoder:

1. Distributed representations for input (Pre-trained word embedding, character
level embedding, POS tag, gazetteer...)

2. Context encoder (CNN, RNN, language model, transformer...)

3. Tag decoder (Softmax, CRF, RNN...)

In the literature on NER, different combinations have been tested for each of these
three stages. For the input representations, a common method is using pre-trained
word-embeddings, as described in the previous chapter [95], [96], or character-level
word representations [97], [98]. Word+character representations can also be combined
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into a hybrid representation [95], [99]. Other hybrid representations have been pro-
posed, additionally incorporating features such as POS tags and word shapes5 [100] or
gazetteers [96].

For the encoder, where context is learned from the input representation, the most
common methods are using a CNN [80], [101] or an RNN [78], [96], [102], [103]. Other
architectures include recursive neural networks and deep transformers, but the stan-
dard until recently was to use a biLSTM architecture, as described in Chapter 2.6.3.

The final stage in a NER system is the tag decoder, which outputs a sequence of
tags that correspond to the input sequence. This is where we get the classification of
each token, whether it is a NE or not, and which type. A CRF approach [68] has been
popular as the tag decoder method, as well as using an RNN [104], [105].

Recent advances in NLP since 2018 have improved overall results in the NER task.
With the pioneering paper “Attention is all you need” [92] in late 2017, the focus is
shifted from the typical encoder-decoder architecture and to the attention mechanism
that is commonly used to connect the encoder and the decoder. The authors argue
that this attention mechanism is all that is needed to achieve even better results than
before, eliminating the need for RNNs or CNNs in the architecture. Their contribution
is the transformer network architecture, which has been influential in developing large
language models that generalize well and work for a variety of NLP tasks, including
NER. These language models are trained on billions of words, using unsupervised
learning, and once ready, smaller datasets with supervised data can be applied to fine-
tune the weights from the larger model to perform a certain task. BERT [106] is the
most famous of these language models, breaking the state-of-the-art on 11 NLP tasks
for English when first published. Many adaptations and variations of this technique
have followed, and the field is advancing fast. Currently, most of the best-performing
NER models, as evaluated on the English CoNLL dataset, use transformers to some
degree [107], or contextualized embeddings [108], [109] such as Flair [110] or ELMo
[111]. Published results from a transformer model are not yet available for Icelandic
(see however Chapter 5 for some new developments using transformers for NER).

2.7 NER for Icelandic and other languages

Although most of the early work on NER was done for the English language, NER
corpora and peer-reviewed work is now available for more and more languages. This is
an important development, due to the many structural, morphological, orthographic
and other differences that characterize different languages. When researching NER for
a morphologically rich language, it is essential to have access to previous work on other
such languages, as English doesn’t present the same morphological variety, including
in the structure of NEs. For morphologically rich languages, DL-based models have
helped in moving the state-of-the-art forward. Enriching the input representation with
pre-trained word embeddings has proven useful for languages such as Turkish [112]
and Arabic [113], [114], as have the more complex language models that have recently
become popular, such as the Finnish BERT model [115]. The German language poses a

5Word shapes are a type of feature where the only focus is on the general shape of a token, not
the characters. In languages that use the Latin alphabet, NEs tend to be capitalized, so a common
word shape for NEs might be “Xxxxx”, where X stands for any capitalized character and x for any
lowercase character. Dates can for example have the shape “d Xxx dddd” or “dd/dd/dddd” (d for
digit). These features can give clues as to which tokens are NEs, and of which entity type.
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particular problem for NER, due to its capitalization of nouns, which makes identifying
NEs significantly harder than in many other languages that use the Latin alphabet
[116]. For example, the same NER model architecture, by Agerri and Rigau, trained
and evaluated on the CoNLL datasets for English and German, reaches F1 of 91.36% for
English but only 76.42% for German. [73]. For the corresponding Spanish and Dutch
CoNLL corpora, this same system measures at F1 84.16% and 85.04%, respectively.

2.7.1 Nordic languages

For any NLP task, it is useful to look at the work that has been done in the most closely
related languages, which in the case of Icelandic are the Nordic languages, Norwegian,
Swedish, Danish, and Faroese. In all but the last one, NER has a longer history than for
Icelandic, with its origins reaching all the way back to 1991 when the Swedish linguist
Pamp proposed a taxonomy for proper names [117]. In 1998 the first rule-based NER
demo system for Swedish was published as part of the AVENTINUS project [118] and
the first ML-based NER system was SweNam, from 2001 [119]. Other work on NER
for Swedish includes HFST-SweNER [21] and, more recently, a comparison of different
NER architectures evaluated on Swedish and English corpora [120].

For Danish, the earliest important work on NER is the entity recognizer by Bick
from the early 2000’s, built on constraint grammar parsing [121]. Some NER sys-
tems [64], [122] and corpora [56] exist for Danish, but some of the latest research for
Danish NER focuses on cross-lingual transfer (transfer learning between languages),
to make up for the limited data available [123]. In her 2019 paper, Plank trains a
neural model on English NER data, and fine-tunes it using a very small amount of
Danish NER data. This approach resulted in an effective NER system for Danish,
and should intuitively work well for Swedish and Norwegian as well. We hypothesize
that Icelandic’s morphology might be too complex to gain enough information from
an English dataset, but an experiment using such cross-lingual transfer with Icelandic
would be interesting.

The first Norwegian NER system was the rule-based ARNER [124], which formed
part of the Scandinavian Nomen Nescio project, which involved creating NER systems
for Danish, Swedish, and Norwegian [125]. Some other work exists for Norwegian, but
the best results were acquired in a recent paper by Johansen [126]. Here he presents new
annotated NER datasets for Norwegian and biLSTM models enriched with pre-trained
word embeddings and a gazetteer lookup. The datasets were created the two written
forms of Norwegian, Bokmål and Nynorsk, with roughly 300,000 tokens for each, and
consisting of mostly newspaper texts. They are annotated for the four CoNLL entity
types, person, location, organization, and miscellaneous. The F1 for the
best performing model is 87.20% for Bokmål and 86.06% for Nynorsk. Johansen also
experiments with combining the two written forms into one training corpus, thereby
improving the performance, at least for Bokmål, with F1 of 86.73%. Other recent
work for Norwegian includes NorNE, a new annotated corpus of NEs which extends
the annotation of the existing Norwegian Dependency Treebank [127].

Finnish, though not related to the other languages mentioned above, is also relevant
here, because it is very rich morphologically, like Icelandic, though it is agglutinative in
nature, while Icelandic is fusional. Successful NER systems for Finnish therefore need
to take this richness into account and be able to spot NEs that have many different
surface forms, just like in Icelandic. Some interesting work on Finnish NER includes
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a recent annotated corpus [128], and the Finnish BERT model, fine-tuned with NER
data [115], mentioned above.

2.7.2 Icelandic

Work on NER for the Icelandic language is much more limited than for the mainland
Scandinavian languages, most likely due to the lack of an annotated NER corpus, as
well as the fact that general use of LT is not yet widespread in Iceland, and possible
users (companies and organizations) may not have a firm grasp of how NER could
benefit them in solving their various tasks.

Some research has been conducted in the field, however, including development
of prototypes or systems using handcrafted rules and gazetteers. IceNER, a rule-
based NER system, is part of the IceNLP natural language processing toolkit [129].
It has been reported to reach F1 of 71.5% on a test set without querying a gazetteer,
and 79.3% using a gazetteer [130]. Another rule-based named entity recogniser called
Íslenskur textaskimi was in development in 2006, but no information is available on
the project and no results were published.

A NER module is part of Greynir, a recent natural language parser and analyzer
for Icelandic [131]. It is based on rules, like IceNER, and recognizes person names and
some numerical entities, in news texts. This NER module is open-sourced, but has
not been evaluated, and is mostly intended for used inside the Greynir software suite.

The work presented here, an annotated NER corpus and a neural model, is being
used further in another MSc project by Guðjónsson [132]. In his work (which is in
progress), the corpus is used to train different ML-based models [73], [133], which are
combined with the neural model presented here to create an ensemble tagger for NEs.

With the emergence of the five year Icelandic LT programme [38], [134], LT solu-
tions for Icelandic are now being developed at a fast pace. Language resources such as
speech and text data are being collected, and research in various LT fields is blooming.
As discussed in Chapter 1, NER is an important step in the pipeline in various LT
tasks, such as machine translation and speech recognition, two of the domains defined
as core projects in the Icelandic LT project plan. The need for labeled NER data and a
named entity recognizer trained on that data is becoming apparent, as these resources
could be used in various LT pipelines being created. We will now proceed to describe
how we have approached this problem.



Chapter 3

Methods

The work presented here is twofold, and consists first of annotating a corpus with NEs,
and secondly of using neural networks to train models on the annotated data. In this
chapter, we review the methodology behind how each of these steps was conducted,
first describing the corpus annotation part and then the neural network architectures
and training methods.

3.1 Corpus annotation

Since no annotated NER corpus existed for Icelandic before this work started, our
main goal was to create such a corpus, that could benefit both this work and other LT
research. In October 2019, a five-year Language Technology Programme was launched,
with the goal of developing accessible, open-source language resources and software for
making Icelandic usable in communication and interactions in the digital world [134].
The project plan developed for the programme [38] defines different tools and data
needed for the successful development of language technology in Iceland. One part
of this work is the development of NER for Icelandic, by creating an annotated NER
corpus, as part of the necessary LT resources for Icelandic, as well as developing a
NER system for Icelandic.

The Language Technology Programme project plan includes a short description of
how the NER corpus is to be constructed. This involves annotating all relevant named
entities in the Icelandic Gold Standard (MIM-GOLD, [135]), a balanced text corpus of
approx. 1 million tokens, extracted from the Tagged Icelandic Corpus (MIM, [136]).
In our work, we have used this proposal as a guideline, selecting MIM-GOLD as the
basis for our NER corpus. In the following chapter, we will describe the annotation
process, the data used for preparation, main statistics on NE counts and corpus size,
and finally review how the annotation quality was evaluated.

3.1.1 Corpus selection and text categories

The MIM-GOLD corpus [135], extracted from the larger MIM corpus [136], was first
published in 2013, with a revised version being released in 2018. The corpus was POS
tagged using automatic methods and then manually corrected. Its purpose is to serve
as a gold standard when training POS taggers, but can also be used for other purposes,
especially given that it is a balanced sample from different text categories, meant to
be representative of the Icelandic language as it is written and used in the general
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domain. All the texts are from the years 2000-2009. The corpus contains the following
text types:

Text type % of corpus
Newspaper texts (Morgunblaðið) 24.6%
Printed books 23.6%
Blogs 13.6%
Newspaper texts (Fréttablaðið) 9.5%
University of Iceland Science Web 9.1%
Websites 6.5%
Laws 4.1%
School essays 3.4%
Speeches 1.9%
Adjudications 1.3%
Scripted TV and radio news 1.1%
Web media texts 0.8%
Emails 0.5%

The four largest text types (the two newspapers, texts from books, and blog texts),
together account for over 70% of the corpus.

As discussed in Chapter 2.4.3, texts in general domain NER corpora for English are
most commonly sourced from news content, often from larger newspapers (printed and
online), which are heavily edited before publishing. This kind of corpora is therefore
expected to contain few spelling, grammar, punctuation and capitalization errors. This
is not the case with MIM-GOLD, where the texts vary a lot in both content and quality;
some have been thoroughly proofread (published books, laws and adjudications), some
have undergone some editing (news articles, some web content, scripted texts for radio),
and some have not been edited at all (blogs, emails, web content, classified ads in
newspapers).

This in parts “messy” corpus data may affect the annotation process as well as the
resulting dataset in both positive and negative ways. On the one hand, we need to
establish clear guidelines on how to annotate incorrectly written entities. This can
present itself as NEs that should be capitalized but are not, and, reversely, common
nouns that are erroneously capitalized. We also need to know how to handle wrong
hyphenation and spelling errors in NEs, and inconsistency in capitalization, to name
just a few issues. Errors in the training data may also confuse the models at training
time, leading to classification errors. On the other hand, this variety of text sources
and text quality may also have a positive effect. The corpus data goes beyond the
normal news text domain and includes unedited texts that contain a variety of common
misspellings, which may be beneficial if the intent is to train a model to predict NEs
in such data.

Apart from this variation in text quality, the corpus also contains a variety of text
genres and domains, as has been mentioned. Generalization between text genres is
especially difficult in NER when training data is limited [137] so having a variety of
text genres can help in training NER models for different genres. Our corpus is split
into different sections, which gives researchers the possibility of selecting the training
data that best fits their purposes. They can for example choose to leave out the more
unreliable/unedited text sources altogether, or only train on news texts or literary
texts, to see how it affects their models.

Most manually annotated NER corpora is limited in size, due to the labor-intensive
task of hand-labeling and ensuring annotation accuracy. For example, the commonly
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used English CoNLL-03 corpus only contains around 200,000 tokens, with around
35,000 NEs tagged. In fact, the number of NEs may be seen as the real size factor
here, as corpora differ in NE density; in some (e.g. [138]), sentences without NEs have
been extracted in a preprocessing step to keep the concentration of NEs high.

In some parts of our corpus, such as laws and regulations, NEs are quite sparsely
distributed. We have nonetheless opted for annotating the whole corpus without re-
moving sentences not containing NEs. This was done both to keep the natural distri-
bution of NEs in the corpus and to ensure compatibility with the original MIM-GOLD
corpus.

3.1.2 Annotation process

The corpus was annotated using a semi-automated approach: automatic NE extraction
with a subsequent manual review. Here we will describe the two annotation steps –
firstly, using gazetteers of NEs and regular expressions to extract as many entities as
possible from the text, and, secondly, reviewing the whole corpus manually to catch
any entities not picked up in the previous step and to fix any annotation errors.

3.1.2.1 Selecting the entity types

There are eight NE types tagged in our corpus: person, location, organization,
miscellaneous, date, time, money and percent. For the first four entity types,
we followed the CoNLL-03 annotation guidelines, with a few exceptions to fit Icelandic
settings and writing conventions. We then added the numex and timex types from
the MUC events, which contain the latter four NE types.

The annotation of MUC-6 and MUC-7 differ in that MUC-6 only tags absolute
temporal entities, while MUC-7 also tags relative entities [18]. What they mean by this
is that absolute expressions must indicate a specific segment of time, whether seconds,
minutes, hours, days, months, etc. A taggable entity is a particular minute and hour,
such as “20 minutes after 10”, while “20 minutes after the hour” is non-taggable. This
goes for dates as well as times; a year must be referenced as a particular year, such as
“2020”, and not “this year”. In our corpus, we chose to only tag absolute entities, as
per MUC-6.

The idea behind this particular selection of entity types is that corpus users can
choose which entity types to focus on. They can for example train on only the four
CoNLL types, and compare the results with the numerous NER corpora for other lan-
guages that are tagged for these same entity types. The corpus also includes the MUC
entity types: enamex (person, organization, location), timex (date, time),
and numex (money, percent). It should however be noted that even though the
names of the MUC and CoNLL entity types are the same (person, organization,
location), there are differences in how they are annotated, both in the identification
of the NE boundaries and the type, as pointed out in [20]. This should be kept in mind
if the intention is to use the corpus to compare with NER corpora tagged following
the MUC guidelines.

3.1.2.2 Preprocessing

The data was split into five batches of around 200,000 tokens each, which were then
further split into 40 files of around 5,000 tokens per file, which was a convenient size to
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work with. This was done for ease of annotation, as smaller files were easier to work
with, but also proved useful later when splitting the corpus into train/development/test
sets. An even distribution of the 13 text sources was kept within each batch. This
allows us to train models using different sizes of the corpus, and compare results.

As mentioned above, the MIM-GOLD corpus is already tokenized and POS tagged.
We use a version of the corpus that has been lemmatized using the Icelandic lemmatizer
Nefnir [139] and reviewed manually in parts, but is not part of an official release. The
tag set for Icelandic POS tagging is large, containing around 700 possible tags. For
our task, we were only interested in a subset of the POS tags, which could help us with
the pre-classification of the NEs. For common nouns, each POS tag can contain five
separate characters for different grammatical properties. For example, the POS tag for
the common noun “hlutirnir” (the things) is “nkfng”. These characters stand for noun
(n), masculine (k), plural (f), nominative (n), and definite article (g). Proper nouns
have an additional sixth character, “s”, which stands for “sérnafn” (proper noun). An
example of a proper noun tagged using this tag set is “Reykjavík” (nven-s). Here, the
characters stand for noun (n), feminine (v), singular (e), nominative (n), no definite
article (-), and proper noun (s). This “s” proved useful for our task, since it helped us
extract all tokens tagged as such for further processing. This however only applies to
Icelandic proper nouns; all foreign tokens are assigned the same single character (e)
with no further information, whether proper noun or any other word class.

3.1.2.3 Gazetteers

The proper names tagged with “s” are not classified any further in MIM-GOLD, so
we wanted to find a way of determining automatically at least whether they fit the
person, location or organization categories. For this purpose, gazetteers were
collected with person names, names of companies and location names. Some foreign
companies, place names and person names were collected as well.

For extracting the person names, we used the Database of Modern Icelandic Inflec-
tions (DMII) [140]. It contains around 15,000 given names and surnames of Icelanders.

Our sources for Icelandic place names are the Icelandic Place Name Register (Örnef-
naskrá), driven by the National Land Survey of Iceland (Landmælingar Íslands), and
the Icelandic access address register (Staðfangaskrá), operated by Registers Iceland
(Þjóðskrá). After processing and cleaning the data, removing duplicates and adding
some freely available lists of foreign location names, we had a list of roughly 97,000
entities.

For the company names, we extracted names of Icelandic companies from The
Company Registrar of Iceland (Fyrirtækjaskrá), a registrar of Icelandic companies
held by the Directorate of Internal Revenue (Ríkisskattstjóri)1. This provided us with
a list of all 108,000 companies registered in Iceland since the year 1970. After cleaning
this data and appending a shorter list of foreign company names, this resulted in a list
of around 90,000 company names (see Table 3.1).

No NEs were collected in the MISC category, since it is such a varied category that
a gazetteer would never have been close to exhaustive.

These gazetteers were then used to extract NEs from the MIM-GOLD corpus.
Because of the highly inflected Icelandic grammar, a simple search in the corpus was
not feasible. The gazetteers usually list the NEs in the nominative case, while in the

1https://www.rsk.is/fyrirtaekjaskra/

https://www.rsk.is/fyrirtaekjaskra/
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Table 3.1: Number of names in the gazetteers used for the pre-classification of the
corpus.

Category Gazetteer size
Person names 15K
Locations 97K
Organizations 90K

corpus they appear in all four grammatical cases (nominative, accusative, dative and
genitive), and with or without the definite article, which is suffixed in Icelandic. To
further complicate matters, in the company name gazetteer, organizations can have
names in the singular or plural, with or without the definite article (e.g. “Kokkarnir”
(The Chefs)), and often as full noun clauses, such as “Háskólinn í Reykjavík” (Reykjavik
University, directly translatable as The University in Reykjavik). Company names can
even start with adjectives, conjunctions, prepositions, verbs or practically any other
word class (“Góð samskipti” (Good Communications); “Og Vodafone” (And Vodafone),
“Við Tjörnina” (By the Pond), “Eldum rétt” (Let’s cook), etc.).

Python scripts were written to make a look-up in each available gazetteer, to classify
the proper nouns labeled as such in MIM-GOLD, and keep track of the results. Some
NEs could belong to more than one category, and this actually proved quite common.
Location names and person names often collide, and some names are found in all
three gazetteers. Such ambiguities were registered to be resolved manually. Here, the
lemmatized version of the corpus was useful when aligning NE candidates in the corpus
with the names in the gazetteers. In general, heuristics and knowledge of the language
were used to resolve doubts and ambiguities and to try to determine NE boundaries.
As before, some issues were left unresolved for the manual review.

3.1.2.4 Regular expressions

While gazetteers could be used to extract NEs in the person, location and orga-
nization categories, other methods were needed for the extraction of the numerical
entities tagged in the corpus: time, date, money and percent. Here we used regu-
lar expressions to extract these entities before the subsequent manual review. Care was
taken to catch entities regardless of how they are written out in the corpus, whether
using numbers and symbols/abbreviations or written out in letters. This way, we could
tag both “17.06.05” and “sautjándi júní 2005”, both “1.000.000 kr.” and “ein milljón
króna” and both “50%” and “fimmtíu prósent”, to name a few examples.

Here we have described roughly how the preprocessing and automatic annotation of
the data was carried out. Though it is hard to estimate how well this pre-classification
method worked, it has proven an important step in the annotation process, and intu-
itively, we can see that it caught a large majority of the NEs and numerical expressions
in the corpus. Without this pre-classification step, the manual annotation work would
without a doubt have been much more time-consuming and error-prone.

3.1.2.5 Manual review

After the automated preprocessing step, the next task was reviewing the resulting an-
notations, fixing errors and picking up any remaining NEs missed in the previous step,
since some inaccuracies were bound to appear. Some named entities went unlabeled,
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as the gazetteers are not (and can never be) exhaustive, some entities were labeled but
miscategorized, some were false positives and some labels included too many or too
few words (incorrect boundaries).

Reviewing all NEs in a corpus of one million tokens is a big undertaking, which
undoubtedly goes far to explain why there are not so many large hand-annotated NER
corpora available.

One annotator (the author of this work), with a background in both Icelandic
linguistics and LT, was in charge of defining the annotation task and labeling the
bulk of the corpus. This was done part-time in the course of a year or so. A second
annotator stepped in to help in the last weeks, and reviewed around 8% of the corpus.
The first annotator also checked their work to maintain consistency. Finally, we had
a third person review 10% of the corpus, both to spot annotation errors for fixing,
and to estimate the accuracy of the annotation. This evaluation is further discussed
in Chapter 4.

There are pros and cons to having only one annotator define and perform most
of the work. This may result in a bias towards personal preferences when selecting
labels or boundaries, and, since the annotation was performed over a long time, the
annotator may have a hard time remembering decisions made early on in the process.
Having another person to consult with in case of doubts is also beneficial in any task.
On the other hand, having only one annotator label the corpus means there should be
fewer inconsistencies when deciding NE categories or boundaries. Some guidelines or
rules of thumb are very nuanced or hard to write down, but this may not be a problem
for a single annotator, who can construct and keep these rules in their head. Here we
are talking about very minor details which can be a source of inconsistency but that
appear quite commonly, such as whether to tag “1900 fram til 1930” (1900 up until
1930) as one entity, as is the case with “1900 til 1930” (1900 until 1930).

The annotation itself was performed in an online annotation interface called BRAT
(brat rapid annotation tool) [141]. It accepts files in the BRAT format, which consists
of two files for each text, a txt file and an ann file. The text file contains the original text
and is never changed. The annotation file contains a list of all the named entities found
in the text, marked with their position (character index) in the text file. This way,
annotations can be added and removed at will without modifying the original corpus.
The pre-classified corpus was converted to the BRAT format, uploaded to a standalone
server and the annotation completed in a browser interface. As described earlier, the
corpus was split into files of around 5,000 tokens each, which was a convenient size to
work with in BRAT.

Annotation work is a time-consuming task, and it can be valuable to try to estimate
the time it took to annotate these million tokens, as a guide for others. Though we
do not have an exact measurement of the time it took to annotate, we can examine
how long it took to review one of the (5,000 token) BRAT files on average. While
the distribution of entities was not even (some files were dense with NEs and some
contained very few), we observed that on the whole, the annotation generally took
about 45 minutes for a single file (with some taking less time and some much longer).
There were a total of 200 files in the corpus, which would add up to 150 hours of
work. This is, however, without a doubt an underestimation, both because of some
files taking up to three hours to complete, and other issues that popped up during
the annotation process, which required doing look-ups and going back to the files to
resolve doubts. We conclude that this number might be closer to 200 hours, as a rough
estimate. It should also be mentioned that according to our experience, this is work
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that is hard to do for more than four or five hours at a time, or else the attention of
the annotator tends to drift, which may result in decreased accuracy. This needs to
be taken into account when estimating the time needed for annotation.

3.1.2.6 Annotation guidelines

Guidelines were constructed on the taxonomy used for the annotation of our corpus.
For the four NE types adapted from CoNLL [142], we mostly relied on the CoNLL
“List of tags with associated categories of names” for each entity type [143], though
with some modifications. Following is a more detailed definition for each of these four
entity types:

• Persons: Names of humans and other beings, real or fictional, deities, pet names.

• Locations: Names of locations, real or fictional, i.e. buildings, street and place
names, both real and fictional. All geographical and geopolitical entities such as
cities, countries, counties and regions, as well as planet names and other outer
space entities.

• Organizations: Icelandic and foreign companies and other organizations, public
or private, real or fictional. Schools, churches, swimming pools, community
centers, musical groups, other affiliations.

• Miscellaneous: All other capitalized nouns and noun phrases, such as works
of art, products, events, printed materials, ships and other named means of
transportation, etc.

The four numerical and temporal entity types, date, time, money, and percent,
appeared less commonly in the corpus, and were easier to find using regular expressions.
The MUC guidelines were followed as closely as possible when annotating these entities.

• Time: Absolute temporal units shorter than a full day, such as seconds, minutes,
or hours, both written numerically and alphabetically.

• Date: Absolute temporal units of a full day or longer, such as days, months,
years, centuries, both written numerically and alphabetically.

• Money: Exact monetary amounts in any currency, both written numerically
and alphabetically.

• Percent: Percentages, both written numerically and alphabetically.

The corpus contained many problematic entity candidates, where it was not clear
how/whether to annotate. These were marked specially during annotation and resolved
at the end, to keep consistency within the corpus.

We refer the reader to Appendix A for the corpus annotation guidelines, which con-
tains a more detailed description of NEs belonging to each entity type, with examples
of entities and their boundaries as we have defined them.
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3.2 NER baseline model training
We conducted experiments on the annotated dataset, using a biLSTM RNN with
different configurations. This was done to gain insights into how the data may be
used, to establish a baseline for further research, and ultimately to create an ensemble
NER system composed of three different NER models – the other two models being
traditional ML models developed by another MSc student working in NER.

In this chapter, we present the DNN architecture and configurations used for train-
ing the NER models, along with a short presentation of the other models used for the
ensemble NER system.

3.2.1 NeuroNER – biLSTM RNN with external word
embeddings

As reviewed in Chapter 2.6.3, bidirectional RNNs with the LSTM variant have proven
to work well to solve problems where the input is sequential data, such as text data.
The networks can “remember” long sequences of data in both directions, which they
then use to solve the problem at hand, which in the case of NER is a multi-class
classification problem.

We have used the biLSTM architecture to train NER models on our data, using a
program called NeuroNER [144]. NeuroNER is described as an easy-to-use program
for training models to recognize and classify NEs. It uses the TensorFlow computa-
tion library [145] for training the neural networks and has been reported to reach F1

of 90.5% on the English CoNLL-2003 dataset, and 97.7% on the i2b2 2014 clinical
dataset.2 These results were on par with state-of-the-art performance at the time of
publication [144].

If we recall the taxonomy of NER models presented in Chapter 2.6.3.3, NeuroNER
fits into the type of systems that use word + character embeddings to represent the
input, an RNN for the encoder, and a CRF as the decoder. The system is divided into
the following three layers:

• Character-enhanced token embedding layer

• Label prediction layer

• Label sequence optimization layer

The first layer maps each token to a vector representation using two types of embed-
dings: a word embedding and a character-level token embedding. Each sentence of the
training data is defined as one sequence. The resulting embeddings for each sequence
are fed into the second layer, which outputs the sequence of vectors containing the
probability of each label for each corresponding token. Finally, the last layer outputs
the most likely sequence of predicted labels based on the output from the previous
label prediction layer. Instead of implicitly learning the word embeddings, NeuroNER
allows users to use their own external (pre-trained) word embeddings. We have pro-
vided external word embeddings, trained on the 2018 version of the Icelandic Gigaword
Corpus (IGC) [146], a corpus of around 1.4 billion words of Icelandic texts from various

2The performance difference for the two datasets stems from the fact that the latter one is directed
towards the problem of de-identification of patient notes, a quite specific task.
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sources. For the sake of comparison, Word2Vec, GloVe, as well as FastText embed-
dings were tested. The amount of data, and the most important configurations and
hyperparameters set for the training of these embeddings are as follows. It should be
noted that due to technical limitations, the Word2Vec embeddings are trained on only
half the IGC, and with a difference dimension count.

• Word2Vec:

– Text source: around 543,000,000 tokens from IGC 2017

– Training algorithm: skip-gram

– size = 200 (dimensionality of the word vectors)

– window = 5 (max distance between current and predicted word)

– min_count = 4 (words with lower a frequency than this are ignored)

• GloVe:

– Text source: around 1,380,000,000 tokens from IGC 2018

– size = 300 (dimensionality of the word vectors)

– window_size = 10 (max distance between current and predicted word)

– term_count_min = 5 (words with lower a frequency than this are ignored)

• FastText:

– Text source: around 1,380,000,000 tokens from IGC 2018

– Training algorithm: CBOW

– size = 300 (dimensionality of the word vectors)

– epoch = 20 (number of epochs)

– wordNgrams = 2 (max length of word ngram)

– minn = 3 (min length of character ngram)

– maxn = 6 (max length of character ngram)

Figure 3.1 shows a visual representation of the NeuroNER architecture. Beginning
in the character-enhanced token embedding layer at the bottom, n represents the
number of tokens, xi is the ith token, and the mapping of the characters to character
embeddings is represented with V C. A biLSTM RNN is used to learn these character
embeddings. They are then concatenated with the pre-trained token embeddings, V T.
The output of the first layer is represented with e, where ei is the character-enhanced
token embedding of the ith token. The character embeddings learned from each token
can help the model learn some sub-token information and deal with misspellings in
the data. Dropout is applied to the character-enhanced token embeddings before the
next layer.

In the second layer, the label prediction layer, the sequence of embeddings is used
to learn the probabilities of a given label for each token. For this purpose, another
biLSTM is used, plus a single-layer feedforward ANN which returns the probability
vector a1 for each token. The last layer, the label sequence optimization layer, takes
in the sequence probability vectors a1:n from the previous layer as input, and assigns
a label yi to each token ti. This is done using a CRF classifier, by calculating the
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Figure 3.1: Architecture of the NeuroNER model, figure originally published in [99].

transition probabilities between two subsequent labels. This is done in order to better
account for the dependencies between tokens that appear together [99]. The final
output is a label y for each token. In our data, when using the BIO tagging format,
this will be one of the following 17 labels: B-Person, I-Person, B-Location, I-Location,
B-Organization, I-Organization, B-Miscellaneous, I-Miscellaneous, B-Date, I-Date, B-
Time, I-Time, B-Money, I-Money, B-Percent, I-Percent, or O.

The program accepts annotated corpus files in either the BRAT format or the for-
mat from the CoNLL-2003 shared task [6]. The data was split into training, validation
and test sets. The training set was used for training the models, and the test set was
used for evaluation only, at the end of each training epoch. The validation set was
used to evaluate when to stop the training process, to avoid overfitting. This was done
by applying early stopping when no improvement had been seen on the validation set
for a set number of epochs (patience).

The idea behind NeuroNER is that non-experts should be able to train their own
NER models with minimal knowledge of neural networks. A configuration file is pro-
vided, where all that is needed, in theory, is to provide a path to the dataset to use.
This configuration file allows the user to choose many other variables, such as the tag-
ging format used, the evaluation method, which optimizer to use, whether to use a CRF
output layer, etc. Hyperparameter values such as the maximum number of epochs,
learning rate, patience, and dropout rate can be set here as well. The parameters can
also be left at their default values. We experimented with different hyperparameter
values and choice of optimizers, CRF, etc., and ended up with a configuration not
unlike the default values, which proved to give the best results, seemingly without
overfitting. Following are the most important values chosen in the configuration file
for our experiments. These are the default values, unless otherwise specified:
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Table 3.2: Different splits of the dataset.

Approx. dataset size (tokens) training validation test
200K 162,392 20,288 100,693
400K 323,133 40,485 100,693
600K 484,378 60,082 100,693
800K 644,617 80,205 100,693
1,000K 805,748 99,959 100,693

• using_character_lstm = True

• char_embedding_dimension = 25

• char_lstm_dimension = 50 (default = 25)

• token_emb_pretrained_file = Word2Vec / GloVe / FastText

• token_embedding_dimension = 300 (default = 100)

• token_lstm_dimension = 100

• using_crf = True

• dropout = 0.5

• patience = 10

• maximum_number_of_epochs = 100

• maximum_training_time = 10

• optimizer = sgd

• learning_rate = 0.005

For the total corpus the split between training, validation and test sets was 80%,
10% and 10%, respectively, which gives us a training set of around 800,000 tokens,
and validation and test sets of around 100,000 tokens each. Using the BRAT format
files of around 5000 tokens each, we randomly selected files for each set. The training
and validation set sizes varied according to the batch size; exact numbers are shown in
Table 3.2. We refer to the sizes as 200K, 400K, etc. even though this is an approximate
number, due to the consistent test set size of 100,693 tokens. We then trained on
different sizes of the corpus, keeping the test set intact in all training sessions to
maintain consistency in the evaluation. Training was time-consuming, taking from a
few hours for the smallest dataset size, and up to over 20 hours for the whole corpus,
on a computer cluster at Reykjavik University.



Chapter 4

Results and evaluation

In this chapter, we present results from our work, first from the corpus annotation
stage, then from the neural network model training stage. When relevant, we report
results both for the total eight NE types and the four CoNLL entity types. This is
to allow for better comparison with the numerous corpora and models that use these
same entity types. The results are discussed in further detail in Chapter 5.

4.1 Corpus description and evaluation
Statistics and evaluation of the annotated corpus are presented here, with regards to
the amount of NEs, how they are split into entity types and how they are distributed
in the data. We also report on the accuracy of the annotation.

4.1.1 Corpus statistics

After annotating the MIM-GOLD corpus with the eight entity types described in
Chapter 3.1.2.1, we examined the NE count and split of entity types in the data.
Results are presented in Table 4.1. A total of 48,371 NEs were tagged in the corpus, out
of those 39,840 are the four CoNLL entity types, person, location, organization,
and miscellaneous.

Table 4.2 compares the number of NEs in four different NER corpora, and the ratio
of NEs to the total number of tokens in the datasets (note that NEs can span more

Table 4.1: NE split in the annotated MIM-GOLD corpus.

Entity type Total NE count Percentage

Person 15,599 32.25%
Location 9,011 18.63%
Organization 8,966 18.54%
Miscellaneous 6,264 12.95%
Date 5,529 11.43%
Time 1,214 2.51%
Money 1,050 2.17%
Percent 738 1.53%

Total 48,371
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Table 4.2: Ratio of NEs over tokens in a few NER datasets tagged for the four CoNLL
entity types, compared to our corpus, both the whole corpus and a subset containing
only texts from the corpus files fbl, mbl, and radio_tv_news.

Corpus Tokens NEs NE/token ratio

CoNLL-03 English dataset [6] 301,418 35,089 11.6%
CoNLL-03 German dataset [6] 310,318 20,357 6.6%
Norwegian Helnorsk [126] 611,582 26,666 4.3%
Our Icelandic corpus 1,006,400 39,840 4.0%
Our Icelandic corpus - news texts only 354,133 23,066 6.5%

Table 4.3: Split of NEs between different text types. Last column displays the ratio
of NEs over the total number of tokens.

File PER LOC ORG MISC DATE TIME MON PERC Total Ratio

adjudic. 332 38 69 29 112 0 61 21 662 5.12%
blog 1801 837 1285 876 690 70 85 40 5684 4.20%
books 4325 1239 379 859 836 41 14 86 7779 3.28%
emails 34 26 56 47 18 2 8 9 200 3.63%
fbl 1876 1143 1416 1183 665 124 428 106 6941 7.37%
laws 30 52 273 116 93 0 23 74 661 1.60%
mbl 4771 3320 3058 1760 1386 788 210 234 15,527 6.24%
radio_tv. 208 82 216 18 34 5 18 17 598 5.34%
school_ess. 456 266 184 185 207 0 12 9 1319 3.84%
scienceweb 908 747 225 726 611 4 22 62 3305 3.59%
webmedia 119 225 164 37 81 35 12 0 673 7.90%
websites 568 864 1567 331 724 131 153 77 4415 6.77%
to-be-spoken 161 169 66 96 61 9 5 0 567 2.93%
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than one token). As we have mentioned, no attempts were made to eliminate sentences
that were unlikely to contain NEs, in order to keep the structure of MIM-GOLD and
the natural distribution of NEs in the text intact.

Density of NEs in each of the 13 text domains is reported in Table 4.3. The
highest ratio of NEs to tokens is found in the web media texts (7.90%), while the two
newspaper sources and the website texts also have a ratio of over 6%. The lowest
density is observed in the law texts (1.60%). This table also shows the distribution of
the entity types between text domains.

4.1.2 Annotation evaluation results

When creating an annotated dataset of any kind, whether by hand or using automated
methods, it is valuable to know how accurate the annotations are, as the resulting mod-
els can never be more accurate than the annotations they’re trained on. Annotation
accuracy is commonly measured using the inter-annotator agreement metric [44], [47],
[56]. However, since we didn’t have the resources to have two annotators manually re-
view the whole corpus, we instead measured the accuracy using the standard accuracy
metric of correct annotations over the total number of annotations.

The evaluation process was as follows: We took a random sample from the corpus,
a total of around 100,000 tokens (10% of the corpus) and had an external linguist
evaluate the annotation accuracy. The corpus sample contained a total of 4,527 NEs.
The reviewer was presented with the same instructions and guidelines that annotator
1 and annotator 2 had used in the annotation process, and was asked to mark any
doubts or errors spotted in the corpus sample. Annotator 1 then reviewed this list of
error candidates and, in accordance with the guidelines, evaluated which of them were
true positives, i.e. real errors that should be fixed. The following error types were
registered:

• NE is tagged with incorrect type

• NE is not tagged

• A non-entity is tagged

• NE is tagged with incorrect boundaries

• A NE is tagged but both entity type and boundaries are incorrect

These error types are essentially the same as the errors that we look at when
evaluating NER systems, as described in Chapter 2.5.1.

In the end 250 error candidates were found, out of which 180 were marked as
false positives by annotator 1. These false positives were due to either doubts that
the reviewer had on how to annotate or lack of clarity/instructions in the annotation
guidelines. As seen in Table 4.4, the total number of real errors was 70, giving us an
accuracy of 98.45% for this sample.

4.2 Experimental results
As described in Chapter 3.2, we trained a biLSTM RNN with different configurations
on the annotated corpus, using the NeuroNER system. In this chapter we present the
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Table 4.4: Statistics from the external annotation evaluation.

Total NEs in sample Error candidates Real errors Annotation accuracy

4527 250 70 98.45%

various results, evaluated on the test set of approximately 100,000 tokens, using the
F1 measure. The CoNLL-03 evaluation metrics are used, meaning that both the type
and the boundaries of a predicted NE need to match the gold label for it to count as
correct.

A note on how we report the NeuroNER results: When looking at NeuroNER
results for two separate runs on the same data with the same configurations, we observe
quite a difference, often fluctuating 1 and 2% in F1 between epochs on all sets (training,
validation, and test), making comparisons between models difficult. Each model is
trained until no further improvements are seen on the validation set for 10 epochs.
The difference between epochs in all sets can result in a test set result being unusually
high or low when the model converges (finishes training). This is most likely due to
the stochastic gradient descent algorithm used in the optimization step. To estimate
the gradient, the stochastic gradient descent algorithm calculates it from a randomized
subset of the data, and this randomization may cause the fluctuations we see from one
epoch to the next. In order to remedy this and present more representative results for
each configuration, we have opted for running each model configuration three times,
and taking the mean F1 over the results of these three runs. This allows us to get closer
to the average score for each configuration. We refer to these results as “MEAN”,
combined with the specific configurations and data used, e.g., MEAN-GloVe-1000K
is the mean result of three training sessions using the largest corpus size and GloVe
embeddings.

First of all, as described in Chapter 3.2.1, we report on the use of different pre-
trained word embeddings in the training process. In Table 4.5, we compare the results
from using each of these algorithms when training on the whole training data. The spe-
cific hyperparameters and configurations chosen for each method are listed in Chapter
3.2.1. We observe that the overall F1 using Word2Vec, GloVe, and FastText embed-
dings are 82.63%, 83.65%, and 83.34%, respectively. The lowest score comes from
learning word embeddings only on the training data. With F1 83.65%, the combined
mean GloVe embeddings models, trained on the largest dataset, MEAN-GloVe-1000K,
show the best results. These results have therefore been chosen as the best performing
model and will be examined further in this chapter when comparing to other models.

Table 4.6 shows the effects of training on different sizes of the datasets, for the
MEAN-GloVe configuration, and Table 4.7 shows precision, recall and F1 for the largest
of these models, the MEAN-GloVe-1000K. Table 4.8 displays the results from training
on a subset of the data containing only news texts. GloVe embeddings were used, and
the same configurations as for the other models reported here. Table 4.9 shows the
results of training using only the four CoNLL NE types; other configurations remain
the same.

Finally, the confusion matrix in Figure 4.2 shows how well a model trained on the
whole dataset predicts each entity type on the test set. True and predicted values are
displayed for each of the eight entity types. The dark diagonal line shows how many
entities were correctly tagged, and the adjacent fields show the prediction errors made.
As an example of how to read this matrix, if we look at the date category, we see that
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Table 4.5: F1 for models trained with three different word embeddings as additional in-
put, compared with a configuration where embeddings are trained only on the training
data.

Overall PER LOC ORG MISC DATE TIME MON PERC

Internal-embed-1000K 73.60 80.11 74.98 65.82 44.10 86.73 91.83 81.86 92.73
MEAN-W2V-1000K 82.63 87.45 85.80 78.12 57.00 89.38 93.54 90.22 97.80
MEAN-GloVe-1000K 83.65 89.24 84.77 78.92 61.59 90.84 94.94 88.58 97.48
MEAN-FastText-1000K 83.34 87.96 87.34 78.58 60.09 89.56 94.80 88.94 98.38

Table 4.6: F1 scores for the GloVe models trained on different sizes of the data.

Overall PER LOC ORG MISC DATE TIME MON PERC

MEAN-GloVe-200K 74.65 84.33 79.98 68.96 42.05 77.27 79.57 77.65 94.08
MEAN-GloVe-400K 76.67 86.36 79.98 70.56 49.72 80.21 79.23 83.66 96.08
MEAN-GloVe-600K 80.21 88.29 82.40 74.83 54.74 86.79 82.59 88.58 97.64
MEAN-GloVe-800K 82.80 88.40 84.13 78.46 57.81 89.21 94.30 90.44 97.94
MEAN-GloVe-1000K 83.65 89.24 84.77 78.92 61.59 90.84 94.94 88.58 97.48

Table 4.7: Precision, recall and F1 for the MEAN-GloVe-1000K configuration.

F1 Precision Recall

Total 83.65% 83.99% 83.32%
PER 89.24% 87.67% 90.87%
LOC 84.77% 82.55% 87.13%
ORG 78.92% 79.07% 78.79%
MISC 61.59% 70.45% 54.79%
DATE 90.84% 91.05% 90.63%
TIME 94.94% 95.44% 94.45%
MONEY 88.58% 86.30% 91.01%
PERCENT 97.48% 97.05% 97.92%

Table 4.8: F1 scores when training on the subset of data containing news texts only.
This model is evaluated on a smaller test set of 35,849 tokens.

Overall PER LOC ORG MISC DATE TIME MON PERC

News-GloVe 82.84 90.96 89.93 76.89 55.23 82.24 86.96 75.00 99.31

1,117 entities were correctly tagged as date, 1 date entity was incorrectly tagged
as miscellaneous, 3 as organization, 5 as time and 44 instances were missed
altogether (o, for Outside).
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Table 4.9: Results for model trained using a dataset tagged for the four CoNLL entities,
person, location, organization, and miscellaneous. GloVe embeddings.

Overall PER LOC ORG MISC

Only-CoNLL 81.62 89.11 84.58 80.61 62.14

Figure 4.1: The data from Table 4.7 displayed visually, with each group of bars rep-
resenting a NE type, and how F1 for each entity type improves when trained on more
data.
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Figure 4.2: Confusion matrix from one of the MEAN-GloVe-1000K models.
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Chapter 5

Discussion

In this chapter, we take a closer look at the results presented in Chapter 4, evaluate
them and compare to relevant work done for other languages.

5.1 Corpus

Since we made no attempt to remove sentences from the corpus that didn’t contain
NEs, the distribution of entities is organic. The total amount of entities tagged in the
genre-balanced MIM-GOLD corpus, 48,371, should therefore be representative of how
NEs are distributed in natural Icelandic texts.

It is interesting to compare the number of NEs in our corpus with NER corpora
from other languages. Many of these are based on newswire texts, which tend to be
heavy in NEs, so the concentration is often higher than in our corpus. The commonly
used English CoNLL-03 NER corpus of 301,418 tokens contains 35,089 NEs, which is
the highest concentration we have seen. In fact, the number of NEs in the four CoNLL
categories (person, location, organization, and miscellaneous) is similar in
these 301,418 tokens to our whole corpus of over 1 million tokens, where it is 39,840, as
seen in Table 4.2. We however do not know whether the natural concentration of NEs
is conserved in the CoNLL dataset, or whether especially NE-heavy sentences have
been chosen as the text source. For comparison, the corresponding German CoNLL-
03 dataset contains 20,357 entities in 310,318 tokens, which is closer to our numbers,
though still high [6]. This is understandable, due to the various text sources in our
corpus that contain few NEs, such as law texts and books. For further comparison,
the combined Nynorsk and Bokmål (Helnorsk) NER corpus by Johansen [126] contains
26,666 NEs in 611,582 tokens, with a ratio of around 4%, which is similar to our corpus.

The ratio of entity types in our corpus is far from balanced, as is to be expected
in natural text. As we have seen, the CoNLL NE types account for a total of 39,840
entities, or 82% of the NEs, with only 8,531 entities tagged in the other four categories,
date, time, money, and percent.

The largest category by far is the person category, with almost a third of the
total NEs. Intuitively, and from our experience annotating this corpus, person names
are very prominent in text. The number of location and organization NEs was
very similar, roughly 18% in each category. For the annotation of these first three
entity types, we could use gazetteers to make our job easier, extracting as many as
possible before the manual review. The miscellaneous category accounts for around
13% of the NEs, and is a very diverse mix of entities. It was also the hardest cate-
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gory to annotate, because of its diversity. All the NEs that don’t belong in the other
categories end here, such as wars, festivals, sports events, book and movie titles, na-
tionalities and ethnic groups, product names, names of incentives, ceremonies, awards
and prizes, and adjectives derived from proper names, and many conflicts presented
themselves when annotating, such as whether a brand name (e.g. “Toyota”) referred
to a product (and thus miscellaneous) or the name of the company that manu-
factures it (organization). As we will see when discussing the NER model results,
this was also the hardest category for the neural network to learn from. In fact, we
see a strong correlation between how difficult the annotation was for the human an-
notators and how well the neural networks were able to learn the patterns. The same
goes for the numerical entity types, date, time, money, and percent. The date
category includes all day and month names, years and centuries, commonly referenced
in text. time entities evidently appear much more seldomly, as do amounts (money)
and percentages (percent). They were much less common in the dataset than the
classical NE types (apart from the date category, which is almost as numerous as
the miscellaneous type). They were, however, much easier to extract using regular
expressions, and obtain higher scores when looking at the NER model results.

When we looked at the density of NEs, we confirmed the suspicion we had from
annotating the corpus, that it varies considerably depending on the text domain. While
NEs are quite common in news and web texts, they are less prominent in many other
domains in the MIM-GOLD corpus. It is no surprise that NEs are scarce in law texts,
and they are not very prominent in literary texts or the manuscripts to be spoken on
radio. Looking at the split in entity types, we also see that person names are dominant
in the book texts and the adjudications, while organization names are three times as
common as person names in the website texts, often sourced from company websites.
This distribution can give us information on which types of texts are best suited for
NER corpora, depending on the task.

With regards to the guidelines set for the annotation process, there were many
things to consider, especially in a corpus with so many text sources containing mis-
spellings and other discrepancies. We followed the CoNLL guidelines for the most
part when deciding how to annotate the CoNLL entity types, and the MUC guidelines
for the numex and timex entity types, as explained in Chapter 3 and in Appendix
A. Some decisions made at the beginning of the annotation process would however
maybe have been handled differently, with the benefit of hindsight. An example of
this is when a municipality is tagged with location but is the agent in the sentence,
e.g. “Ísafjarðarbær hefur ráðið nýjan bæjarstjóra” (“The town of Ísafjörður has hired
a new mayor”). This should possibly have been tagged as an organization, though
that may be debated. Another example is the rule of thumb that we adhered to that
in general, uncapitalized entities are not to be labeled as NEs, unless it is evident that
they should be capitalized. Other approaches are possible, such as strictly following
the rules on what counts as a proper name, regardless of the capitalization.

Though there were some decisions we might want to polish, we however deemed it
more important to keep consistency with previous decisions than to change course in
the middle of the annotation process. A thorough and expert review of the annotation
guidelines, followed by a check of the annotation itself, would mitigate some of these
issues. This second check would be much quicker than the first manual review, as it
would only be focused on the NEs to be updated.

As we have mentioned, the annotation process was time-consuming and challenging,
so the annotation evaluation was a useful way of estimating how well this task was
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solved. The high number of error candidates that were deemed false positives show
how many issues come up when annotating natural language, especially when it has
not been proofread or edited in any way. Furthermore, if we take a closer look at the
70 real errors reported, we can roughly divide them into human errors and errors where
there is a genuine doubt in exactly how an entity is to be annotated. There were 30
human errors total, and errors traced to doubt were 40. An example of a typical human
error is when an entity is overlooked and therefore not tagged, or an entity is tagged
as money as an oversight, but should be miscellaneous. An example of the errors
due to doubt is when an entity is tagged as miscellaneous as it refers to a product,
but due to a missing hyphen in the corpus it should be tagged as an organization
(“IKEA skápur”, vs. ‘IKEA-skápur” (“IKEA wardrobe”)). Such instances count as
errors, because they are addressed in the guidelines, but can be hard to deal with,
especially in cases where the next sentence contains ‘IKEA-skápur” (i.e., the text is
inconsistent with itself).

We believe that the annotation accuracy number of 98.45% is very acceptable for
NER training purposes. Nevertheless, since the annotation was mostly in the hands
of a single person, having another annotator review and correct errors in the whole
corpus would definitely be beneficial and increase the overall credibility of the corpus.

5.2 Neural models

NER for Icelandic has been limited up until now, mostly due to the lack of available
training data. Once we had created the data for training, we were interested in knowing
how it could be used for training NER models. We will now discuss the model results
reported in Chapter 4, but first we will briefly mention a previous paper we wrote on
the project at an earlier stage [1]. This is work conducted in 2018 when the project
was still an undergraduate research project. During that stage we annotated the four
CoNLL-03 categories in the first 200,000 tokens of MIM-GOLD, and ran our first
NeuroNER training experiments, as reported in [1]. The training data at that time
was only around 160,000 tokens, with the remaining 40,000 tokens split between the
validation and test sets, each set containing random samples from all thirteen text
sources. Our results were promising, with an overall F1 of 81.3%, and the person
category scoring 93.3% on the best performing model, using Word2Vec embeddings.

Once the whole annotated corpus of one million tokens was ready, our hypothesis
was that we would see improvements on these results. However, when we had randomly
created a larger test set of approximately 100,000 tokens, and trained models using the
same configurations of the neural network architecture, we were not able to reproduce
these results. This is one of the things we have observed throughout this experience,
how the particulars of the test set can influence the results of ML models. The original
small test set of around 20,000 tokens contained 870 entities (four NE types), while
our larger test set contains 5,874 NEs (eight NE types). It is our guess that we were
lucky with the person entities in the original test set, therefore scoring so high, which
wouldn’t mean that the model would generalize that well on other unseen data, such
as a different test set.

This problem of a biased test set has often been addressed using k-fold cross-
validation [147]. This was not viable in our case due to the long training times of the
the neural networks, and doesn’t seem to be common practice in the NER literature
we have seen. Instead, we believe that our larger and randomized test set, which we



46 CHAPTER 5. DISCUSSION

used consistently to evaluate all our models presented here, is big and varied enough
to be representative of all entity types and reflect unseen data well enough.

Moving on to the results presented here, we see will first take a look at the effects
of feeding pre-trained word embeddings into the NeuroNER network when training,
which are some of the interesting results obtained from our experiments. Overall, we
see a gain in F1 of around 10 percentage points when using any of the three word
embedding algorithms, with GloVe embeddings showing a slightly better result than
the other algorithms, 83.65% F1.

We attribute this gain from using the pre-trained word vectors to the fact that
Icelandic, being a highly inflected language, has so many surface forms for any base
word, that even though during training, the network has seen one surface form of a
word (NE or any word), it doesn’t know the next time it sees a different form that it is
the same word. Incorporating a pool of word vectors trained from a corpus of over one
billion tokens gives the network access to information on many different word forms.

Apart from the word forms, there are of course many NEs that appear in the word
embeddings training data that are not present in the model’s training data, and we
suspect that this information can help enormously. When exploring a visualization of
word embeddings, using an interface such as TensorBoard [145], we see that similar
named entities indeed group together, creating clusters of mucisians, politicians, cities,
countries, companies, sport’s teams, etc. We assume this information helps when
predicting previously unseen NEs. For example, if the model has seen instances of
“Toronto” in the training data, and then in the test data it comes across “Montreal”,
the embeddings might be able to help it figure out what “Montreal” is in this case,
because their vectors should be more or less similar.

In addition to the pre-trained word embeddings, we suspect that the character
embeddings are a big contributing factor. By concatenating the pre-trained word
embeddings with the character embeddings for each word, the model gains a lot of
extra information, both on words not seen in the training data, and on variations of
those words that may appear.

The authors of NeuroNER also note the big influence of character embeddings in
their description of the network architecture. They noticed that eliminating the char-
acter embeddings from the network was more detrimental than eliminating the token
embeddings, and that their models did quite well when trained using only character
embeddings [99].

Regarding the choice of word embedding architectures, our hypothesis was that
the FastText embeddings would result in the largest gains. This was because of the
architecture’s subword function, which should better reflect the inflectional nuances
of Icelandic. In the results presented here, we however found FastText to be more or
less on par with the GloVe embeddings. Further research is needed to understand why
this seems to be the case. We also noted that the Word2Vec embeddings have slightly
different settings and are trained on less data than the other two, which may influence
the results. In our experience, the exact dimension count is not a crucial factor when
training word embeddings, but the training data size might explain why Word2Vec
scores the lowest of the three embedding architectures. This experiment would need
to be repeated with Word2Vec embeddings comparable to the other to, in order to
gain a better understanding of this. It is possible that the character embeddings are
already helping in this regard, minimizing the effects of FastText’s sub-word function.

In some NLP tasks, word vectors trained on a lemmatized version of the corpus
data has been shown to work well. We tried training NeuroNER using a lemmatized
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version of the word embeddings as input, which resulted in worse performance. Maybe
by lemmatizing the training data as well, the results would improve, but we theorize
that so much valuable information is contained in the grammar, that the loss would
exceed the gain when it comes to predicting NEs.

A manually reviewed NER corpus of 1,000,000 tokens is hard to come by for most
languages. We wanted to study how the size of the dataset impacts the results, such as
whether they keep getting better as we add more training data. Overall, this seems to
be the case from looking at our results. Figure 4.1 especially shows that the columns
keep going up with each batch size, though for the smaller categories this is less obvious,
because there are not many entities in these categories in the test set, (about 100 each
for the Money and Percent categories), so there are more fluctuations in the results. In
the four CoNLL categories, the gain from adding more data is evident, with the overall
F1 increasing from 74.65% in the 200K batch size to 83.65% for the whole training
data available. All entity types gain a lot from the added data, though the smallest
of the CoNLL entity types, miscellaneous, has the most to gain from adding more
data (almost +20%). This is most probably because there is so much diversity in this
category, so it needs more training examples to properly learn the different patterns
that these entities follow.

It is hard to speculate how long this trend would continue with more data. We
believe however that instead of tagging an even larger NER dataset to try to improve
results, other approaches should be explored, with the help of the already annotated
data. This includes using different neural architectures, especially transfer learning,
where this corpus could be used to fine-tune a larger language model. Unsupervised
methods where silver-standard NER training data is created from large amounts of
text data could also be a way forward, especially in combination with our manually
annotated data.

Additionally, the fact that the corpus contains so many diverse text genres is both
rare in the context of NER corpora, and offers many possibilities for training on selected
parts of the data. We, for example, report on training on only the news texts in the
MIM-GOLD corpus. The combined news texts are a total of 354,133 tokens, which
we split into approximately 280,000 tokens as training data, with the rest reserved for
validation and testing. This corpus size is similar to the CoNLL NER corpora for both
English and German and the two Norwegian NER corpora we’ve mentioned before
[126]. In fact, the density and number of NEs in this subset is very similar to that
of the German corpus (NE/token ratio of around 6.5%). This is the only model we
report where a different test set is used: around 35,000 tokens containing only news
texts. This is done in part to replicate the CoNLL datasets, which are trained and
evaluated on news texts only.

We see that the results for the news text model are promising, with F1 of 82.84%.
These results are much better than what we got from training on similar amounts
of tokens taken from the whole corpus (though we need to be aware of the bias of
comparing results for different test sets). The reason for these improved results may
be the fact that a higher concentration of NEs in the training data helps the networks
learn better. Another reason might simply be that news data is especially convenient
for learning NER patterns, maybe because it is diverse and contains examples of all
NE types. It could also be because here we are training and testing on texts from
a single domain, which are more homogeneous than the data from the whole corpus.
Augenstein et al. [137] examine this point in a study on the ability of NER systems
to generalize effectively over a variety of genres, and emphasize the importance and
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difficulty of generalization for unseen named entities. But whatever the reason, this
subset experiment shows us that within the corpus we have the possibilities of training
on different domains, all depending on our needs.

Similarly, users of the corpus can choose which NE types to train on, with only
slight modifications. We experimented with training on only the four CoNLL NE types,
to see if focusing on fewer entity types would give better results. This turned out not to
matter much, as the scores for each entity type are similar to that when trained along
with the NUMEX and TIMEX types. The overall F1 is lower when only measured
from these NE types, because of the higher scoring and simpler numerical categories
that are not present in these numbers. Focusing on these four categories is valuable
nevertheless, because they are so commonly reported in the literature, especially on
the CoNLL-03 dataset.

Another example of how the focus on certain NE types can benefit different tasks
is when anonymizing data. If the intention is to anonymize personal data from legal
documents, for example, we could train on only person names, or only person names
and locations. Though not reported in our results, we performed a small test run of
training NeuroNER on 500,000 tokens with only the person entity type, and eval-
uating it informally on some legal documents containing adjudications. The model
correctly tagged over 90% of the person names, and we hypothesize that with some
post-processing to identify the remaining names, this would be a viable approach to
automatic anonymization, a field that to our knowledge is for the most part yet to be
explored for Icelandic.

Going back to the results for the best performing configuration, MEAN-GloVe-
1000K, we can also examine the precision and recall numbers that make up the F1

score. Their values are quite similar for most entity types, as well as overall, with a
precision of 83.99% and recall of 83.32%. For our task, this is preferable, since when
detecting NER in the general domain we normally don’t want to sacrifice recall for
better precision or vice versa. Low recall has frequently been reported as a problem
in NER [137], so we were encouraged to see these values close together. Recall may
be even more important in some other domains, such as the biomedical domain or
when anonymizing data, where it is important to find as many entities as possible
(high recall), even at the cost of labeling too many (lower precision), but in general,
we want to keep these numbers similar. We see that our worst performing category,
miscellaneous, has the lowest recall (54.79%), and the largest gap between recall
and precision (70.45%). This is to be expected, since as we have discussed, this is a
very diverse category of entities, which makes it hard even for human annotators to
locate and correctly classify each entity.

Speaking of particular categories that are hard to learn and predict, F1 scores
vary substantially between entity types in our models. We have already mentioned
miscellaneous, which scores 61.59% in the MEAN-GloVe-1000K configuration. An-
other entity type that has proven difficult, possibly because it sometimes overlaps with
miscellaneous, is organization. It is also much more diverse than person and
location, since it encompasses all company and organization names, sports teams,
musical groups etc., so many examples are needed in order for any algorithm to prop-
erly learn patterns. Much more regular are the person and location entity types.
Most person names are quite regular, Icelandic names follow a convention that is quite
easy to learn (First name, possibly a middle name, and then a surname ending in “son”
or “dóttir”). Person names are also different in that many people can share the same
name, while company names tend to be unique. Locations also follow some conventions
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that make them somewhat easier than miscellaneous and organization, though
not as strong as the person names. Furthermore, some location names, such as country
and city names (“Ísland” and “Reykjavík”, for example) appear very commonly in text,
in similar context, making them easier to learn. The four numerical entity types, on
the other hand, score higher in general than the four CoNLL entity types. Even though
there are much fewer training examples to learn from in the corpus for these entity
types, they are more regular in structure, and some, such as the percent category,
are an almost finite group of entities. We were still surprised to see scores as high as we
do for some of these categories, such as time, which scores 94.94% F1. Even though
most of these entities are quite regular, such as “kl. 15:30”, they can also be written
out (“hálffjögur”), and spelling and formatting is not uniform throughout the corpus.
The percent category is the high-scorer, with 97.48% F1 for the MEAN-GloVe-1000K
configuration, but during our training sessions, we have seen F1 of up to 99%. These
results indicate that numerical entities can well be learned using this method, even
with a limited number of examples to learn from. We must however take into account
that these entities are also sparse in the test set, increasing the possibility of a biased
result from evaluating on too few examples.

The confusion matrix we report for one of the MEAN-GloVe-1000K models shows
us how well the model predicts each NE type, and where it makes errors. The de-
sired result is a strong blue diagonal line, with few dark patches beyond that line.
What is most noticeable are first of all the 125 miscellaneous entities that are er-
roneously tagged as organization. The model also misses 189 of them completely.
143 organization NEs are missed, and 101 are erroneously tagged as location. This
we attribute to the various overlaps in these categories, such as when “Barcelona” can
refer to both a city and a sports team. We also see a number of errors in the last
line, where non-entities are tagged 116 times as miscellaneous and 159 times as
organization.

One drawback of using BiLSTM RNNs is their lack of a global context, such as
when predicting the NEs in a whole document. They use the surrounding context to
gather information on how to predict labels for each token, often only spanning one
sentence, as in the case of NeuroNER. Therefore, the model doesn’t have the global
context needed to remember how it has labeled an entity before, possibly introduc-
ing errors when it comes across the same entity but where the local context doesn’t
provide enough information for a correct prediction. This is where we see room for
improvement, either by incorporating some post-processing methods, or by making
a shift towards the mode advanced transformer networks which capture the global
context better.

Now that we have discussed the results presented in Chapter 4 in some detail, we
can try putting them into context, both with previous NER experiments for Icelandic
and with other languages. The rule-based IceNER [130], is the only Icelandic NER
system that has been evaluated before our work. It marks persons, companies, loca-
tions and events, and its reported F1 is 71.5%, and 79.3% when a gazetteer function
is added. Other reported NER scores for Icelandic are not available.

A direct comparison of F1 between languages and corpora can be misleading, but
looking at results from other European languages is still a good indicator of how well
our models are performing. The Norwegian biLSTM model trained on the Helnorsk
combined corpus scores 86.73% on the four CoNLL entity types [126], for example. In
comparison, an Icelandic model trained on the same four entity types scores 81.62%, as
reported in Chapter 4. This Norwegian work is probably the one that most resembles
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ours, due to the similar model architecture, related language, and training data size.
Norwegian however doesn’t possess the same morphological richness as Icelandic, with
NEs rarely displaying different surface forms, making NER a somewhat easier task for
Norwegian than for Icelandic.

A survey paper on NER [94] reports F1 on the CoNLL data for different languages:
English, German, Spanish, and Dutch. Though these results have become outdated
as state-of-the-art since the emergence of transformer networks, we find them useful,
since the reported models are trained using architectures that score similarly to Neu-
roNER, as reported by Dernoncourt et al. [99]. For example, the feature engineered
network by Agerri and Rigau [73] scores 91.36%, 76.42%, 84.16%, and 85.04%, for
English, German, Spanish, and Dutch, respectively. Yadav et al. (the authors of the
survey paper) report their results from a feature-inferred neural network for the same
languages as follows: 90.86% 79.01%, 87.26%, and 87.54%. Here, as always in NER,
German stands out as the language with the lowest scores, which as we have discussed
in Chapter 2.7 is due to the German orthographic convention of capitalizing all nouns.
It is also more highly inflected than the other three. Our Icelandic models all outper-
form the German ones, but that is hardly a fair comparison, considering this inherent
difficulty of German NER. Dutch and Spanish have similar scores, that also resemble
the Norwegian scores.

The state-of-the-art for NER for English currently lies around F1 93.5% for the
CoNLL dataset [107], [148], using the most advanced language models and features. It
is however not necessarily a goal in itself to reach similar scores to English, but rather
to find methods that work well for Icelandic NER and to train models that generalize
well on previously unseen data. The end goal is of course to create useful and robust
NER systems that perform well on the data they are designed for.

We can however share some very recent and promising results that were obtained
using the corpus data, in Jón Friðrik Daðason’s ongoing work at Reykjavik University.
Just before the completion of this thesis, Daðason finished training a transformer model
for Icelandic of the type ELECTRA [149] as part of his PhD work. ELECTRA is a
transformer network that is trained as a text discriminator (as opposed to a generator,
such as BERT). The model trained was of the smallest type, ELECTRA-small, with
14 million parameters, and trained on the IGC (1.4 billion tokens). This model was
fine-tuned on our new NER corpus and evaluated using 10-fold cross-validation. The
results, measured using the strict CoNLL evaluation metrics, on all eight entity types,
are F1 90.3%, a number that far exceeds any results we have seen from a BiLSTM or
any other model. Considering that ELECTRA-small is one of the smaller transformer
networks, we are very optimistic for the future, and look forward to the corpus being
used for training even better NER models.
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Conclusion

We have described the annotation of the first NER corpus for Icelandic and experiments
with using the data for training neural networks to predict NEs in unseen data.

This corpus, with over 48,000 NEs in 1,000,000 tokens, is one of the largest, if
not the largest, manually annotated NER corpus available for a Nordic language, and
includes a variety of text types that have been annotated for eight common entity types.
It will hopefully become a valuable resource for future research in LT, such as question
answering, machine translation or speech recognition, as well as in industry, for the de-
identification of personal data or extraction of valuable organizational information for
database population, to name a few uses. An evaluation of the annotation indicates
a 98.45% annotation accuracy, which we rate as successful, taking into account the
varied text sources, which include various inconsistencies and misspellings.

We used this corpus data for training a biLSTM neural network architecture with
pretrained word embeddings. Different training data sizes were used to study the
effects of doubling the corpus, and we find that more data is definitely beneficial. We
report an F1 of 83.65% when evaluated on the test set, for the best neural configuration
trained on the whole corpus and with all eight entity types. Though this is still quite
far from the state-of-the-art for other languages that report scores for similar datasets,
we are positive that further experiments and methods will get us closer in the near
future. The intricacies of Icelandic morphology and grammar make NER a more
nuanced problem than for many other languages, and therefore we are not discouraged
not to see our numbers reach F1 of over 90% just yet.

These first neural network training experiments show that good results can be
achieved with a biLSTM RNN architecture without any gazetteer look-up or other
post-processing, and that enriching the network input with pretrained word embed-
dings is very beneficial. This is especially encouraging in the view of recent devel-
opments in NLP, where instead of recurrence, transformer networks use an attention
mechanism to learn representations of longer sequences of the input data, to achieve
new state-of-the-art results with each. Though we do not have the necessary mod-
els trained to apply these methods to Icelandic NER just yet, work is currently in
progress to train BERT and BERT-related models for Icelandic, using large amounts
of text data. Since the NER task is commonly used to test the performance of such
transformer models, our new corpus could serve as a benchmark test for these models.
Future work using the corpus therefore without a doubt involves developing or try-
ing out these large models, fine-tuning them on the corpus data. Reports from other
languages, both English and others with more morphological complexity, shows that
these methods are setting new benchmarks in most NLP tasks.
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Cross-lingual transfer learning, where a model trained on a larger dataset in one
language is fine-tuned with a smaller amount of supervised data in another language,
is another possible direction for future research efforts. Particularly, we think that
the Faroese language might benefit from our Icelandic corpus data, since it is ortho-
graphically very similar to Icelandic, and grammatically somewhat less complex. We
hypothesize that using the Icelandic NER corpus for training a NER model, and then
fine-tuning it on a very limited amount of annotated Faroese NER data, should give
viable results for NER in the Faroese language. Our very early experiments show that
simply running Icelandic NER models on unseen Faroese text data produces decent
results, so this is an interesting prospect to further the development of Faroese LT.
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Appendix A

Annotation guidelines

Following are guidelines written for the process of annotating the named entities in
the MIM-GOLD corpus. The corpus is tagged for eight categories: Person, Location,
Organization, and Miscellaneous, Percentage, Money, Time, and Date. The first four
categories are used in the CoNLL-03 shared task on NER, and were chosen for their
usefulness and widespread use in NER for different languages.

There is a general agreement on including some numerical expressions in NER, as
well as proper names. In this research project, we decided to include some numerical
expressions, from the MUC shared tasks. MUC uses three main categories, ENAMEX,
NUMEX and TIMEX. ENAMEX includes the subcategories Person, Location, Orga-
nizations, which we are already tagging (albeit as per CoNLL-03 standards). NUMEX
and TIMEX have the subcategories Money and Percent, and Time and Date, respec-
tively. We have incorporated the NUMEX and TIMEX categories in our NER corpus.
We tag only absolute temporal expressions, i.e. “2 eftir hádegi” (2 PM) and “1. apríl”
(April 1st) but not relative ones, such as “á morgun” (tomorrow) or “í fyrra” (last year).
This is in accordance with the MUC-6 NER definition, see further information below,
and the MUC guidelines.

Here we will describe, with examples and in as much detail as is reasonable, how
these eight categories were defined for the labelling of this corpus. This will serve as
a description of the corpus and as instructions for annotators in the ongoing work of
labelling, to enhance consistency throughout the annotation process.

A.1 General guidelines

Two issues are most prominent when annotating named entities (NEs): the classi-
fication itself, i.e. which label to choose, and the entity boundaries, i.e. where the
entity starts and ends. Following are guidelines on what to do when it is not obvious
how/whether to tag an entity, both with regards to the label and the entity boundaries.
These are intended to help resolve doubts.

A.1.1 Overlapping entities

No nested entities are marked, i.e., when an entity includes another entity, only the
outer one is tagged.

Examples: Háskólinn í Reykjavík [ORG], kl. 8:00 að Kyrrahafstíma
[TIME], Tommi og Jenni [MISC].
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A.1.2 Unorthodox spelling and punctuation

Orthography and style can vary between speaker and text source. The MIM-GOLD
corpus is a balanced corpus where parts of the data has not been proofread or edited,
which is a source of typos, inconsistencies and unorthodox spelling. In-house styles
in different institutions also introduce inconsistencies in the corpus, which is espe-
cially relevant to NER in the case of capitalization (menntamálaráðuneytið vs. Men-
ntamálaráðuneytið).

We have established the following guidelines on how to deal with the most common
of these discrepancies.

• Lack of capitalization. Generally, entities are not tagged in the corpus if they are
not capitalized. An exception is made in the case of blog posts written completely
in lower-case. There, we have tagged entities that obviously are NEs.

Examples: framsókn, tommi, melrose place, james Cook

• Common nouns erroneously capitalized. As a general rule, these are not tagged.

Non-entities examples: Tacos al Pastor, Grameðla, Bakarí, Viskí Kristalglös

• Missing hyphen. When a hyphen missing in words that should be hyphenated,
a general rule is that only the NE part is tagged. When the hyphen is included,
the whole token is tagged.

Examples: Kanye-platan [MISC] vs. Kanye [PER] platan, Provence-hérað vs.
Provence [LOC] hérað, Gvatemala-ferðin [MISC] vs Gvatemala [LOC] ferðin

• Typos and spelling errors. These are tagged just like correctly spelled NEs.

Examples: Reyjkavík, Steinun, San Fransisco

A.1.3 Abbreviations

Where an abbreviation denotes a NE, it is tagged as such. Other abbreviations, that
are not NEs, are not tagged.

Examples: SÍBS, UNICEF, FBI-fulltrúi, KR-liðið Non-entities: PR-fulltrúi,
ISO-staðall, DVD-spilari, BSc-gráða

A.2 Named entity types

A.2.1 Person

Person names, nicknames, names of animals and other beings, real or fictional, ab-
breviated names, initials. Deities, when capitalized (“Guð”). Uncapitalized names of
deities have not been tagged (“djöfullinn”, “kölski”, “guð”).

Professional, honorary or academic titles titles are not counted as part of the name,
neither are other words that describe the person’s profession, origin, etc. An exception
is made if a person is known solely/largely by these descriptions, such as “Jón úr Vör”,
“Margrét Danadrottning” or “María mey”. When a name is split in two by a non-NE
word, the parts of the names are tagged independently: example: “Michael nokkur
O’Hanlon”.

Examples of entities belonging to the Person category:
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• Guðni Th. Jóhannesson, Björk, Beyoncé, Barack Obama, Laddi, Snati, Grýla,
Leppalúði, RAX, HHG, Búdda, Michelle Obama, Margrét Danadrottning, Loðvík
fjórtándi, Jóakim aðalönd, María mey, Stevie Wonder, Alexander mikli, Lína
langsokkur, Doktor Gunni, Halldór Laxness, Látra-Björg

Example of boundaries (tagged entities are bolded):

• Vigdís forseti, sr. Friðrik Friðriksson, dr. Silja Bára Ómarsdóttir,Guðrún
frá Lundi (but not Halldór frá Laxnesi, as he is not primarily known by that
denomination), Michael nokkur O’Hanlon, Biggi frændi

A.2.2 Location

All names of locations, real or fictional, e.g. buildings, street and place names. All
geographical and geopolitical entities such as cities, countries, counties and regions, as
well as planet names and other outer space entities. Parks, zoos, cemeteries, airports.
This classification differs from the CoNLL guidelines in that here, more entities are
classified as organizations rather than locations, such as restaurants, libraries, churches,
etc. University buildings, hospital buildings are tagged as locations, as well as named
rooms within buildings, such as auditoria, lecture/music/conference halls, etc. Street
numbers are tagged as part of the location entity, but otherwise, each entity is tagged
separately. This means postal codes are not tagged when a full address is given.

Examples of entities belonging to the Location category:

• Reykjavík, New York, Þingeyjarsýsla, Norðurlönd, Bríetartún, Iðubrú, Spíta-
lastígur, Bjössaróló, Öskjuhlíð, Hrunaréttir, Syðri-Reykir, Þingvellir, Ísafjarðarkaup-
staður, Vatnajökulsþjóðgarður, Fossvogskirkjugarður, Vífilsstaðavöllur, Central
Park, Smálönd, Duisburg Zoo, Provence-hérað, Alþingishúsið, Eldborg, Árna-
garður, Esja, Suðvesturkjördæmi, Jökulsá á Fjöllum, Langholtsútibú, Stóra sviðið,
Eystrasaltslöndin, Dauðahafið, Ástralía, Norðurpóllinn, Júpíter, Andrómeda,
Nangijala, Latibær

Examples of boundaries (tagged entities are bolded):

• Vík í Mýrdal, Hólar í Hjaltadal, Hallgrímskirkja í Reykjavík, Flatey á
Breiðafirði Grundarstígur 8, 101 Reykjavík

A.2.3 Organization

Similar to the CoNLL classification, we tag all companies, subdivisions of companies,
political movements, organizations, government bodies (capitalized), musical and other
artistic groups, public organizations, clubs, teams, associations, religious orders, youth
organizations, etc.

Publications are tagged as organizations if they are synonymous to the company
that publishes it and consistently referred to as such. These are mostly larger daily
publications such as Morgunblaðið, New York Times, Fréttablaðið, but not journals
and magazines such as Tímarit Máls og menningar, which count as Miscellaneous.

Manufacturers of products are tagged as organizations, but the products them-
selves as miscellanous. When it is hard to see if an entity refers to a product or its
manufacturer, the annotator’s best judgement is applied.
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Sports teams, musical groups, youth organizations, clubs, etc., are tagged as orga-
nizations. When a location is synonymous with a sports club, context dictates how it
is to be tagged (Barcelona, Liverpool).

Churches, sports halls, music halls, schools, universities, theaters, hospitals, etc.
have been tagged as organizations. This differs from the CoNLL guidelines, where
these entities are marked as either organizations or locations.

Examples of entities belonging to the Organization category:

• Icelandair, HR, Háskólinn í Reykjavík, Alþingi, Evrópusambandið, Kvennal-
istinn, Ölstofa Kormáks & Skjaldar, Golfsamband Íslands, Menntamálaráðuneytið,
Sálin hans Jóns míns

A.2.4 Miscellaneous

All capitalized works of art, products, books, films, series, titles, events (conferences,
wars, natural disasters, festivals, etc.), awards, website titles, stock indices, official
slogans, initiatives, ships and other named means of transportation

Nationalities and groups of individuals referenced by place of origin, ancestry or
other common denominator (excluding those that count as organizations), such as
Akureyringar, Svíar, Kussungsstaðasystur, Marsbúar

All entities derived from person names, place names and organization names (or
miscellaneous), such as nouns (Íslendingur, Hagkaupssloppur, Vínarsáttmáli, MH-
týpa), adjectives (Þjóðverjalaus, Eurovisionsjúkur) or verbs (less common). These
may formally count as common nouns (or adjectives), but contain a named entity, and
are therefore capitalized according to Icelandic ortography rules.

Not tagged are for example titles of conference talks, and various terms derived
from abbreviations that denote a general term and not a particular named entity
(EUROIII-staðall, H5N1-veira, MBA-gráða). Here, as in the other categories, there
will always be edge cases, which will need to be judged as they come up.

Examples of entities belonging to the Miscellanous category:

• Íslendingur, HR-ingur, Nocco, Hringadróttinssaga, Kvennafrídagurinn, Iceland
Airwaves, Evrópuár fatlaðra, Norðurslóðaáætlunin, Íslandsklukkan, Silfur Egils,
Bjarnabræður, Áramótaskaupið, Stalíntíminn, TMM, Akraborgin, Íslendinga-
partý, Birgittulegur, Höskuldarviðvörun, iPod, Noregskonungur, Ormssynir, Sturlunga
saga, Íslandsvinur

Non-entities:

• BA-ritgerð, EUROIII-staðall, H5N1-veira, MBA-gráða

A.2.5 Time

Temporal entities can be divided into absolute and relative entities, according to the
MUC-7 guidelines. In MUC-6, only absolute time and date expressions are tagged,
while in MUC-7, some relative entities have been added as well. In the Icelandic corpus
we only tag absolute time and date expressions.

Absolute time and date expressions are those that denote a moment or interval in
time that doesn’t depend on the context of the text. Relative expressions are those
expressions that are dependent upon the text to be understood.
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For the TIME category, these absolute expressions must indicate a particular
minute or hour of the day. Noon (hádegi) is tagged when it clearly refers to the
time 12:00 (á hádegi, eftir hádegi, fyrir hádegi), but not in the phrase “í hádeginu”,
as that is not an exact point in time. We on the other hand assume that “miðnætti”
(midnight) always refers to the time 00:00, and tag it.

The entities must denote an exact moment or interval, which can be pinpointed on
a timeline. Intervals are tagged as a single entity (kl. 14–18), but when there is an
“og” in between, they are seen as separate entities (kl. 14 og kl. 18). The word “frá”
is excluded.

The rule of thumb is that movable feasts (sumardagurinn fyrsti, páskadagur, etc.)
are not tagged, but holiday names that always denote the same date are tagged
(jóladagur, sautjándi júní, nýársdagur etc.).

Examples of entities belonging to the TIME category:

• 13:40, tuttugu mínútur yfir sjö, klukkan þrjú, miðnætti, hádegi, 14:00-17:00

Non-entities:

• eftirmiðdagur, kvöldmatarleyti, eftir nokkrar mínútur, í hádeginu, fimm mínú-
tum síðar

Examples of boundaries (tagged entities are bolded):

• frá hádegi til 17:00, 22:00–23:30, klukkan 10 og 12

A.2.6 Date

The DATE category is for temporal units of a full day or longer. As in the TIME
category, they must all be exact moments of intervals. This includes centuries, years,
month names, day names, etc. and exact intervals thereof.

Examples of entities belonging to the DATE category:

• föstudagur, 4. áratugur 20. aldar, aðfangadagur, 12. öld, ágúst, 17. júní,
maí–júní, 1990–1999

Non-entities:

• nóvemberlok, mánudagsmorgunn, aðfangadagskvöld, jól, fyrstu áratugirnir eftir
seinna stríð, eftir þrjá daga, næsta ár, síðasti áratugur

Examples of boundaries (tagged entities are bolded):

• þriðjudaga og fimmtudaga, þriðjudaga til fimmtudaga, mars–maí, frá
mars til maí, 1997–1999
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A.2.7 Money

Exact amounts in any currency, both written numerically and alphabetically. The
currency is included as part of the entity.

Examples of entities belonging to the MONEY category:

• 500 krónur, kr., 1 milljón USD, 50 dollarar, 200.000 evrur, fimmþúsundkall

Non-entities:

• margar milljónir króna, nokkrir þúsundkallar

A.2.8 Percent

Percentages, written out numberically or alphabetically, with the percentage symbol
(%) or written out in words (“prósent”). For simplification, other ways of denoting
percentages are not tagged.

Examples of entities belonging to the PERCENT category:

• 100%, 5,5 prósent

Non-entities:

• fjórðungur, helmingur, 50 hundraðshlutar
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