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1 Introduction
This document contains supporting documentation for the ML pipelines
with TFx project that was conducted over the first five months of
2021. This project is done in cooperation with Natera Inc, a publicly
traded biotech company that specializes in using cell-free DNA to
conduct non invasive prenatal testing for chromosomal anomalies in
unborn fetuses as well as cf-DNA based cancer recurrence detection.
Natera does this by testing DNA blood samples from patients. The goal
of this project is to show how Natera can use a specific machine
learning production pipeline, TensorFlow Extended, for efficiently
deploying their AI models into production. The project aims to show
how Natera can utilize this tool to streamline the production process
for their deep learning projects. The deliverables from this project
are a white paper, Proposal for Natera Machine Learning production
pipelines using TensorFlow Extended, a custom database API that
utilized a TFx component metadata store database and these supporting
documents. The opinions expressed are those of the student and do not
necessarily represent the company position in any way.

2 Methodology

Setup
Early on it was decided that there would be no formal scrum
development process as this is an individual project so coworking
frameworks would not be necessary. However, the student took on
multiple responsibilities usually found in an agile process including
conducting meetings and retrospectives, as well as decisions making
and documentation throughout. The project was individual but relied
on information gathered from the team at Natera during weekly or
bi-weekly meetings, where the team had opportunities to have their
views expressed. Although a formal scrum was not used there were some
similarities to the process as there were weekly or bi-weekly
sudo-sprints where a specific goal was to be accomplished as well as
next steps were discussed and decided on. This setup gave the student
a good framework to work within each week while also allowing for a
flexible approach that was appropriate for the developing needs of
the project. Some roles found in agile processes were also present in
the development of the software solution.

Throughout the project, there were two weekly or bi-weekly meetings.
The first meeting of the week was between the student and the ML
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pipeline development team at Natera where the next development steps
were discussed and new goals for the week were finalized. These
weekly meetings and accompanying retrospectives were documented to
finalize all decisions made and set up the week's work. Information
about these meetings can be found in the Progress chapter below. The
goal of these meetings was to give an overview of the next steps in
the development process as well as learn from the experienced deep
learning and machine learning engineers. The second weekly meeting
was between the student and the instructor at HR. During these
meetings current and future progress was discussed and administrative
questions about the project were answered. These meetings were
designed to keep an exact account of the progress of the project as
well as to help the student in understanding what is required and
expected of him. The notes from these meetings are also documented in
the Progress chapter below.

This project has a few different components but the main deliverable
is an architectural white paper document on the machine learning
pipeline TensorFlow Extended (TFx) as well as a cloud based SQL
database and accompanying API that can be used to train models using
named setups. The white paper documentation is designed for internal
use at Natera as a way to show the efficacy of using TFx as their
machine learning pipeline but can also be useful to anyone who wants
to learn more about putting machine learning products into
production. The code that is included in this project is designed to
be used internally at Natera and is thought of as a proof-of-concept
of the type of custom database setup that could be created inside the
MLMD metadata store for the different usage scenarios for TFx. The
database and API are created and documented in a way where
run-parameters can easily be changed and adapted to new requirements.
The final product is a metadata store access API and database type
that sits alongside the TFx metadata framework, also known as MLMD
(machine learning metadata store), and is to be used for creating
machine learning models developed at Natera that use patient data to
return trained models. This database is set up to handle custom data
setups (datasources, scenarios/hyperparameters) used at Natera.

Phases
Although there are two distinct deliverables,
whitepaper/documentation and code, the project as a whole was
compartmentalized into four different phases; design, development,
deployment and documentation. This was done to have a rough overview
of the project that the student could follow throughout. These four
phases were not treated as agile sprints but more as guidelines to
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track progress. The phases adapted slightly to changes based on
weekly meetings where decisions were made but on a whole remained
true to the original overhanging goals of the project. The phases
were fluid in the sense that they shared and traded some
responsibilities, for instance development and documentation were
conducted in multiple phases.

Phase 1: Design & documentation

January - February

This is the main research phase. Although the whole project was
an educational experience with both research and hands-on based
learning, this phase was set aside to get a deep grasp of the
complicated world of AI, machine learning and the deep learning
development processes. This phase was imperative to the process
as it helped the student prepare for meetings where he was
expected to understand what the AI team was discussing,
although it obviously did not result in a level of expertise
comparable to that of the AI researchers with decades of
experience. This phase was designed to give the student an
introductory understanding of these concepts. This is where the
TFx framework was explored and components were researched with
the help of the data science and engineering teams at Natera.
It was in this phase where the student began to map out the ML
pipeline and understand Natera's needs as well as their current
capabilities. During this phase the project began to take shape
and corresponding supporting documents were originally created.
Planning work for development including defining scope was
conducted and the initial work on design architecture for the
white paper was also started.

Phase 2: Development & documentation

February - March

During phase 2 the student, in coordination with the team at
Natera, began work on the design architecture for the MLMD
database and began the python development process. During this
phase there were multiple meetings and the proposed design and
requirements for the database changed multiple times. During
this phase the team decided how the database should be used and
what requirements it should fulfill. Throughout the phase the
process was documented and the first draft of the supporting
documents paper was finalized for review by the team at HR.
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Phase 3: Development, deployment & documentation

March - April

During this phase the python and SQL software development took
place. The original design included adding custom tables to the
standard MLMD database store. In the end however the team
agreed that defining custom types in the MLMD store was a more
attractive option so that path was followed. The MLMD store was
created inside a hosted Google Cloud Platform based MySQL
database. Next, the custom API was developed. After the
connection to the database had been established with individual
IP addresses needed to be registered in the cloud service, the
API was ready for its first initial use and debugging and
testing processes were performed. It was also during this phase
that the concurrent documentation was brought together to begin
work on the final product.

Phase 4: Documentation

April - May

The last phase of the project development process was focused
on preparing the final deliverables. The code was finished in
phase 3 so the last steps were to finish the white paper and
update the supporting documents to a final form before
presenting them at the final of three status meetings.

Meetings
There were two sets of weekly or bi-weekly meetings. These two
separate meetings were between the student and the AI team at Natera
and the student and the HR instructor respectively. Some months had
more meetings than others. This was due to scheduling differences or
unforeseen circumstances that resulted in meetings being postponed.
Before the start of the project, the student had set a goal of having
5 meetings with the AI team at Natera and that goal was met. Every
meeting over the whole project was documented and a retrospective was
conducted where questions were answered and weekly goals updated. The
notes that resulted from these meetings were later categorized and
are presented in the Progress chapter below.
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Tools
The main tools referenced are the TFx components, the SQL database as
well as python and required python libraries. TensorFlow is a
software library developed by Google for machine learning pipelines.
It handles a range of tasks but has a particular focus on deployment
(productization), validation, training and testing of deep neural
networks through TFx. TensorFlow Extended is an end-to-end platform
for deploying production ML pipelines. The Natera AI engineering team
has already developed multiple AI models for their ML products that
can be used by the TFx pipeline of tools. The MLMD database created
in this project is housed on a Google Cloud Platform server on the
west coast of the United States. The data used for training and
testing of the database is open-source data from the The Cancer
Genome Atlas Program (TCGA).

Kuberflow may be used as an orchestrator in the TFx pipeline at
Natera and for this project it was discussed but is out of scope for
the project. The SQL metadata store database is designed to handle
custom data scenarios and Natera data sources. The python based code
is developed to push/pull the data and the scenarios through the
machine learning training pipeline (only).

3 Risk analysis
Below is the final form of an active list of risks for the
development of the metadata store for the ML pipeline and the white
paper architectural document. The probability, impact and risk is
ranked on a scale of 0 to 5, with 5 being the highest score. All of
these risks can be mitigated with workarounds, using different tools
and creating sandboxing testing environments instead of using real
production environments.
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Risk factor Probabi
lity

Impact Risk Responsi
bility

Status

Metadata store may have strict
version requirements that we
cannot fulfill

Mitigation: set up our own
sandbox environment and use
multiple databases

2 2 4 Stefan Solved

Our own data schema cannot be
implemented in the same database
as the TFx metadata

2 2 4 Stefan Solved

Access to database is restricted,
security, vpn, communication to
and from cloud needs to meet
strict requirements

4 2 8 Stefan Solved

TFx is too rigid for custom use
that Natera needs

Mitigation: find workarounds and
additional tools like Apache beam
and other Apache components
instead of using TFx components.

3 2 6 Stefan Solved

TFx artifacts produced by the
pipeline may be too large to be
efficient

Mitigation: Move more solutions
into our own metadata store,
don't use TFx artifacts but reuse
our own instead

3 3 9 Stefan Solved

Although many of these risks turned out to be over-thought and ended
up not presenting themselves, the access restriction risk proved
accurate and on numerous occasions access controls restricted access
to the servers due to firewall setup. This risk was however bypassed
in a simple way by setting up a mobile hotspot which, although it
drained the students monthly 4G allowance, allowed the student to
access the database on most occasions bypassing the firewalls
restrictions on ports.

4 Architecture
TensorFlow Extended has a known architecture consisting of ten main
components. Each component has a specific role to play in the
deployment pipeline and it is important to understand each one in
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order to know how to use it or gage whether or not the component is
even necessary for the goals that Natera has. The image below shows
how each component interacts with the next component in the process.
The image is taken from the students work station at the office at
Höfðatorg.

Components
TensorFlow Extended is a machine learning based production pipeline
comprising of ten main components. In the white paper, Proposal for
Natera Machine Learning production pipeline using TensorFlow Extended,
each component is described and discussed. This does not mean all of
the components have equal importance for the needs of the Natera
production pipeline. Some components may prove repetitive and
inefficient for the pipeline structure we are architecturing in this
particular use case. Some of the steps taken by various components
have already been completed by data scientists at Natera and are thus
not needed. However, in the white paper you will find a detailed list
of all the main components in order to learn about them and decide if
they are needed. It is important to understand all the components as
well as all the needs of Natera in order to produce a proposal and
architecture that works for Natera and uses TFx efficiently.
Throughout the development process the architecture changed to adapt
to the changing needs of the project.
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Metadata database (MLMD)
In order to increase efficiency when
creating and documenting new training
experiments such as parameter tuning or
training, the metadata database included
with TFx was customized with types and
artifacts. The image to the right shows
the architecture of the store as it was
originally designed in this project.
However, the implementation of the
datasource, scenario and experiment
(run_parameters) types was adjusted to
work in the MLMD TFx store. These MLMD
data types are designed to be used
internally at Natera and to demonstrate
what a custom database schema/type
accompanying the TFx pipeline would look like. This allows for custom
data types and gives Natera control over what information is stored
and what is not necessary. Having these custom types allows the data
scientists at Natera to utilize the data components in TFx which
store its own metadata and artifact links in the MLMD store by
default and at the same time store the custom data types (datasource,
scenarios, run-parameters) in the same unified environment. The
custom MLMD that was created in this project is for documenting,
combining in new experiments and retrieving a set of named parameters
that the data scientist wants to use. What is helpful about this is
that if the data scientist wants to test a different set of
parameters, which is what the AI research team does when they are
developing tests for different chromosomal anomalies, all they have
to do is to retrieve a named experiment from the store, modify some
of the attributes and and run a new experiment with the altered
setup. The store will create new entries in the database but users
also have the option of specifying a new database that will then be
created thus allowing for separation by projects or users. This is
the main objective of this part of the project, to show how efficient
this type of database can be for actual real-world production setup.
This means that instead of having a complicated database that accepts
every run parameter, the data scientists at Natera can simply create
a new database record for each new training experiment they would
like to conduct.
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User instructions
As the database schema was specifically designed to be used at
Natera, it cannot be used to its full potential unless you have
access to the Natera cloud servers. However, assuming the user does
have access to Natera server, using the database schema is fairly
straightforward. The image below shows the constructor used within
the MLMD class in the custom database API.

First, there must be a dataset (datasource type). For this project,
the student used open-source data from the The Cancer Genome Atlas
Program (TCGA). This dataset is well known and easy to use as it
comes parsed in the right format and as a tensorflow file (.tf). Now
that a dataset is found, it is time to use it. For this project, a
Google Cloud Platform based database was used. There are various
access restrictions and connections that need to be set up for the
database to connect from GCP to a user's device. After these hurdles
have been overcome, the test file (mlmd_test.py) that accompanies the
custom database API (mlmd.py) can be run. In order to run without
errors, the test code must be adjusted to make sure it finds the test
dataset and runs with the parameters that are being tested and are
appropriate for the model being used. First the initial constructor
methods are run to connect to and populate the database schema and
create the custom types, if needed, in GCP. Now, running the
add_datasource and add_scenario methods will add a set of run
parameters to the store. A named experiment is created using the
experiment method and retrieved back using the get_experiment method.
The output python dictionary (returned value) of the get_experment
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method can then be supplied to the training method of the model, as
shown with an example in the code. This starts a training session on
the cloud GPU servers or if scaled down on a local machine. This will
create an AI model based on the parameters supplied. This process can
take hours or days but for demonstration purposes the student used a
small scale run, where batch size and cycles were limited. In reality
the results from one run over the dataset are not reliable, so
multiple epochs are used, but this allows for a demonstration of the
process on the user's own computer. After the run is complete, the
GCP MLMD database could be populated with metadata about the model
created.

User stories
Here are a few examples of possible users in the ML production
pipeline, their respective roles and possible usage scenarios that
are addressed in this project. Although some information on the use
of the ML pipeline internally at Natera has not been finalized, there
will be some roles, including data scientist, software engineers and
managers that will likely be necessary users of this architecture or
code.

Users

Data scientist

Designs, validates and tunes statistical models.

Developer

Software engineer at Natera.

Manager

Managers and decision makers at Natera.
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Stories

# Description Importance
(A/B/C)

Difficulty
(1-10)

Status

1 Data scientist wants to evaluate the
performance of a retrained model

A 7 Complete

2 Data scientist wants to prepare/select
data to use for training

B 4 Complete

3 Data scientist wants to run a model based
on set parameters and data

A 8 Complete

4 Developer wants to understand which TFx
components to use and how to use them

A 7 Complete

5 Managers want to influence which slices of
data are used for evaluating the

performance of the model to make decision
whether the model is used or not

B 5 Complete

6 Developer needs to understand how to
develop a pipeline that takes data from

the lab to the customer

A 9 Complete

5 Progress
Below is a progress report on the ML pipeline project. Two meetings
were held weekly or bi-weekly, one with the Natera engineering team
and one with the HR instructor. Information on meeting notes,
decisions, questions and retrospectives are found below.

January
Initial research phase. Understanding of machine learning pipeline
and TensorFlow. Contacting Natera team and setting up for future
development.

February
After being assigned a HR instructor the first meeting was organized
and conducted.
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Feb 4 meeting notes+retrospective:

In attendance: Stefán Snær, Guðný Ragna Jónsdóttir

Issues Importance
(1-5)

Status

Send first meeting documents 3 Complete

Figure out what the deliverables will be for
your project

3 Complete

Find risk assessment examples 1 Complete

Feb 9 meeting notes+retrospective:

In attendance: Stefán Snær, Sergei Smirnov, Alexey Mishenin,
Ágúst Egilsson

Issues Importance
(1-5)

Status

Understand Spark, Kubeflow, keras_estimator 2 ✓

Is it possible to create our own data
model?

4 ✓

Make sure we get a certain percentage of
outlier cases, make sure the data we are
getting has the right distribution

3 ✓

Refine the Understanding of the TFX
pipeline diagram

2 ✓

How to store custom data object #create
ArtifactType

4 ✓

TRY and find small scheme for building our
own custom component

3 ✓

Define ConnectionConfig() for SQL 2 ✓

Can we somehow import trainer models?
Difficult because you have to have schema
to use components

2 ✓
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How do we transform data all the time,
instead of transforming and running
separately. Transform and train at the same
time, augment data while training.

4 ✓

First steps: Create a metadata store and
our own data types, google database, Use
google database schema first and then put
another database(tables) within that
database?

3 ✓

We want to keep only certain data from the
transform step, and need to create custom
data types, artifacts that only take the
info we need.

3 ✓

Feb 11 meeting notes+retrospective:

In attendance: Stefán Snær, Guðný Ragna Jónsdóttir

Issues Importance
(1-5)

Status

Get specific dates for 1st verkefni 2 ✓

Don't use sprints, change name to phases 2 ✓

Feb 16 meeting notes+retrospective:

In attendance: Stefán Snær, Sergei Smirnov, Alexey Mishenin,
Ágúst Egilsson

Issues Importance
(1-5)

Status

Remove Transform step, put it in training
(in the future)

2 ✓

How do we store data during a run? 4 ✓

Put queries into ExampleGen? 2 ✓

QA model during transform? 2 ✓
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Should we cut the pipeline into 2 parts,
what are the advantages?

3 ✓

Can we start multiple sessions in the
middle (at the trainer step)?

4 ✓

Why do we need a tuner? 2 ✓

Where does IntraValidator get the data? 2 ✓

How often should we validate? 3 ✓

We need to understand what documents the
evaluator uses

3 ✓

Can we have multiple test splits? How do we
use them?
How do we import them?

4 ✓

Where do we add our thresholds? 2 ✓

Feb 18 meeting notes+retrospective:

In attendance: Stefán Snær, Guðný Ragna Jónsdóttir

Issues Importance
(1-5)

Status

What should be in the presentation? 3 ✓

Find examples on Skemma 2 ✓

Find different word than Scrum 2 ✓

Read handhægar upplýsingar varðandi
stöðufundi

2 ✓
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March

Mar 2 meeting notes+retrospective:

In attendance: Stefán Snær, Sergei Smirnov, Alexey Mishenin,
Ágúst Egilsson

Issues Importance
(1-5)

Status

Where should rules for data that goes
through the pipeline go? Transform step?

4 ✓

Why / what do we need to tune? 2 ✓

Do we need Example Validator? 2 ✓

Importing artifacts, does it have to
generate schema everytime or can it use the
same schema, stats gen ect if the schema is
the same (wouldn't have to be re-run)?

3 ✓

Storing HYDRA files? Where do you put the
definition of the data and hyper
parameters?

3 ✓

We need to define our own artifact types
(we are allowed to do so)

4 ✓

Can we use “super TYPES”? 2 ✓

We can expand on the existing artifacts or
create our own, need to figure out which
one we want to do.

3 ✓

Defining our types, Is for ex. dictionary
defined as a type?

2 ✓

Research TFX TFDX.core dataset builder 3 ✓
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Mar 4 meeting notes+retrospective:

In attendance: Stefán Snær, Guðný Ragna Jónsdóttir

Issues Importance
(1-5)

Status

Setup weekly issues template 3 ✓

Task burndown list 2 X

Mar 18 meeting notes+retrospective:

In attendance: Stefán Snær, Guðný Ragna Jónsdóttir

Issues Importance
(1-5)

Status

Add into framvindu template 2 ✓

Update presentation slides 2 ✓

Create task list 3 ✓

Mar 30 meeting notes+retrospective:

In attendance: Stefán Snær, Sergei Smirnov, Alexey Mishenin,
Ágúst Egilsson

Issues Importance
(1-5)

Status

Explore using ‘snowflake’ database 2 ✓

Possibly giving us access to “database” so
we don't have to create our own?

2 ✓

Connect to database, define types,
artifacts (use script we wrote in scratch)

4 ✓

Which artifacts will we use? execution
property, context property.

3 ✓

Do they have a user interface to view the
database?

3 ✓
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Do we need a universal naming structure? 2 ✓

How much do we want to unify the code? 2 ✓

Can we mix this TFx store with a normal
(oncology, panorama) database?

2 ✓

Look into pros v cons of database for every
project

2 ✓

How to subdivide? Into schemas? 3 ✓

FIND GRAPHICAL USER INTERFACE 4 ✓

April

April 4 meeting notes+retrospective:

In attendance: Stefán Snær, Guðný Ragna Jónsdóttir

Issues Importance
(1-5)

Status

Make sure to account for time researching 2 ✓

Update presentation slides 2 ✓

Prepare final presentation, most likely on
teams

4 ✓
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