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Abstract

Balancing computer games is difficult.
Even if a game is well balanced there are
people who are unable to enjoy it because
they can not play at an appropriate level
of difficulty. In this paper we introduce a
new system that is used to balance a simple
game, and show how it increased people’s
sense of enjoyment of the game as well
as an increased feeling of appropriateness
of difficulty. We present results that
favor a version of the game that uses
our dynamic system over another similar
version of the same game that ignores
player performance when controlling the
difficulty of the game. Even if the
results are in the favor of our system, its
effectiveness has not yet been compared to
the well established difficulty settings of a
popular game.

1 Introduction

Video games in the early years did not have
different difficulty settings. There was only one
version of Donkey Kong and Super Mario Bros.
If you did not have the skill to finish the game
as presented, then that was that. In the early
1990’s games started to include different difficulty
settings to catch a wider audience, many games
even included several difficulty settings. This
increased the entertainment value of the game.

There are many ways to increase the value of

entertainment in a game but most comes down
to two things; the level of immersion and flow.
They are considered by many game designers
as two of the most important parts of game
design (Lennart Nacke, 2008). A large portion of
game developers’ funds is spent on game testing,
software development and balancing in order to get
to the level of immersion and flow that they want
for their customers.

In the video games industry there is a high demand
for quality games. Different genres focus on
different aspects, regardless of genre video games
should provide as much entertainment value as
possible for the player, (Koster, 2005).

People have different skill-sets and game
developers must take this into account when
creating a game. Usually games will have a few
difficulty settings e.g. hard, medium and easy.
This is done so the product will suit a more diverse
group of players. This method, however, is time
consuming and costly for the developers to create.

Figure 1: Each pole represents a global set of player skill
levels ranging from little or no skill to a professional level.
The area that the circles depict are the player skill-sets that
games usually try to cover.



There are many ways to go about balancing a video
game, but inevitably there is always a group of
people that are left out of the equation. Figure
1 shows a conceptual representation of different
difficulty settings for games, and how the typical
coverage of each setting might not cover the entire
spectrum. The poles represent player skill level,
ranging from people with little or no skill (top
part of the poles) to extremely skilled individuals
(bottom part). The circles represent four variations
of skill coverage, where E is an easy difficulty
setting, M is medium, H is hard and G is one
general difficulty setting. The image shows that
there is always a portion of the pole (skill level)
uncovered, so there is a group of people, which
are in that skill zone, that will either find the game
too easy or too hard, both of which are unwanted
attributes to video games.

Figure 2: Game balancing using Dynamic Difficulty
Adjustment

Figure 2 shows how Dynamic Difficulty
Adjustment (DDA) deals with balancing by
tuning the difficulty setting up or down, depending
on the skill level of the player. This method
enables us to cover the entire pole which gives
game developers a larger target group for their
games as more people should find themselves
being able to play without being disrupted from
the flow.

For the purpose of this study we created a system
we call Katla which allows us to monitor the player
and control all the important variables so we can
adjust the difficulty of the game accordingly. This
means that the game should dynamically adapt the
difficulty of the game to match the skill of the
player in smooth transitions for the purpose of
reaching, hopefully, a status of flow and immersion
during gametime, resulting in a more enjoyable
experience for the player.

In the following section we discuss our motivation
for this study and take a look at previous work
that are incumbent with this field. Then we
move on to a short introduction and explanation
of the game we created as a testbed. In section
4 we discuss technical parts like the programming
language, tools and machine learning approaches
used. Section 5 explains the system and the its
individual components. In section 6 there is a brief
description of the AI player created for the purpose
of this study. In section 7 there is a description of
the study and how it was conducted followed by
the results and subsequent discussion in sections 8
and 9. The paper then ends with a brief thought
about possible future work.

2 Motivation and previous work

Previous studies that have investigated game
balancing using DDA coupled with Machine-
Learning techniques, they tend to dynamically
balance a game using pre-existing game engines.
Robert Hunicke and Vernell Chapman used
the pre-existing Half-Life source engine and
manipulated the inventory system of the game in
order to dynamically balance it (Robin Hunicke,
2004). Benjamin Geisler wrote a paper about
modeling player behavior in first-person shooters
(FPS) using machine learning techniques. He
used machine learning techniques to model expert
players in the game Soldier of Fortune 2. By doing
this he was able to gather a massive amount of
data to learn from (Geisler, 2002). This specific
method is indeed useful but since an existing game
is required players will need some time before a
certain skill level is attained.

3 The game

To test our system we created a simple FPS heavily
influenced by the strategy based sub-genre, tower
defense, where the objective of the player is to
prevent waves of multiple enemies reaching a
particular point on the map.

This game has the zombies spawn in multiple
waves from several different points around the map
and take the shortest route possible to the center
area. If a zombie manages to reach the center, the



Figure 3: A player fighting zombies

player will lose a life. The player will only have a
limited amount of lives so he must be careful not to
let too many zombies reach their destination as the
player loses a life for each zombie that escapes.
The game has two possible endings, either the
player loses all of his/her lives or is able to defend
the center area through the last wave.

Currently, only one type of zombie has been
created for the game. This zombie-type will try
to get to the center area. If a player gets too
close to the zombie he will be attacked resulting
in the player losing a portion of his health. In
earlier versions of the game the player was able
to replenish his health by collecting medical kits
which were spread around the map. This feature
was removed in later versions due to health not
being a major factor in playing the game and
players felt no risk of dying from damage from
enemies.

In this study there was one type of weapon
available for a player, a typical handgun.
Whenever zombies are hit they turn red for small
amount of time as a visual recognition that the
player has hit the target. There is a limit to the
amount of bullets a player can have in the gun clip
and how much it can carry within at any given
time. The player is able to reload at will, but it
takes a few seconds for the new ammo to be loaded
to the gun. The player can not fire the weapon
while reloading. In order to collect ammunition
the player will have to roam around the map as
ammunition supply boxes appear at random times
on pre-defined locations.

A minimap was created for the game in order to

give the players maximum vision of each level.
From the minimap they are able to see where
themselves are located in the map (marked green),
the zombies (red), ammunition boxes (yellow) and
health packages (pink), at any given time. The
minimap can be seen in the top right corner of
Figure 3 along with the aforementioned objects.

Using the typical mouse and keyboard
combination as interface devices the players
are able to walk forwards, backwards, strafe to
the left and right and jump. When the players
jump forward they gain a small momentum which
is added to their movement speed (similar to the
strafe jump in Quake3(injx, 2005)); skilled players
should therefore be able to travel faster around the
map.

3.1 Programming languages and tools

For the creation of the game we decided to use
C++ as a programming language and OpenGL as a
3D library. The audio library used was Irrklang,
and for 3D models, Lib3DS. The reason behind
using this language and libraries was the teams
previous experience with them, creating simple
first-person maze games and felt comfortable that
they would work easily and effectively with the
project at hand.

To create the levels for the game, we used a 2D
tile map editor called Tiled. It helped in designing
layouts for levels and estimating the map size
needed and distribution of ammo within the map.

4 Machine learning

Machine learning is the study and creation of
computer programs that are able to learn from past
experiences, through data, and make intelligent
decisions without being explicitly programmed for
a specific task. Machine learning offers many
different approaches and it is up to the user to
decide which approach fits his problem best.

In this study it was decided to use a reinforcement
learning based approach, coupled with a feedback
loop, in order to manipulate the variables as we
saw fit. Reinforcement learning is having an



agent learn an unknown environment, for example
a maze or some other state space. The agent
then moves around the maze, at random to begin
with but as the agent finds the correct path he
is given a reward. On the next run through he
starts to go through the same maze and he will
tend to choose the direction of an earlier rewarded
position. The actual state space used in this study
will be described later.

This approach does not require pre-acquired data
to work with, which makes it useful for a round
or wave based game. We are able to look at the
previous round and the data acquired from it and
work with it in order to decide what values the
variables should have for the next round.

5 Game balancing system

The system implemented in our testable version is
quite simple but can be extended by introducing
more variables to it.

Figure 4: Monitor and Reward system

As shown in Figure 4 there are three modules. The
ZombieSpawner spawns zombies onto the map.
The player tries to eliminate them. When they
are all either dead or have reached their goal, the
ZombieSpawner asks the Monitor for money to
spawn more zombies. The monitor estimates the
skill level of the player based on how he performed
against the last wave and pays the ZombieSpawner
accordingly. The ZombieSpawner then uses all the
money gained to spawn zombies; the time of the
spawn is random, but the location of the spawn is
chosen with logic (this will be discussed better in
the ZombieSpawner section below).

5.1 The game module

The game module contains all the game based
logic; the rendering, the player, collision detection,
resource loading and more. There is no dynamic
balancing going on in the game module and it
could easily be replaced or changed in some way.

5.2 Levels of difficulty

The deciding variable in terms of difficulty is the
amount of currency that the Monitor pays the
ZombieSpawner. It is decided by the formula

currency = level ∗ 2 + rand (mod 4) + 1

where level is the current level of difficulty and
rand is a random number. The level of difficulty
is determined by the Monitor based on how many
zombies have passed each wave.

5.3 Finding the Highest Reasonable
Approximation for the players skill level

It is important to estimate the player’s skill as
closely as possible and to keep pushing the limit
of the player to keep him entertained. In order
to determine an appropriate level of difficulty we
created a solution we call the Highest Reasonable
Approximation for Fluctuating Numbers, which is
intended to explore and push the boundaries of the
players current level of skill. The solution works in
the following way: first it is given a number, which
in our case is a guess at the players level of skill.
We prefer to use a low estimate and let the number
work its way up so that the player does not feel like
the system is taking it easy on him. The system
then receives hints about whether the number is too
high or too low, in our case it is whether or not the
amount of zombies passed is higher, lower or equal
to the amount the game was trying to get through.
If too many zombies pass, the guess is probably too
high. If too few zombies pass the guess is probably
too low. If the correct amount of zombies pass the
number is probably very close to being right. If
the number is hinted to be too low there is a (75%)
chance we increase the number by a momentum
variable, and increase the momentum by one. If



the number is hinted to be too high the momentum
will drop to zero and there is a (25%) chance that
our guess will decrease. If the number is hinted to
be correct we leave the number unchanged and set
the momentum to zero.

5.4 Monitor

The monitor decides how hard the game
will be through the function that pays the
ZombieSpawner. In order to make this decision
it monitors how many zombies have passed per
wave as well as how many times each level of
difficulty has been played and the number of
zombies that passed during each wave. By using
the Highest Reasonable Approximation method
the monitor picks the highest skill setting that the
player got in his previous wave if the amount of
zombies that have passed the closest to the amount
of zombies that should pass in the next wave.

5.5 ZombieSpawner

The ZombieSpawner module is responsible for
two things. First it has to decide for each wave
where the zombies are going to spawn and second,
how many zombies should spawn at each location.
After a wave has ended the ZombieSpawner asks
the Monitor for currency, all the currency received
is then spent on buying zombies and deploying
them to the map, here is where most of the
balancing goes on, through the number of zombies
and their spawn locations.

The ZombieSpawner uses reinforcement learning
to decide which corner to spawn the zombies
in. To do this it needs a state space to traverse
and store rewards in. Usually in reinforcement
learning the size of the state space does not need
to be extremely small, but in dynamic difficulty
adjustment the state space needs to be very small
so it will fill up with useful data as soon as
possible. That way player notices a change in
difficulty while he is playing. If the state space
is too large, the player might go through an
entire play session without noticing a change in
difficulty. The state space of the ZombieSpawner
is of size 96. The game map is split into 4
quadrants of equal size, named 0 through 3.

The state space is composed of 5 values. The first
one being in what quadrant the player is. The other
four values are a ranking of how many zombies are
in each quadrant. See Figure 5

2 1 3 4 2

Figure 5: The player is in the 3rd quadrant of the game.
The first quadrant has the most amount of zombies, the 4th
quadrant has the second most amount of zombies, etc.

To increase the speed of filling the state space,
the ZombieSpawner stores the current state
every second. When a wave is complete the
ZombieSpawner has a list of all the states which
occurred in that round. When it receives the
reward, it distributes the reward to all the states
in the list but reduces the value of the reward the
further down the list he goes. The learning rate is
set at 0.9 for this study.

This study had only one type of zombie,
which cost the ZombieSpawner one currency per
zombie to spawn. Adding different types of
zombies with different attributes and purpose and
therefore cost more currency to deploy would
make things significantly more interesting. The
ZombieSpawner would have to go through a more
complex decision making process in order to
decide how to spend his currency e.g. what
mixture of zombies suits the player best. Due to
time restrictions it was not possible to implement
these features but this is definitely an area of future
study.

5.6 Usefulness and scalability of the
monitor-spawner architecture

This study had one monitor and one spawner. The
purpose of the monitor was to ensure the proper
level of difficulty while the spawner tried to make
things interesting and more fun by spawning the
zombies in less defended corners of the map. The
results showed that the use of this architecture
makes the difficulty better adjusted to the players
and the gameplay more enjoyable. However
this architecture changed the amount and spawn
locations of the zombies. It could also be used
to decide the amount of ammo and health packs
to spawn in order to maintain an appropriate
inventory for the player. This could keep the player



from feeling like he has too much or too little
of either. In order to accomplish this one could
simply implement an item monitor-spawner pair
based on similar principles to the zombie monitor-
spawner pair. It would be an interesting future
study to see how well multiple monitor-spawner
systems go together in one game. The monitor’s
duty is to store various values throughout the
game. The developers can add both values and
references to the monitor that can aid in balancing
the game further.

Here is a simple example of how this works:
a player just finished clearing a wave where
he managed to kill all the zombies before they
reach the center of the map; the monitor logs
this down and gives the ZombieSpawner module
an appropriate amount of currency to spend e.g.
twenty. This means it can spawn twenty zombies
wherever it pleases. The ZombieSpawner then
looks at where in the map grid the player has
been roaming around the most, for example in
the southern part of the map, and since the player
did well in the previous wave it decides to make
the next round a bit more interesting and deploys
fifteen zombies in the northern part of the map and
only five in the southern part, forcing the player to
break his habit.

On the contrary if a player does not do
good in the previous round the Monitor will
give the ZombieSpawner less currency to spend
on zombies resulting in fewer zombies being
spawned.

6 The study

For the purpose of this study we created a simple
test version of the game. It included one level
with four corners for zombies to spawn in and one
center goal for the zombies to walk towards. After
killing all the zombies in the wave, a new wave
would be constructed. The game in this study
included 30 waves. An image of the level in the
map editor used can be seen in figure 6. The image
is in two dimensions but the game world is viewed
in 3D.

The flag in the center is the goal that the zombies
move towards. The four blue icons in the corners

Figure 6: An image of the map in the editor used (Tiled)

of the map are the locations where zombies can
spawn. The brown bags scattered across the map
are the locations ammo can spawn. The red crosses
are locations health can spawn, and the face next to
the flag is where the player spawns.

The study is twofold. One part includes people as
test subjects and the other part would use the AI
player developed for the study.

An additional version of the balancing was
created for comparison. Thus we would compare
our version against a naive difficulty adjustment
system. This version had no dynamic difficulty
adjustment, but it increased in difficulty at a
random pace. Adding after each wave 0-3 more
zombies than last time. This was deemed to be a
medium difficulty set by playing it and comparing
against the dynamic version created.

6.1 The sample

The subjects consisted of 31 individuals of both
genders. The youngest subject being 14 years old
and the oldest 54. One player did not manage
to play both versions of the game so he did not
make it into our sample, that consisted of the other
30 players. In order to get enough test subjects
we used convenience sampling. Our method was
to gather some acquaintances through a popular
social media website. Some of the subjects may
have known what we were researching, which may
have caused some bias in favor of what version
they thought was dynamically balanced.



6.2 Human players

Human players were invited to play two versions
of the game. The versions were numbered 1
and 2, where version 1 is the random difficulty
adjustment and 2 is the dynamic difficulty
adjustment created for this study. The two versions
were played in random order. The player would try
to get to wave 30, but if he died along the way then
that would end that play session. Each play session
lasted around 20-30 minutes (per version). After
playing a version of the game, the player would
answer a few questions regarding the version he
just played. These questions asked how difficult
he felt the game was, what was the biggest factor
in the difficulty of this game and how far into the
game he got.

When finished, the player would play the other
version of the game and then answer the same set
of questions when done. Then he would answer
questions about both versions. These questions
asked which version the player found more fun,
which version the player thought was the dynamic
balancing version, how he estimates his skill in
video games, how often he plays video games and
what he finds most enjoying while playing games.

6.3 AI player testing

For comparison we created a simple bot (AI
player) that walks around the map through an
orthogonal network of waypoints. When it is low
on health or ammo it goes to the nearest supply,
but otherwise it will make a path to the waypoint
that is closest to the area with the most zombies.
Whenever it reaches a waypoint it makes a new
path and when it can shoot a zombie it stops and
shoots at it.

The bot played each of the two versions of the
game 30 times. For it we logged the same
information as we did for the human players, as
well as an additional value which we called "Fun"
and was calculated as the distance you walked each
wave divided by 200 plus the amount of zombies
you killed each wave. The bot was rather weak at
the game compared to the human players. It lost
all 30 player matches against the player insensitive
difficulty system and won only four matches with

the dynamic system.

7 Results

7.1 Player skill and self-evaluation

After both versions had been played the subjects
were asked to evaluate their own skill levels at FPS
games on the scale 1-10. A skill level estimate
was then calculated with formula 1 where level
represents the level of difficulty in a wave and
plays represents the number of times a level of
difficulty has been played in a wave.

30∑
i=1

(leveli ∗ playsi) (1)

Figure 7 shows the correlation between the self
estimated skill level and the computed score. The
Pearson correlation coefficient between the scores
was 0.689. According to the results, the subjects
were more likely to overestimate their abilities
than to underestimate them.

Figure 7: Correlation between the self-estimated skill level
on a scale from 0 to 10 (left) and the computed score on a
scale from 0 to 600 (bottom). The highest actual score was
570

The skill level estimate is set up in the following
way. The monitor has 30 difficulty levels to choose
from, each difficulty level represents a sum to
be paid to the ZombieSpawner with an increased
amount the higher up the difficulty level you go.
Every player starts on difficulty level 2 and as
described in the Highest Approximation chapter,
if they do well, they gain momentum and increase
in levels. This information was logged per wave.
Figure 8 is an example of this type of logging.



0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 3 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 4 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Figure 8: An example of skill level estimation logging done
by the monitor. This log shows 5 waves. This player plays 4
times on difficulty level 2 and 1 time on difficulty level 4.

If a player consistently prevents too many zombies
from passing, the momentum will increase until
the system gets enough zombies through and the
system will stabilize. It is helpful to see a log
like this as a heatmap to visualize how well the
player performed. Figure 9 shows an example of
a skilled player and the momentum increase he
gets in just the first few waves. Then he hits a
wall and is dropped down a few levels, then gains
a little momentum but is dropped down in skill
again. This shows that his skill is around the 20
level mark.

Figure 9: This heatmap is an excellent example of the
momentum increase and the stabilization that happens when
a highly skilled player reaches his skill level.

Figure 10 shows a medium skill player with the
same momentum increase as Figure 9 but the
stable area is much lower with this player.

Figure 10: This heatmap is an example of an average skilled
player.

Finally Figure 11 shows a player that does not do
so well. He was not able to finish the game and
his stable area is around the starting point, perhaps
even lower.

Figure 11: This heatmap is an example of player on the lower
end of the skill spectrum.

7.2 An evaluation of the dynamic difficulty
system

Subjects rated the appropriateness of difficulty in
version 1 as 6.83, on average, with a standard
deviation of 2.13. The same subjects rated the
appropriateness of difficulty in version 2 as 8.00 on
average with a standard deviation of 1.39. Version
two in most cases has more appropriate difficulty
than version 1, p = 0.001. Of the people who voted
the appropriateness of difficulty for version 1 as
lower than 7, five thought the game was too hard
and four thought the game was too easy. Of the
people who voted the appropriateness of difficulty
for version 2 as lower than 7, three thought the
game was too hard. None thought the game was
too easy.

Figure 12: Graph representing how well the difficulty level of
each version fitted each player on a scale from 0 to 10. The
x-axis shows the possible grades for rating the suitability of
each version. The y-axis shows how many times each version
received the grade.

Participants were asked after playing both versions



which version of the game was more fun. 11
subjects (35.48%) said that version 1 was the
more fun version of the game while 20 subjects
(64.52%) said that version 2 was a more fun
version of the game. See Figure 13. The Pearson
correlation coefficient was calculated for each of
the versions between being rated as having better
difficulty and that same version being more fun.
For version 1 the coefficient calculated was 0.44,
t=2.64 ,p = 0.01 whereas the coefficient for version
2 was 0.34, t=1.93, p = 0.03.

Figure 13: Pie graph showing which version of the game
subjects considered to be more fun

The Pearson correlation coefficient was also
calculated for each version between thinking the
version played has Dynamic Difficulty Adjustment
and that version being more fun. The correlation
for both levels was the same, or 0.28, t=1.54, p =
0.07.

Subjects were asked which part of the game
affected difficulty the most. They were given a
choice of six answers. Their choices can be seen
in Figures 14 and 15

Figure 14: Pie graph showing which of these six elements
subjects thought affected game difficulty the most when
playing version 1.

Subjects also answered a question about how far
they got in the game. The subjects answers can
be seen in Figures 16 and 17. The most notable
difference between versions is that more people are

Figure 15: Pie graph showing which of these six elements
subjects thought affected game difficulty the most when
playing version 2.

getting to the final stages of the game when playing
version 2 than when playing version 1 and that no
subject lost the game during the first ten waves
when playing version 2 whereas around 13% lost
the game during the first ten waves when playing
version 1.

Figure 16: Bar graph showing which of the 30 waves players
reached when playing version 1.

Figure 17: Bar graph showing which of the 30 waves players
reached when playing version 2.

7.3 AI player results

A simple bot played each version of the game 30
times. On average the bot completed 15.57 of 30
waves when playing version 1, but 25.30 of 30
waves when playing version 2. The average value
of the fun function per wave was 18.25 in Version



1, but 18.49 in version 2. Figures 18 and 19 show
how large a portion of the game the AI player
managed to complete on average in each version.

Figure 18: The portion of the game the AI player managed to
complete on average in version 1.

Figure 19: The portion of the game the AI player managed to
complete on average in version 2.

8 Discussion

On the whole we consider our implementation of
the dynamic difficulty system a success. More
subjects finished the game when playing version
2 (dynamic version) than version 1. Subjects also
reported the dynamic version to be considerably
more enjoyable to play than version 1 even though
the gameplay was quite simple and only one value
was changed through balancing. In order to test the
methods practically it would have to be applied to
a larger scale game with multiple variables tuned.

It is inevitable to look at the fact that even though
version 2 was more successful that both versions
were created by the study. Optimally it would
be best to have an experienced outside entity that
could create a non-dynamic balanced version of
the game for the purpose of a more accurate
comparison, this is something we might want to
look at in the future.

The artificial agents fun variable did not seem to

differ much between the two versions, probably
because firing the gun and walking had too similar
weights and firing the gun and walking is all the
agent ever does. The AI players skill level is
very low but still he managed to win the game
occasionally in version 2.

Subjects self-estimated skill in computer games
seems to correlate well with our measures of how
good players are in the game, which shows that
a selection for the initial level of difficulty might
improve the experience of subjects playing the
game. It also shows that our way to measure a
players skill might be somewhat accurate, but it
has not been studied whether or not it increases the
players experience in any way to know their score.

Shared experiences are highly valued with gamers
and many gamers bond by discussing parts of
their play sessions. Beating an enemy, finishing
a level and finishing the game are examples
of these kind of shared experiences. But the
way current generation games are structured can
limit who can have these experiences. Opening
games to a wider audience but still keeping the
challenges that games can offer to create shared
experiences between wildly different audiences.
This is something we saw while running the
human tests when a female participant who is
not an active gamer and her boyfriend who is,
came to test the game. Both of them had an
exciting near death situation at the end of the game
which they managed to pull off and survived, this
led to them discussing and sharing their feelings
about this particular experience afterwards which
is something that is unlikely to have happened with
the non-dynamic version.

9 Future work

9.1 Scaling multiple variables

Currently the game balances the difficulty only
through varying the number and locations of
the zombies spawned. It would be possible
to implement a separate balancing system for
managing items such as health packs and ammo.
Such a system could be entirely seperate from
the zombie balancing system since both systems
rely on completely disjoint sets of variables, but it



could be implemented using the same architecture.
A diagram of the possible schema is shown in
figure 20

Figure 20: A graph of the game architecture after adding a
system that balances the amount of items spawned.

It would be interesting to implement a difficulty
scaling system which balances multiple (possibly
interdependent) variables and analyze the
challenges that arise from such interdependencies.

9.2 Comparing techniques

Creating a simple baseline game could prove
useful in moving the DDA study as a whole
forward. This game would be designed and
programmed so difficulty could be adjusted by
different methods. Monitoring the game and
adjusting the appropriate parameters should be
easy.

For example a simpler 2D version of our game
could be implemented and our method used
to balance the zombie spawn rate. Then the
game framework could be used to implement and
compare different difficulty adjustment methods.
This would allow for comparable results and help
DDA grow in the future.

9.3 Specialization of difficulty

Some people like different levels of challenge
while playing video games, some people like being
constantly challenged, others like dominating and
not having to worry about losing.

It would be interesting to adapt the system to each
players preferences by giving them a choice in
the beginning of the game. The dynamic system
might then take it easy on the player if that is what
he likes, or keep him on his toes and challenge
him a lot if that is what he chooses. It would
also be interesting to let people choose their skill
level i.e. Beginner, Intermediate, Advanced for
a different initial difficulty but while still being
dynamic while playing.

9.4 The effects of DDA on players feelings of
accomplishment

It would be interesting to see how much
players trust the score calculated from their
performance in games that use DDA, and to what
degree competitive gamers would enjoy playing
dynamically balanced games. For example asking
players about their feelings of accomplishment
after either playing a dynamically balanced version
compared to a version with static difficulty. Also
it would be interesting to see if feelings of
accomplishment increase or decrease in any way
if, at the end of the game, players are given a
score so they can compare themselves with other
players.
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