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Abstract 

Litter has become a large-scale problem in today’s world, exacerbated by the 

widespread use of single-use plastics and the expansion of the fishing industry. 

Countries like Iceland, with its extensive 5000km coastline, face year-round marine 

pollution challenges. Current efforts are inadequate due to their reliance on manual 

intervention for monitoring and cleanup. 

This thesis explores the feasibility of autonomous beach litter detection and 

collection using consumer drones, focusing on a mostly automated process for image 

analysis and geolocation. The proposed solution consists of drones autonomously 

scanning the beach, transmitting video streams and telemetry to a base station. A 

YOLOv8 detection model identifies trash objects in the video frames, and the location 

of these objects is calculated relative to the drone's position and stored in a database. 

This data can be used to dispatch autonomous pickup drones based on the shape and 

weight of the objects. 

The study focuses on two main components: the detection module and the 

location module. A YOLOv8 model was trained using a custom dataset of images from 

four different Icelandic beaches combined with preexisting datasets, achieving a mean 

average precision (mAP) of 0.78 and a precision of 83% at a confidence threshold of 

0.8. The location module demonstrated reliable geolocation well within a 5x5m frame, 

necessary for subsequent trash pickup operations. Field surveys conducted on three 

Icelandic beaches validated the integrated system, showing its ability to detect and 

accurately geolocate trash. Environmental conditions such as ice presence, different 

beach types, and difficult lighting conditions negatively impacted the performance. 

The system's adaptability and scalability demonstrate its potential for large-

scale deployment and continuous improvement through modular design. This work lays 

the foundation for practical, automated trash collection, contributing to environmental 

cleanup efforts with minimal human intervention.  
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Chapter 1 

1Introduction 

1.1 Motivation 

Littering is a large-scale problem everywhere in the world. The increasing amount of single-

use items across the globe has drastically increased the amount of discarded trash over the 

past centuries. This leads to litter pollution increasing in various areas, endangering wildlife 

and, indirectly, our health [4]. The problems have been partially addressed by, for example, 

working towards a circular economy or providing incentives like deposits. However, the 

projected trajectories of single-use item production are still forecasted to increase over the 

coming centuries. S. B. Borrelle et al. [4] found that future single-use plastic production 

trends exceed the efforts to mitigate the problem. It was estimated that 19 to 23 million metric 

tons, which amounts to around 11% of the Global plastic waste in 2016, ended up in the 

aquatic ecosystem. For 2030, this figure was estimated to be approximately 53 million metric 

tons. Those findings suggest that drastic action is needed to overcome the problem and limit 

the pollution of our ecosystems. Even in remote and uninhabited locations, a growing amount 

of plastic can be found [5], [6]. 

S. B. Borrelle et al. [4] analyzed three different waste management strategies to 

mitigate the increase in pollution (plastic waste reduction, waste management, and 

environmental recovery). Using this data, they estimated the plastic emissions up to the year 

2030 for 173 countries. Figure 1.1 shows the development for three different scenarios. The 

first scenario considers no change. The second scenario assumes an increase or stagnation in 

plastic emissions despite the massive management efforts required to reduce the emissions. 

The third scenario aims to keep emissions below 8Mt/year. Assuming scenario two for both 

reduction and waste management, 85% of the annual global emissions would need to be 

recovered by 2030 to meet the goal. This quantifies the enormous efforts required to deal with 

plastic pollution. 
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Figure 1.1 Annual global plastic emissions into aquatic ecosystems. Data from [4] 

The described predictions suggest that large-scale removal operations require more 

sophisticated and faster processes to allow efficient trash removal from the ecosystems. While 

there has been a growing interest in community and government-organized cleanups, the 

efforts are not enough to deal with the scale of the problem. Further cleanups are conducted 

on an interval basis or as a singular event. Automating the processes involved would allow 

continuous large-scale operations to deal with pollution continuously. 

Drones have been used to map and classify beach plastic pollution with great success 

[7], [8]. Further, rovers and water-based drones have been successfully tested and collected 

trash on beaches and in the water [9], [10]. Drones allow operation even in difficult terrain 

where a rover would struggle. Further, a drone is noninvasive as it does not leave any tracks 

during the cleanup. L. Burlat and T. Thorsteinsson [11] found a strong correlation between 

beach wrack and marine litter presence, thus requiring a solution that can operate in the 

presence of beach wrack without being affected or entangled. Beach wrack is defined as 

natural material that washes onto the beach. It includes algae, sea grasses, and some 

invertebrates such as sponges and soft corals [12]. 

A study on beaches in North Scotland found that the collected litter had a median 

weight of 2.4g due to fragmentation. This suggests that a drone with a sufficient lifting 

capacity, depending on the object, is capable of picking it up. The presence of beach wrack 

makes it difficult for rovers to move on the beach, thus favoring a UAV solution. Further, the 

proposed UAV solution would be universally adaptable to various situations by using 

different algorithms and possibly a different set of grippers [13]. 

The technologies used in this project generally exist and are developed to a certain 

degree. This includes technologies for autonomous flight, object location, object recognition, 

and grasping. However, the solution still faces various challenges. Grasping objects is a 

difficult task that can still pose a problem, even in stationary situations. The technology 

demonstrated by large companies like DJI and Parrot, etc., is not open source and can thus 

only be used to a certain degree. The drone could get entangled and crash on the beach, adding 

to the waste problem if it is not collected. Strong winds and sneaker waves could further pose 

a challenge due to the unpredictability of the Icelandic conditions. 
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Icelandic beaches might challenge existing machine learning algorithms because of 

their different texture and color caused by the black sand. This Project proposes to combine 

existing technologies to work on enabling a drone to autonomously scan, classify, collect, 

and retrieve objects utilizing machine learning algorithms. Since efficient machine learning 

recognition requires proprietary hardware that uses additional drone energy, such tasks can 

be offloaded to the cloud infrastructure [14]. Further, this technology could be applied to 

various scenarios where autonomous identification and retrieval of objects is required. 

1.2 Beach Pollution 

Iceland’s extensive coastline of almost 5000km [15] makes it particularly susceptible to 

marine litter. Uncoordinated data gathering has prevented the use of a single database for 

monitoring beach litter in Iceland. OSPAR [16] recommends at least one data collection per 

season and shore; however, only three shores are monitored outside of the summer season, 

and only one is monitored in winter. This makes it difficult to use the data. A recent study 

conducted on the Krossavík shore located on the Snæfellsnes performed 100 samples over 

one year [11]. The study analyzed the daily and seasonal variations of plastic debris and the 

correlation with beach wrack. During the year, 9154 debris items, with a total of 37.7kg, were 

collected. Of the eight monitored categories, only five provided enough samples over the year 

to be accounted for. The majority of the debris collected was plastic, both in terms of count 

78.5% and weight 75.1% (Table 1.1). 

Table 1.1 Total count and weight of all debris for each category and season CC by Elsevier [11] 

 

The size of the debris ranged from 0.2cm to 50cm. Debris from the fishing industry 

amounted to 14% of the plastic and 11.4% of the total litter. It was further established that 

the beach wrack made it difficult to ensure that all debris was accounted for during the autumn 

and winter. The study found a strong correlation between the amount of beach wrack and the 

number of debris items found, as shown in Figure 1.2. The figure shows the plastic debris 

(count; black line) and wrack cover (%; green bars) in the 1000 m2 research area for each 

season (Autumn 21 Sep–10 Oct 2020; Winter: 29 Dec 2020–18 Jan 2021; Spring: 29 Mar to 

18 Apr 2021; Summer: 19 Jun–8 Jul 2021) [11]. There was, however, debris during every 

collection regardless of the presence of beach wrack.  

Empty 

Cell

Plastic 

(#)

Plastic 

(kg)

Ceram

ic (#)

Ceram

ic (kg)

Glass 

(#)

Glass 

(kg)

Fabric 

(#)

Fabric 

(kg)

Metal 

(#)

Metal 

(kg)

Total 

(#)

Total 

(kg)

Autumn 3573 15.3 125 0.7 332 0.7 197 3,1 65 0.7 4292 20.6

Winter 2069 5.5 139 0.6 284 0.5 109 0.6 22 0.1 2633 7.3

Spring 614 3.6 90 0.4 231 0.4 38 0.3 9 0.3 982 5.1

Summer 933 3.8 95 0.2 180 0.3 18 0.1 21 0.2 1247 4.7

Total 7189 28.4 449 1.9 1027 2 362 4.1 117 1.3 9154 37.7
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Figure 1.2 Plastic debris and wrack cover in the 1000 m2 research area for each season (days on the x-axis) 

CC by Elsevier [11] 

During the duration of the study, a large number of fishing nets and ropes were present 

but were not counted or removed. It was noted that those items were buried in the sand with 

great speed. This could lead to accumulation in the coastal soil, which could pose a long-term 

pollution issue [11]. 

The presented studies show the fast-moving nature of marine debris. The efforts 

invested to account for and categorize the items are often undermined by the lack of 

standardization and a single database where data is stored. This work proposes to address 

both problems by addressing the issue of long periods between cleanups and making it easier 

to quantify and account for marine debris. Both can be achieved by designing automated 

systems for beach debris accounting, categorizing, and removal of the debris at regular 

intervals.  

A study by L. Smith and W. R. Turrell [13] conducted surveys on eight different 

Scottish beaches and determined that due to fragmentation of the beach litter, the mean plastic 

weight was only 15.6g with a median of 2.5g. Among other materials found, wood was the 

heaviest with an average of 154.7g, glass (only one item found) was 150g, and rubber items 

weighed 76.8g on average. Figure 1.3 shows the details of the weight–frequency, and size-

frequency distributions of the 1,618 beach litter items collected during four quarterly surveys 

of 10 beach sites in the northeast of Scotland. Note the log frequency scale and that the two 

mega litter (>1,000 g) items have been excluded. Left (A, D): Frequency of weights of litter 

items up to 500 g. Bar width = 10 g. Center (B, E): Frequency of weights of litter items up to 

100 g. Bar width = 1 g. Right (C, F): Frequency of maximum dimensions up to 100 cm. Bar 

width = 1 cm. The minimum weight able to be recorded was 0.01 g, and the minimum size 

was 0.1 cm. This further supports the idea that in terms of size and weight, most of the items 
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(mega litter excluded) are transportable by UAVs. 

 

Figure 1.3 Weight–frequency, and size-frequency distributions of litter items found in the study conducted 

by L. Smith and W. R. Turrell CC BY [13] 

Litter pollution also poses a large-scale problem in non-coastal areas. The problem is 

expected to further increase with the increase of global single-use item production [17], [18]. 

L. Smith and W. R. Turrell [13] conducted a survey in 10 randomly chosen locations 

throughout towns in northeast Scotland. The collected items were identified and categorized 

according to the OSPAR protocol [16]. The survey, as shown in Figure 1.4, demonstrated 

similar size and frequency patterns as shown in the beach surveys (Figure 1.3). The results 

confirm that most litter items are transportable by UAVs. 

 

Figure 1.4 Details of the weight–frequency, and size-frequency distributions of the items collected during 

the survey of 10 different towns located in Scotland by L. Smith and W. R. Turrell CC BY [13] 
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Chapter 2 

2Background 

The following chapter provides the necessary background information concerning the work 

conducted in this thesis. The thesis aims to contribute to the high-level process design shown 

in Figure 2.1. The process graph is introduced at this point to provide an overview and provide 

a reference for understanding the background section. Chapter 3 explains why this process 

was chosen. 

To address the various technological aspects of the thesis, the relevant background 

regarding the potential technologies required in the process is introduced. To facilitate the 

scanning part of the process, autonomous surveying and the capabilities of the current 

hardware are explained. The section on Machine learning then presents the current state of 

research and what datasets currently exist to facilitate trash detection in nature. The section 

also presents the papers that are currently available regarding trash detection using machine 

learning algorithms. Since the trash objects need to be located, the concept of geolocalization 

in aerial images is introduced. The section about grasping defines the term and presents the 

current research regarding the use of grippers and algorithms used to control them. Lastly, 

three related projects aimed at facilitating trash pickup in nature are briefly presented. 

 

Figure 2.1 Process outline 

2.1 Autonomous Flight 

The autonomous flight systems of a drone typically differentiate between the flight computer 

and the flight controller. The flight controller is typically a separate system that runs in real-

time with low latency and is responsible for stabilizing the drone around its three axes. The 

flight computer, on the other hand, can overtake the piloting functions of the drone pilot and 

navigate the drone to accomplish certain mission objectives by giving inputs to the flight 

computer. This can be a simple point a to point b operation using two coordinates and a PID 

controller that controls the desired pitch of the drone through the flight controller. The flight 

computer can, however, also be used to fly complex computer-vision-based operations using 

autonomous route planning and recharging as needed. Depending on the computational power 

required for the operation, devices such as a Raspberry PI [19] combined with a Navio hat 

[20] or a Pixhawk controller [21] can be used. A commonly used open-source autopilot 

software is ArduPilot [22]. It allows a wide set of vehicles to be controlled and features a 

wide range of documentation and demo projects. Combined with the Robot Operating System 

ROS, the system can be adapted to fulfill various tasks, such as navigating parcours consisting 
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of a set of obstacles autonomously or mapping large areas while autonomously managing 

power and recharging as needed. The system can further be controlled via the 

telecommunications network, allowing for an extended range of operations. New systems like 

the Auterion Skynode provide full functionality within one hardware and software platform. 

The system allows the utilization of custom Docker containers running on the platform and 

features a management portal with mission planning and real-time reporting over the air or 

Wi-Fi [23]. Docker is a platform that allows developers to package applications into 

containers, which are standardized executable components combining application source 

code with the operating system (OS) libraries and dependencies required to run that code in 

any environment [24]. 

While many open-source projects perform well in a variety of areas, they can, in many 

cases, not compete with the developments of manufacturers such as DJI. Many use cases have 

shown that their flight dynamics and capabilities far surpass the possibilities offered by 

ArduPilot, Betaflight, etc. Further, components from DJI, for example, have decreased in 

price, and even lower-priced drones, such as the Mini Series (ca. 740 USD [25]), have become 

very capable when used together with the SDK (Software Development Kit). 

2.2 Machine Learning 

The following section aims to explain why machine learning is used in this project and shows 

that machine learning algorithms have been used in trash detection in a wide variety of fields 

[26], [27], [28], [29], [30], [31], [32], [33], [34], [35], [36], [37], [38], [39]. An overview of 

currently available datasets is provided and discussed. Further, the current algorithms relevant 

to this project are briefly introduced. The problem of the resource intensity of the algorithms 

will be explained, and offloading the image processing will be introduced as a potential 

solution to the problem. 

2.2.1 Static Computer Vision vs Machine Learning 

Using machine learning (ML) for trash detection is significantly more advantageous than 

traditional static computer vision (CV) approaches. ML models, particularly deep learning 

techniques like Convolutional Neural Networks (CNNs), automatically extract complex 

features from raw images, eliminating the need for manual feature engineering required in 

traditional methods. This capability allows ML models to adapt to various trash types and 

environmental conditions with greater flexibility. ML approaches also demonstrate higher 

accuracy and robustness, effectively handling variations in lighting, background, and object 

appearance, which traditional methods often struggle with. Additionally, ML models can be 

continuously retrained with new data, enhancing their scalability and adaptability over time, 

unlike traditional methods that require extensive re-engineering for new conditions. 

Furthermore, ML models can efficiently manage large and complex datasets, providing real-

time processing capabilities essential for applications like drone-based trash detection. 

Traditional CV methods, in contrast, are less efficient in handling high-dimensional data and 

achieving real-time performance. Overall, the flexibility, accuracy, and scalability of ML 

make it a superior choice for effective trash detection in diverse and dynamic environments 

[40]. 
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2.2.2 Datasets 

In the past, many different datasets have been created with various intentions. During the 

detectwaste.ml project, the datasets related to trash, garbage, waste, and litter were collected 

in a list shown in Table 2.1. Datasets relevant to this project will be introduced, and their 

qualities will be briefly summarized. The summary only considers Datasets related to litter, 

trash, or rubbish. 

The data annotation is provided in various formats. 2D Bounding Boxes put a two-

dimensional box around the object’s perimeter and label it. Polygon annotation is used if the 

shape of the image is particularly important, such as in road signs. Polygons are also two-

dimensional bounding boxes but follow the contour of the detected object. Binary masks are 

a simple image segmentation option that assigns each pixel a value of 0 or 1 to distinguish 

the object from the rest of the image. This method only allows for one class per image. 

Semantic Segmentation, on the other hand, classifies every pixel in the image. Instance 

Segmentation works like semantic segmentation but only classifies objects of interest. 

Panoptic segmentation combines semantic and instance segmentation in one image. Key point 

annotation is commonly used in movement tracking. The method identifies certain points of 

interest, like joints, and tracks their movement across several images [41].  

The BeachLitter Dataset v2022 [33], [42] consists of 3500 images of litter and their 

corresponding pixel-wise labeled images. The pixel-wise labeled images allow more 

sophisticated algorithms to be trained. The litter images were collected between 2011 and 

2019 by the Yamagata Prefectural Government in Japan. 

TACO: Trash Annotations in Context [43] is an open image dataset that grows 

through crowdsourcing. The dataset contains images of various trash in the wild. The Images 

were manually labeled and segmented. Annotations are provided in the COCO (Common 

Objects in Context) format. At the time of writing, the dataset contained over 4600 images. 

The UAVVaste dataset consists of 772 images with 3718 annotations. The dataset 

was, among other use cases, specifically acquired to help develop solutions using UAVs and 

remote sensing. The dataset is publicly available and uses classification and segmentation in 

the COCO format. 

OpenLitterMap [44] aimed to provide a global database of trash identified by its users. 

The database is open source. However, the data density in Iceland is very low. In mainland 

Europe, the density is considerably higher, which allows for a subset of images to be used. 

The data is available for use. 

The Cigarette butt dataset [45] consists of 2200 synthetic images of cigarette butts in 

wild settings. The images were specifically generated to train CNN’s (Convolutional Neural 

Network). The dataset is available for educational use. 

The TrashBox dataset [46] was created to overcome deficiencies of the commonly 

used datasets, TACO and TrashNet. The authors argued that those datasets lack the frequency 

of images required for classification purposes and do not contain e-waste and medical waste 

images. TrashBox contains images of various trash objects in diverse environments. Seven 

classes were used to classify the trash (medical waste, e-waste, glass, plastic, cardboard, 

paper, metal). The dataset also incorporates subclasses for further distinction between the 

objects. 

Table 2.1 List of datasets with any kind of litter, garbage, waste, and trash. Created during the detectwaste.ml 

project. [47] 

Name Categories Subcategories Images Annotation Comment 

TrashCan 1.0 3 34 7 212 Instance-Segmentation Underwater images 

Trash-ICRA19 3 34 5 700 Detection Underwater images 

TACO 28 60 1 500 Segmentation Waste in the wild 
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TACO bboxes 7 60 WIP Detection Waste in the wild 

UAVVaste 1 - 772 Segmentation Drone dataset 

Trashnet 6 - 2 527 Classification Clear background 

WaDaBa 8 color, size, 

shape, or 

material 

4 000 Classification Plastic dataset, clear 

background 

GLASSENSE-

VISION 

7 136 2 000 Classification Home-supplies, clear 

background 

Waste 

Classification 

data 

2 - ~25 000 Classification Scraped from google search 

Waste 

Classification 

Data v2 

3 - ~27 500 Classification Scraped from google search 

Waste Images 

from Sushi 

Restaurant 

16 - 500 Classification Clear background 

Open litter map 11 187 > 100k Multilabel 

classification 

Waste in the wild 

Litter 24 size, shape, or 

material 

~14 000 Detection Waste in the wild, paid 

license 

Drinking Waste 

Classification 

4 - 9640 Detection Clear background (cans and 

bottles) 

waste_pictures 34 - ~24 000 Classification Scraped from google search 

spotgarbage 3 - ~2 400 Classification Scraped from Bing search 

DeepSeaWaste 5 - 3 055 Classification Underwater images 

MJU-Waste 

v1.0 

1 - 2475 Segmentation Plain background, indoor 

RGBD images 

Domestic Trash 

Dataset 

10 - > 9000 Classification/Detectio

n 

Waste in the wild, paid 

license, 250 images for free 

Cigarette butt 

dataset 

1 - 2200 Detection Waste in the wild, synthetic 

images 

TrashBox 7 25 17785 Classification/Detectio

n 

Scraped from web 

2.2.3 Algorithms 

The following section describes various projects that have successfully used machine learning 

to identify, classify, and detect trash. The current state-of-the-art networks available and 

trained to detect trash, litter, and marine litter will be presented as relevant to this project. The 

various algorithms and their usage potential will be briefly introduced. 

2.2.3.1 Neural network architectures 

Various neural network topologies have been created in the field of machine learning, notably 

for object detection tasks, in order to process and analyze image data efficiently and reliably. 

Convolutional Neural Networks (CNNs), such as VGG16 and ResNet, use numerous layers 

of convolution to extract features from images. ResNet addresses the challenge of training 

very deep networks by including residual connections. Meanwhile, region-based 

convolutional neural networks (R-CNNs) such as Fast R-CNN and Faster R-CNN improve 

object detection by incorporating region proposal processes that locate and classify regions 

of interest in images more quickly. You Only Look Once (YOLO) transforms the method by 

dividing the image into a grid and predicting bounding boxes and class probabilities for each 

grid cell. [48] 

2.2.3.2 Prior art using machine learning for litter detection 

Trash Detection and Classification using Quantum Transfer Learning (TrashBox [49]) 

introduced a new dataset named TrashBox, presented in 2.2.2. The authors then experimented 
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on the dataset using transfer learning and quantum transfer learning. An accuracy of 98.47% 

was achieved using the ResNet-101. The quantum transfer learning achieved 80.49%; 

however, it underperformed when compared to the traditional model. 

Pixel-level image classification for detecting beach litter using a deep learning 

approach [50] used HRNet to perform semantic segmentation on images acquired on beaches 

of Japan. 2800 Images were used for training and 700 for evaluation. The results were 

measured using Intersection over Union (IoU), recall, and precision as metrics. IoU measures 

the overlap of areas. The Authors concluded that Marine Litter could be classified with 60-

80% accuracy. 

A Deep Learning-Based Intelligent Garbage Detection System Using an Unmanned 

Aerial Vehicle [27] proposed two types of CNN to detect waste in UAV images. First, a set 

of images was acquired using a quadcopter. Initially, 2000 images were captured throughout 

the day. Half of them are in clean areas. The set then underwent augmentation techniques to 

increase the amount of training data. After augmentation, the set of images consisted of 6000 

images. To identify waste, two CNNs were proposed, CNN1 featuring three convolutional 

layers and using 25 million parameters, and CNN2 with five conv layers and 16 million 

parameters. The CNNs were used to detect waste. Thus, only classes existed. This resulted in 

a 2x2 confusion matrix. Using the ADAM optimizer, CNN1 achieved an accuracy of 94%, 

and CNN2 reached 90%. The paper further compared the results with various other state-of-

the-art networks. However, the process used to achieve the result with the other networks is 

not outlined.  

Deep learning-based waste detection in natural and urban environments [30] 

conducted a critical analysis of more than ten waste datasets. As have others, they criticized 

the currently available databases, mentioning different annotation strategies and ambiguous 

categories. During the study, the authors summarized the Results of previous studies on the 

datasets to create a first replicable baseline for litter detection. Based on their analysis, they 

proposed the new detect-waste and classify-waste dataset. The datasets represent a merged 

collection of the analyzed datasets and feature unified annotations in the categories bio, glass, 

metal and plastic, non-recyclable, other, paper, and unknown. The databases are publicly 

available. Finally, the authors used a two-stage detector to classify and localize the litter in 

the database. EfficientDet-D2 [51] was used for localization, and EfficientNet-B2 for 

classification. The study achieved 70% of average precision on detection and 75% on 

classification. 

Real-Time, Cloud-Based Object Detection for Unmanned Aerial Vehicles During the 

project, the authors used an AR drone to detect and locate images using a cloud infrastructure 

approach. The drone used an Extended Kalman Filter (EKF) for position estimation and the 

Binarized Normed Gradients (BING) algorithm to detect if an object is present. Once an 

object is detected, the drone takes a high-resolution image and sends it to the cloud server, 

where an R-CNN trained on the ImageNet Large Scale Visual Recognition Challenge 

(ILSVRC13) dataset identifies the object (Figure 2.2). 
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Figure 2.2 System overview: “Real-Time, Cloud-Based Object Detection for Unmanned Aerial Vehicles” © 

2017 IEEE [52] 

The system used the ROS [53] with the AR Drone device driver package of ROS to 

run the objectness estimator, the position estimator, and the PID controller on a laptop over a 

WiFi link. The system shows an approach that utilizes the cloud resources and bandwidth 

conservatively, thus saving bandwidth and accommodating multiple drones simultaneously 

over the same cloud link, even with limited bandwidth. The system was limited by the 

generalized R-CNN training set, which was not specific to the environment; thus, the results 

could be further improved by using a specifically trained network. 

2.2.4 Offloading 

Offloading the image processing from the flight computer to the cloud provides several 

advantages to onboard processing. While onboard processing is possible without delay, the 

drone needs to be equipped with proprietary hardware that can facilitate the processing. 

Further, the drone needs to be upgraded when a larger model is used. Offloading provides the 

benefit of moving the image processing to a powerful system either on-site or in the cloud. 

This allows for a simple upgrade of the model, changing the algorithm, and rapid 

redeployment in case of changes. 

Streaming a video feed to the cloud server requires a stable connection with little 

interference. Further, the cloud server must be able to identify when the video stream is 

damaged as it would otherwise run the machine learning algorithm on damaged images, 

which could pose a problem to the algorithms. The offloading also introduces a delay; 

however, this delay could also be shorter since the processing on board can also be delayed 

due to a lack of resources on the flight computer. Offloading the processes allows for the 

usage of more powerful hardware and thus allows for more resource-intensive and more 

confident algorithms. To mitigate the response time and reliance on the cloud system and the 

mobile/satellite connection, an approach of offloading the computational load to a base 

station on site can be considered. Further, the processes can be designed to not rely on real-

time video feed processing so that glitches in the connection do not disturb the operations. 

The Deep Brain project [14] outlined a method to perform offloading to the cloud by 

using a UAV and a powerful cloud instance for their machine learning algorithms. The 

architecture of the Deep Brain project is shown in Figure 2.3. The system uses a UAV to 

stream a video feed to the cloud via a 5G connection, while a control station is able to observe 
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the process in real-time. The Cloud systems then process the image and are able to make 

decisions based on the objects identified. The cloud system can then send a response with 

tasks back to the UAV. 

 

Figure 2.3 DeepBrain architecture CC BY [14] 

The Architecture utilizes the Robot Operating System (ROS) [53] and the ROSLink 

Bridge Client [54] to communicate with the ROSLink Bridge Proxy Server in the cloud. The 

system can utilize both UDP and WebSockets to communicate. The project further utilized a 

subsystem called Dronemap Planner [55], which was proposed by the authors in 2019. The 

system allows the cloud management of a swarm of drones and provides a user interface for 

management.  

 

Figure 2.4 DeepBrain system components CC BY [14] 

The system was tested, and found that the cloud system performed much faster than 

the onboard computing. The cloud-based application achieved ca. 15 FPS while the onboard 

was around 1 FPS. The connection to the cloud, however, introduced an average delay of 

1.7s. 

2.3 Locating 

The proposed solution requires a method to assign coordinates to detected items for later 

reference, indexing, and, in a swarm scenario, for pick-up drones to be able to locate and 

retrieve the object when instructed to do so. The following section will present methods 

utilized to achieve the geolocation of objects in UAV-acquired imagery. 

Hosseinpoor et al. [56] used imagery acquired with a thermal camera on an RTK-
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enabled UAV at an altitude of 60/120m to compare their proposed geolocation method shown 

in Figure 2.5. The method compared the standard deviation of using SPP GPS, RTK GPS, 

and RTK GPS with an extended Kalman filter. Using RTK with EKF, the standard deviation 

for images acquired from 60m was just 0.45m and from 120m 0.6m, respectively.  

Table 2.2 Comparison of mean, standard deviation geolocation results using 60m and 120m as UAV flight 

altitude, with respect to 3D dense reference data 

Method Mean Std (Altitude 60m) Mean Std (Altitude 120m) 

SPP GPS 19.4 22.3 

RTK GPS 1.15 1.85 

RTK GPS with EKF 0.45 0.6 

The authors concluded that the proposed solution is:“…relatively safe and fairly 

inexpensive…”[56]. Thus, the solution could provide a feasible starting point for 

implementing the proposed functionality.  

 

Figure 2.5 The orientation of the sensor frame (S frame) relative to the inertial coordinate frame (I frame). 

(CC BY) [56] 

2.4 Grasping 

Grasping is a difficult task that typically involves the approach, making contact and 

subsequently holding on to the object [57]. Grasping using a drone can be achieved using a 

simple gripper, a robotic arm attached to a UAV, or a reconfigurable frame [57]. The process 

is either controlled manually or by a computer using various algorithms or machine learning 

networks to approach and grasp the object. To date, a lot of research has been invested in the 

process of grasping objects. The problem still poses a significant challenge, especially when 

the objects are not standardized, and the environment is uncontrolled. Recently, progress has 

been made using machine learning algorithms to identify the various parameters involved in 

grabbing objects [58]. Using the correct type of gripper poses another challenge to the 

problem since there is no universal gripper that fits all objects to this date. 

2.4.1 Grippers 

J. Meng et. Al. [57] analyzed the current state of research on UAV perching and grasping 

capabilities. Their findings will be briefly summarized in the following section. Grasping 
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using one drone can be achieved using a simple gripper, a robotic arm attached to a UAV, or 

a reconfigurable frame. Figure 2.6 shows six different grippers reviewed in this article. 

Model A shows the Yale Model T42 designed by the Yale Openhand Project [59]. It 

features 8 degrees of freedom DoF and is described by the authors as relatively low cost. 

Unfortunately, the authors do not provide a price range. The gripper is able to perform 

cylindrical, spherical, and planar grasping operations. It can produce a holding force of 13N 

and only weighs 490g when using all fingers. The gripper is built using PLA and rubber and 

can be used with different underactuated fingers. It was further concluded that underactuated 

grippers featuring hands with a single motor per finger are sufficient for UAV grasping 

applications.  

The New Dexterity Ultra-Fast Robot Hand (B) [60] was developed at the New 

Dexterity Research Group of the University of Auckland to develop a gripper able to perform 

ultra-fast grasping of fast-moving objects in the air. The prototype has 6 DoF using three 

fingers and two actuators. The gripper uses a quick-release mechanism to allow fast gripping 

on 2 of its fingers while the other finger is controlled by a regular actuator. The hand is able 

to perform cylindrical, spherical, and planar grasping tasks and weighs 505g. The grasping 

event takes less than 0.1s. The hand produces up to 56N of force.  

Model C shows the Actively Adaptive Gripper developed by the NIMBUS Lab at the 

University of Nebraska–Lincoln [61]. The gripper uses four actuators and features six DoF, 

which allows it to perform cylindrical, spherical, and planar grasping tasks. The gripper 

weighs 297g and has a holding force of just 0.75N. 

Model D shows the Permanent Magnet Gripper designed by the Autonomy Robotics 

and Cognition Lab at the University of Maryland [62]. The gripper can only perform planar 

grasping tasks of magnetic objects and is thus very limited. 

The OpenBionics Modular Robotic Gripper (E) was developed by the Control 

Systems Laboratory at the National Technical University of Athens and was published in the 

OpenBionics open-source repository [63]. The gripper features 4 DoF and uses one micro 

servo as an actuator combined with a differential mechanism to allow the fingers to flex 

independently. The gripper is able to perform cylindrical, spherical, and planar grasping tasks 

and only weighs 40g with a combined force of 18N. 

Model F is a Compliant Bistable Gripper designed by the Jianguo Zhao’s Lab at the 

Colorado State University [64]. The gripper has three DoF and uses one actuator to reopen 

the finger after grasping an object. The gripper is able to perform cylindrical, spherical, and 

planar grasping tasks and weighs just 9g but only produces 0.6N of holding force. 
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Figure 2.6 Grippers for aerial grasping (CC BY) [57] 

A. Ólafsson et al. [65] developed and tested a telescopic actuator at Reykjavik 

University. The system was able to extend to 1.75 times its length but had problems getting 

stuck at times. As a reason, the authors mentioned the uneven 3D printed surfaces. Three 

different actuators could be attached to the telescopic arm. The system was not tested during 

the Study. 

The LitAir [66] project at Reykjavik University designed, built, and tested a 3D-

printed arm with an actuator, as shown in Figure 2.7. The system features a quick connection 

mechanism and can be operated remotely. The team conducted various tests, including using 

a soda can and a hat. Problems arose due to items being blown away and not remaining on 

the gripper during the flight. They proposed to use deflectors or a longer arm to reduce the 

impact of the airflow. The researchers noted that the drone was not affected by the arm 

attached to it. 

 

Figure 2.7 LitAir Arm (CC Reykjavik University) [66] 

Researchers at the Seoul National University developed an origami-inspired folding 

arm that can be attached to a drone. The arm is able to extend from its initial length of 40mm 

to a length of 700mm. This allows a drone to reach into confined spaces without putting the 

drone in danger. The system is flexible but gets stiff once extended due to a locking 

mechanism. The actuation system is driven by a single motor. Tests were conducted both 
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indoors and outdoors. During the outdoor test, the system was able to successfully pick up a 

can located in a trench, which would have posed a threat to the drone due to the danger of the 

rotors touching the sides of the trench.  

2.5 Related Work 

The following section briefly summarizes the projects using autonomous vehicles for trash 

detection. Kalibotics. 

Trash Picking Drone [67] was working on a drone autonomously collecting trash 

using ML algorithms for identification. Their website has not been updated, and there was no 

response. It can be assumed that the company no longer operates.  

BeachBot was created by two Dutch entrepreneurs. They were working on a robot 

that removes small items of litter from the beach by using image recognition. The robot is 

designed to be used on sandy beaches, but they are working on a version that can be used in 

parks. The company is currently running a pilot deployment in The Hague. The primary focus 

of the projects lies in identifying cigarette butts arguing that they are the most severe because 

of their harmful substances. [9], [68] 

Kraft et al. [69] compared various algorithms and their performance running onboard 

different drone-mounted architectures. The authors collected and annotated a custom dataset 

and compared various convolutional neural network architectures and their respective 

performances on different drone hardware. The resulting product can be built with off-the-

shelf products. The test architecture is shown in Figure 2.8 and Figure 2.9. 

 

Figure 2.8 Architecture Kraft et al. CC BY [69] 

The project found that smaller models perform faster but sacrifice accuracy for speed. 

This was expected. Their model achieved ca. 5.4 FPS using the Nvidia Xavier NX with the 

YOLOv4 model and 8.3 FPS using the EfficientDet-d3 model. The models were also tested 

using an NCS2 stick, which is a USB stick developed by Intel to support running models on 

low-end platforms. The YOLOv4 model performed around 1 FPS. The authors concluded 

that for real-time scanning, the Xavier NX provided sufficient performance to be used in 

aerial surveys. While lower-cost options like the Raspberry Pi with USB accelerators are 

viable, they come with notable accuracy trade-offs. 
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Figure 2.9 System setup Kraft et al. CC BY [69] 

The Project further compared the accuracy of the models. Their main metric was 

mAP@50 for which the YOLOv4 model achieved 0.785. 

Unfortunately, the paper did not provide any quantitative results regarding the 

accuracy of the object detections. The authors just mentioned that “the detected objects can 

be placed on the map with an accuracy that enables automated path planning for subsequent 

pickup.” 

2.6 Summary 

The background section introduced the concept of autonomous flight and the current 

capabilities of the available hardware and software. It was discussed how custom-built 

hardware is more flexible in terms of hardware and software choices but is more difficult to 

maintain and does not perform at the same level in terms of flight dynamics as, for example, 

a DJI product. Further, it has been established that current consumer drones are very capable 

of both autonomous flight and image acquisition. 

In the machine learning section, the various datasets available today have been 

presented, and their qualities are briefly discussed. The differences in annotations and the 

related challenges have been introduced. The current state-of-the-art algorithms used in 

machine learning projects were presented. Relevant papers using machine learning and 

computer vision to detect trash have been listed and summarized to outline the work relevant 

to this thesis. To offer an alternative to onboard computing with its limited resources and the 

necessity for custom builds, the concept of offloading was introduced, and a project 

successfully utilizing offloading was introduced. 

The need for object localization capabilities was explained, and prior research 

regarding localization in aerial imagery was presented. The work of Hosseinpoor et al. [56] 

was summarized to show the capabilities of the solution implemented in the project. 

Grasping was defined, and the capabilities of current grippers were established by 

summarizing and presenting current research conducted in the field. Various different types 

of grippers were presented, including gripers that were successfully mounted to a drone. The 

section concluded that various technologies exist to facilitate the grasping of objects using a 
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drone. However, the concepts need to be tested in the context of Icelandic beaches. 

Lastly, three projects aimed at building a trash pickup solution using autonomous 

vehicles and computer vision were presented. The research conducted by Kraft et al. [69] was 

briefly summarized and provides a good starting point to compare the results of this thesis 

with their proposed architecture. 
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Chapter 3 

3High-Level Design 

This chapter focuses on exploring different solutions to remove trash from Icelandic beaches. 

In the search for novel environmental conservation solutions, concept generation is a critical 

component of the design process. This chapter focuses on the essential stage of concept 

generation to build a system meant to detect, locate, identify, and pick up trash on beaches. 

By the end of this phase, the project aimed to successfully identify viable concepts that could 

be turned into robust prototypes, allowing it to move forward toward a realistic and impactful 

solution.  

First, the criteria allowing the evaluation of potential solutions are introduced. In the 

second step, various approaches to solve the problem are explored, and their feasibility is 

discussed. The chosen approach is then split into different modules and components, making 

it possible to solve the individual problems separately. For each subproblem, different 

approaches are introduced and finally rated with respect to the criteria to distill a feasible 

solution that can be turned into a prototype demonstrating the system’s capabilities. 

3.1 Design Criteria and Specifications 

The design criteria relevant to this project can be derived from the problems stated in the 

background section. A potential or partial solution must address the relevant metrics listed 

below. The designed solution will be rated using those metrics. 

 

• Object Detection Accuracy: 

o A high level of precision is desirable for the detection of objects. Missing 

items during detection does not pose an immediate risk. However, 

misidentification could cause the system to try to recover non-movable objects 

like rocks, large fishing nets, or beach wrack, causing potential harm. 

• Location Accuracy: 

o The system should be able to calculate the position of objects within an area 

of 5x5 meters, necessary for a subsequent pickup vehicle to relocate the object. 

• Usability: 

o The solution should be easy to operate, given the need for scalability and the 

adoption needed to make a difference. 

o The system should be operable by a nonprofessional, expanding the potential 

use cases. 

o The correlation between marine debris and beach wrack, as stated in [11], must 

be taken into account due to the potential difficulty it poses. 

o The system must be operable on beaches which are difficult to access due to 
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the nature of Iceland’s coastline.  

• Speed and Efficiency: 

o The system should be able to scan large-scale areas autonomously. 

o The system should be designed for continuous operation. 

• Environmental constraints: 

o The solution should, wherever possible, avoid disturbing wildlife. 

• Durability and Maintenance: 

o The system must be durable enough to operate in various weather conditions 

typical of coastal environments. 

o Maintenance requirements should be minimal, with service intervals not more 

frequent than once per year. 

• Scalability: 

o The design should be scalable and capable of being deployed on different sizes 

of beaches, from small coves to long stretches of coastal areas. 

• Adaptability: 

o The system should be adaptable to integrate future technological 

advancements or to expand its capabilities. 

3.2 Potential Solutions 

To accomplish the task of removing litter from beaches in Iceland, various potential solutions 

can be explored. The task can be carried out by humans, such as volunteers, government 

employees, members of nonprofit organizations, or autonomous machines. In some instances, 

even dogs and birds, such as crows, have been trained to successfully collect garbage. One 

example is a 5-year-old pooch picking up trash in Hereford, England [68]. Another example 

can be found in the Puy du Fou park in Les Epesses, France, where crows pick up litter in 

exchange for treats [70]. While those methods pose interesting out-of-the-box solutions, both 

rely heavily on human intervention, which is part of the problem, as discussed in chapter 1. 

Further, using dogs requires the beach to be accessible on foot, as would be the case with 

human intervention. 

Another significant concern is animal welfare. It is crucial that solving one 

environmental issue does not create an animal welfare problem. The concept of animal rights 

has gained traction in recent years, as evidenced by continuously adapted and proposed laws 

in the US and EU [71], [72], [73]. Ethical questions concerning the use of animals have been 

raised for decades, emphasizing the need to ensure animals are not exploited or harmed [74]. 

Employing animals for trash collection poses risks, such as potential choking hazards or 

entanglement, which could lead to injury or distress. 

Given the current movement towards stronger animal welfare protections, it is likely 

that solutions involving animals would not gain widespread support. To avoid these issues, 

this thesis proposes developing an automated solution. Automated machines can provide a 

consistent, efficient, and ethically sound method for keeping beaches clean without the risks 

associated with using animals. 

3.3 Concept Generation 

An automated system needs to be able to accomplish various subtasks to be able to 

autonomously pick up trash. To find a feasible solution to each part of the problem, the 
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problem is separated into four different main problems. First, the system must be able to 

identify the objects of interest. Secondly, the system must be able to geolocate the detected 

objects, and thirdly, the system must be able to determine the properties of the detected items, 

allowing it to determine whether the item can be picked up. Lastly, the system must be able 

to pick up the object. The classification and pickup of the objects are out of scope. 

To solve the two problems of detecting and locating objects, the problem is divided 

into the detection and location modules. The detection module needs to solve two tasks, first, 

it needs to acquire the image, and in the second step, it needs to perform inference on the 

image to detect the objects of interest in the acquired image. 

The location module needs to be able to successfully locate the detected objects within 

the image using the coordinates at the time of capture. The module then needs to calculate 

the coordinates of the detected objects relative to the location of the camera. 

All concepts presented were conceived by brainstorming and discussion of the 

problems and challenges with the RIOT research group at Reykjavik University. To rate the 

concepts, their performance was compared using a decision matrix, analyzing each one's 

capability. 

3.3.1 Detection Module 

Detecting objects on a natural beach involves using various technologies and methodologies 

to identify and locate items or features within beach environments. This capability is critical 

for numerous applications, such as environmental monitoring, search and rescue operations, 

coastal management, and recreational safety. The challenges posed by such a task are 

significant due to the dynamic nature of beach scenes, including changing lighting conditions, 

diverse object appearances, and the presence of numerous occlusions like natural debris. 

Icelandic beaches additionally pose challenges such as beach wrack due to frequent storms 

and the different colors and properties of volcanic rocks compared to white sand beaches. 

Fishing equipment also poses great challenges due to the specific nature of the debris not 

found on other beaches. In many cases, accessing those beaches poses additional difficulties. 

Many beaches can only be accessed via land during part of the year by using F-roads. Other 

beaches are only accessible via boat due to their remote locations. Due to those constraints, a 

detection system must be able to overcome various obstacles and handle various 

circumstances. The weather in Iceland poses further challenges to the system due to the 

frequent occurrence of storms and fast changes in weather, often including brief periods of 

hail and snowstorms, which can happen even in summer.[75] 

3.3.1.1 Acquiring Images 

Concept 1 considers the use of ground-based robots to scout for trash on beaches. Various 

beach-cleaning robots have been proposed, such as [9], [76], but at the time of writing, none 

are commercially available. Figure 3.1 shows the concept of a robot scouting for trash on an 

Icelandic beach.  
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Figure 3.1 Concept Robot on Icelandic beach created by DALL E [77] 

The robot would need to be placed on the beach by using direct access. Another 

possibility would be to airlift the robot to the beaches. The robot would then survey the beach 

by systematically scanning the areas it can reach. The robot would then need to be recovered 

either directly or by airlifting it back. The use of ground-based robots comes with various 

advantages and challenges. With respect to the established criteria, the ground-based system 

has significant shortcomings. While the ground-based robotic system can carry a much larger 

battery, which allows it to operate longer, the survey also takes a long time since the robot 

has to navigate difficult terrain. The robot further risks getting stuck on the beach due to the 

presence of beach wrack or nets. If stuck, the tide can pose a serious risk to the robot and to 

the environment. The system is potentially disruptive to ground-based life forms. It is, 

however, much less of a disturbance to the birdlife. The usability of the system is very limited 

since the beach needs to be accessible, and the person operating the scanner would need to 

supervise the survey directly to intervene if the robot gets stuck.  

Concept 2 considers the use of aerial drones to scout for trash. The concept is well 

established, and various research has been conducted, such as in [26], [35], [78], [79], [80]. 

Most components used are commercially available. Manufacturers such as DJI[81] have 

engineered complex drones available to the public featuring autonomous route planning, 

cloud-based management, and sophisticated add-ons like onboard-SDK, allowing custom 

code to be run in real-time on drones such as the DJI Matrice. The capability of those drones 

in many ways, especially the flight dynamics, far surpasses custom builds created using 

alternative systems such as ArduPilot[22]. 
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Figure 3.2 Concept drone on Icelandic Beach scouting for trash created by DALL E [77]  

The concept proposes the use of drones to autonomously scan the beaches by reaching 

the site either from land or from sea. The drone will scan the beach and process the images 

either on board or stream them to a secondary device for processing. The use of drones 

performs well in most relevant criteria, as shown in Table 3.1.  

Strengths: The usage of drones is mostly nondisruptive for wildlife. It can, in certain 

circumstances, disrupt birds, which can be limited by avoiding breeding periods and areas 

with dense bird populations. The operation, especially when using DJI products, is simple, 

which allows people to adopt the scanning solution without extensive training. The system 

can scan large areas autonomously, and batteries can easily be swapped and charged while 

the drone operates. Drones can reach any place only limited by their signal. 

Weaknesses: While drones can fly even in windy conditions, they have a certain limit 

and don’t do well with hail and rain. The systems are getting better with rain, and there are 

solutions to cover the drone when conditions change. DJI recently released the DJI Dock 

2[82], which can provide cover for the drone in difficult conditions. The dock features 

weather sensors, offloading, connectivity, and charging capabilities. 

3.3.1.2 Processing Images 

Concept 1 utilizes the capabilities of the rover, drone, or payload system to process the images 

with the onboard resources. This system provides real-time analysis of the vehicle by running 

machine-learning models on the local hardware. The results can then be stored on board and 

sent to a base station or cloud infrastructure for storage. Using onboard processing provides 

fast and scalable analysis of the acquired images. Even though the performance of onboard 

systems is limited, great improvements have been made in the past few years. The Jetson 

Nano[83], for example, provides 472 GFLOPs while using only 5-10 watts. Using such 

systems on the vehicle, however, makes it necessary to either use custom builds or expensive 

assets like the DJI Matrice[81] with capabilities like the onboard SDK. This constraint makes 

it impossible to use cheap, scalable infrastructure, and thus, it does not perform well when 

rated with respect to the criteria defined. In terms of speed and efficiency, the system performs 

well since it processes real-time onboard. In terms of adaptability, the system does not 

perform well since any built-in solution is customized and uses proprietary hardware, making 
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upgrades complex. The detection accuracy depends heavily on the model used by the AI 

system, which is severely limited by the computational power of the vehicle. Smaller real-

time models tend to perform worse than computationally heavier non-real-time models. The 

models, if changed, need to be uploaded to the drone, which complicates usage and makes 

the system less likely to be operated by someone without a professional background. 

Concept 2 only uses the camera system of the vehicle for data collection and sends 

either single images or a video feed to a base station or cloud infrastructure. The data is then 

processed with a single model. The system scales well since it can utilize cheaper off-the-

shelf hardware to acquire the images. Further, the scanning hardware can be replaced with 

minimal adjustments to the system. Using a base station or cloud instance allows for running 

larger models, which provide higher accuracy and fewer false positives. Running the systems 

in such a way also enables rapid redeployment of the model once adjustments have been 

made. The system is able to process the streams or images received even from multiple 

scanning drones and is then able to orchestrate the pickup drones. 

3.3.2 Location Module 

Concept 1 uses ordinary GPS technology to pinpoint the location. Regular GPS systems in 

robots typically provide positional precision of 1 to 3 meters in open-sky circumstances. This 

level of accuracy is adequate for many applications, including ordinary aerial photography, 

landscape mapping, and surveillance, when pinpoint precision is not required. However, 

depending on satellite visibility and air conditions, the standard deviation in location data can 

vary by roughly 1.5 meters. This means that while GPS can guide a robot to a general location, 

the precise positioning of smaller or closely spaced items may not be consistent, posing issues 

in applications that require higher spatial accuracy. 

Concept 2 uses a Real-Time Kinematic (RTK) GPS system, which significantly 

enhances the accuracy of the location data. RTK systems utilize a fixed base station in 

addition to satellite signals to provide corrections, achieving positional accuracy within a few 

centimeters[84]. This high level of precision is crucial for applications like precision 

agriculture, detailed geological surveys, and construction where exact object positioning is 

necessary. This setup is more complex and costly (DJI Phantom 4 RTK + D-RTK 2 Mobile 

Station combo costs roughly 8500$ [85]) but offers superior accuracy. 

3.4 Concept Selection 

To distill the most feasible solution, the concepts presented have been rated in Table 3.1 

according to the criteria defined in 3.1. Whenever the concept fulfills a criterion, it is rated 

with 1, otherwise, a 0 is given. In case a criterion is not affected by the concept, it is marked 

with a -. The points achieved by each concept are then summed up. The table shows that the 

most feasible concept utilizes a drone combined with offloaded processing of the images. The 

ground-based robot has many strengths but also lots of shortcomings, as described in 3.3. On 

board, the inference of images poses various problems with usability, scalability, and data 

handling. For locating the drone, the RTK system is more accurate than traditional GPS, as 

discussed in Chapter 2, but requires significant effort to set up and maintain. Further, it comes 

with a high cost. Due to both systems being able to provide the location within a 5x5m frame, 

regular GPS was selected. 
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Table 3.1 Concept selection criteria 
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A high level of accuracy is desirable for the detection of objects. Missing items during 

detection does not pose an immediate risk. However, misidentification could cause the system 

to try to recover non-movable objects like rocks, large fishing nets, or beach wrack, causing 

potential harm to the system. 

- - 0 1 - - 

The system should be able to calculate the position of objects within an area of 5x5 meters. - - - - 1 1 

The solution should be easy to operate, given the need for scalability and the adaptation 

needed to make a difference. 
0 1 0 1 1 0 

The system should be operable by a nonprofessional, expanding the potential use cases. 1 1 0 1 1 0 

The correlation between marine debris and beach wrack, as stated in [8], must be considered 

due to the potential difficulty it poses. 
0 1 - - - - 

The system must be operable on beaches which are difficult to access due to the nature of 

Iceland’s coastline. 
0 1 - - 1 0 

The system should be able to scan large-scale areas autonomously. 0 1 - - 1 1 

The system should be designed for continuous operation. 0 1 1 1 1 0 

The solution should, wherever possible, avoid disturbing wildlife. 0 0 - - 1 1 

The system must be durable enough to operate in various weather conditions typical of coastal 

environments. 
1 0 - - 1 1 

Maintenance requirements should be minimal, with service intervals not more frequent than 

once per year. 
0 1 - - 1 1 

The design should be scalable and capable of being deployed on different sizes of beaches, 

from small coves to long stretches of coastal areas. 
0 1 - - 1 0 

The system should be adaptable to integrate future technological advancements or to expand 

its capabilities. 
1 1 0 0 1 1 

Rating 3 9 1 4 11 6 

3.5 Summary 

This chapter defined criteria based on the information provided in Chapter 2, which are used 

to evaluate the potential solution. Further, different solutions to accomplish the task of 

removing trash from Icelandic beaches have been discussed. It was explained why an 

automated solution is necessary for long-term success and why solutions involving humans 

or animals are insufficient and pose potential issues. The overall process allowing an 

automated system to pick up trash was outlined, and based on that, the different required 

modules were defined. For each module, different concepts were introduced to solve the tasks 

the modules needed to accomplish. Each of these concepts was then rated according to the 

criteria defined in 3.1. 

The evaluation established that the most feasible solution consists of a scanning drone 

capable of autonomously scanning the beach while streaming the video feed and the GPS 

coordinates to a base station. The solution uses the drone's built-in GPS sensor. The base 

station analyzes the images using a machine-learning model. Using the telemetry of the drone, 

the coordinates of the detected objects are then calculated with respect to the drone’s location 

and stored in a database for pickup. 

To make this system work, a variety of components need to be developed. The system 

requires a drone capable of autonomous flight and the ability to stream video to a base station. 

Since streaming video is well understood, it will be excluded from the scope of this thesis. 

To identify trash in the images, a machine-learning model needs to be developed. The detailed 



26  CHAPTER 3: HIGH-LEVEL DESIGN 

   

process is described in chapter 4. Further, a method for geolocation of the detected objects is 

developed in chapter 5. Chapter 6 then explains how the modules were combined to test the 

process. Finally, the performance of each module is evaluated in chapter 7. 
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Chapter 4 

4Detection Module 

The detection module serves the purpose of identifying the trash in the images provided by 

the drone. It is important that the detection module detects a small number of false positives, 

as established by the criteria described in 3.1. This metric is measured using precision, which 

is defined as true positives divided by the number of positive predictions[86]. The quality of 

datasets is fundamental to the success of AI training processes, often surpassing the 

importance of the specific machine learning model used. High-quality datasets, characterized 

by their accuracy, diversity, completeness, and balance, are crucial as they ensure that AI 

systems learn to recognize and interpret data correctly, which is vital for the effectiveness 

and reliability of the resulting models. A robust and representative dataset can often 

compensate for simpler or less sophisticated models by providing a strong foundation for 

accurate predictions and minimizing biases. In contrast, even the most advanced AI models 

can perform poorly if trained on low-quality datasets. 

Therefore, thorough preparation and continuous refinement of training datasets is 

critical. To achieve these goals, first, a test dataset needs to be curated to verify model 

performance in the context of Icelandic beaches. Secondly, it must be determined if existing 

models perform well or if a custom model is required to achieve the task. If so, the curation 

of a custom data set will be required either as a combination of existing datasets or enhanced 

with images from the local environment. 

4.1 Validation Dataset Curation 

At the time of writing, no dataset specifically dedicated to trash on Icelandic beaches could 

be found. A custom validation set was created to evaluate the performance of the models in 

the context of Icelandic beaches. The images were acquired using a DJI Mini 3 Pro on four 

different beaches around the Reykjanes peninsula and one beach on the Westman Islands, as 

shown in Figure 4.1. The Mini 3 Pro was chosen because it was available for use and offers 

good flight characteristics even in windy conditions. The beaches were chosen due to the 

presence of trash at the time of the visit. More beaches were visited, but despite multiple 

visits, no trash was found. Further, the beaches chosen featured diverse compositions, 

including black sand, rock, ice, white stones, dark stones, various slopes and angles, and 

lighting conditions. 
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Figure 4.1 Map of sampling locations for dataset [87] 

All beaches provided usable images. During the data collection, images were created 

in 12 MP and videos in 4k. The images were acquired by flying over the beach with the 

timelapse function while creating a shot every 5m. The flights were performed at an altitude 

of around 20m. Videos were acquired by flying manually at a constant speed and various 

settings, including shutter speeds of up to 1/8000 and ISO values of up to 1600. To limit the 

reflection of water, a polarizing filter was attached to the drone's lens. The aperture was fixed 

at a f1.7, and the focus was left on auto. During the survey, two time-lapses, each with around 

180 images and over an hour of video material, could be acquired. The footage consists of 

four rocky beaches and one black sand beach which had very little trash on it at the time of 

capture. The black sand beach was covered with small icebergs, which poses a potential 

challenge to the model. The trash found on the beaches consisted mainly of fishing gear, 

plastic containers, ropes, and bottles. Some wood and fractions of corrugated metal sheets 

were also present. Larger pieces of plastic and a piece of tire were only present on one beach. 

In addition to the drone images, various pictures were acquired by iPhone on the beaches in 

and around Reykjavik since it is impossible to fly a drone so close to the regional airport. All 

pictures and videos were shot with GPS location either in the images or as a subtitle for the 

videos. Once the footage was acquired, the videos were manually truncated to remove any 

unnecessary parts. 

4.1.1 Annotation  

Multiple software vendors were considered and tested to annotate the images. Since there is 

a variety of different versions available, the various software versions are evaluated in Table 

4.1. Both CVAT and Roboflow perform excellently in terms of annotation. CVAT can be 

installed as a Docker container on the local machine; thus, almost all paid features are 

available. CVAT can utilize pre-trained models to automatically annotate images and 

supports Segment Anything from Meta[88] to help annotate images by automatically 
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segmenting the selected objects. The performance of the automatic segmentation was quite 

poor during the tests. As expected, automatic annotation did not perform well since most of 

the objects found on the beaches are not present in current pre-trained models. The system 

did perform well when tested with everyday objects. Roboflow offered many features and 

was the most comprehensive since it didn’t require a web server to be run. The free version 

also supports storing 10000 source images. Roboflow features various data augmentation 

techniques out of the box. Thus, the dataset can be enlarged with just a few clicks. Lastly, 

RectLabel was a helpful tool for merging multiple datasets since it runs completely offline. 

Table 4.1 Annotation Tools 

Tool Advantages Disadvantages 

CVAT[89] - Supports both image and video annotations 

- Rich set of annotation types, including 

polygons, points, etc. 

- Designed for team collaboration- Extensible 

with AI tools 

- More complex to set up compared to simpler tools 

- Web-based, requires server setup 

Roboflow[90] - Supports conversion between multiple formats 

- Provides preprocessing and augmentation- 

Includes model training and deployment tools 

- Some features require a paid subscription 

- Can be complex for beginners 

VGG Image 

Annotator [91] 

- Works offline as a standalone HTML page- 

Multi-modal (supports images, audio, and video) 

- Flexible and customizable 

- Lacks some advanced features like automation or AI-

enhancements 

- UI might feel outdated 

MakeSense.ai[92] - No installation required (web-based)- Supports 

multiple export formats- Easy to use for 

beginners 

- Limited advanced features for large-scale projects- 

Performance dependent on internet connection 

LabelMe[93] - Web-based with offline capabilities- Flexible 

annotation types, including polygons 

- Export to JSON for easy integration 

- User interface can be less intuitive- Primarily designed 

for academic use 

LabelImg[94] - Simple and lightweight 

- Easy to use interface- Supports YOLO and 

Pascal VOC formats 

- Ideal for bounding box annotations 

- Limited to image files only 

- Lacks support for more complex annotations like 

polygons 

RectLabel[95] - Specific to macOS, which is advantageous for 

Mac users 

- Supports bounding boxes, polygons 

- Not free, only basic version without advanced features 

- Limited to macOS users 

As discussed in 2.2.2, there are three main annotation techniques that are relevant to 

the context of this thesis. The simplest is putting a bounding box around the object, which is 

defined by either two corner points or the center combined with the dimensions of the box. 

The second, more detailed method uses polygons to differentiate the object of interest from 

the background. Lastly, a segmentation of the object and the background can be performed 

on a pixel level to enable the model to establish clear boundaries around the object. While 

instance segmentation provides very clear boundaries between the background and the object, 

the annotation is much more time-consuming, and the training of the models is more resource-

intensive compared to polygons or bounding boxes. Choosing which annotation method to 

use depends largely on the goal of the project and the data available. When using existing 

datasets, the tradeoff between bounding box annotations and segmentations must be 

considered. While segmentation is a higher-value annotation since it can be converted to 

either polygons or bounding boxes, the annotation is much more time-consuming and thus 

makes large, annotated datasets scarcer. With automatic segmentation models like Segment 

Anything (SAM) being able to run with low resources, it becomes easier to produce 

segmentation datasets. Since instance segmentations can be converted to any of the other two 

annotation types, it is easiest to annotate the validation dataset with instance segmentation 

and then convert it to whatever is necessary for the respective model. 

4.1.2 Validation Set 

To create the validation set, images and videos were selected from the pool of available 
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footage. The videos were uploaded to Roboflow, and the frames were extracted at 1fps, which 

resulted in around 50% overlap, so objects were covered from multiple angles. To make the 

dataset more robust, around 20% of images were included without any trash. The dataset was 

then annotated with the use of segment anything. Finally, the dataset was exported once in 

full resolution and once split into 2x3 to test the model performance against a smaller 

subsection of the image. The final dataset contains around 150 images. The split dataset 

contains around 800. Given the size of the dataset, it can, if necessary, be used to retrain the 

model. Due to the dataset only being used as a validation set in the first place, no further data 

augmentation has been performed at this time. 

4.2 Model Selection and Architecture 

At the time of writing, no pre-trained models specifically trained to detect trash either in 

general, in nature, or on the beach are publicly available. This makes it necessary to train a 

custom model using either acquired images, publicly available datasets, or a curated dataset 

consisting of multiple source datasets. While the validation set can be evaluated with pre-

trained models like Yolo, the performance is expected to be poor. Many objects on beaches 

are specific and need special training to accommodate them into the models.  

While choosing a machine learning model is less crucial than the dataset it is trained 

on, it still needs to fulfill certain requirements depending on the circumstances. As established 

in 3.1, Precision and inference speed are crucial metrics. When deciding between speed and 

accuracy, a tradeoff must be made. Faster R-CNN, YOLO, and SSD are among the 

architectures that are primarily used today. While Faster R-CNN is accurate, YOLO is very 

fast, and SSD can be placed somewhere between the two. A comparison is shown in Table 

4.2. For the initial detection, a network with a high speed is required, especially if the images 

need to be segmented due to the high resolution. Given the simplicity of the implementation 

and the feature set of the library, as well as the speed and accuracy of YOLOv8, this network 

will be used in this project. 

Table 4.2 Comparison of network architectures [96] 

Model Complexity Speed Accuracy Efficiency FPS 

Faster R-CNN High Slow High Less efficient 5-7 

YOLO Medium Fast Medium Efficient 40.155 

SSD Low Fast High Efficient 22-46 

YOLOv8 offers architectures of different sizes that accommodate a variety of device 

types and applications.  

4.3 Training Dataset 

As discussed in 2.2.2, various datasets are present at the time of writing. The challenges posed 

by using existing datasets include differences in annotations, image types, settings, and 

quality. The datasets are annotated in different formats, which need to be converted to the 

respective format for the model used. Annotations vary greatly in quality amongst the 

datasets. Further, the available datasets listed in Table 2.1 often lack fishing equipment and 

various other objects found on a beach. The combination of beach wrack rocky beaches and 

black sand poses an additional challenge to the detection algorithms. To understand the 

current set of available datasets, Table 2.1 was analyzed and rated for usability in this project. 

The results are shown in Table 4.3.  
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Table 4.3 Evaluation of potential datasets for this project. 

Name No. 

categories 

No. 

subcategories 

No. 

images 

Annotation Comment Usability 

TrashCan 1.0 3 34 7 212 Instance-Segmentation Underwater 

images 

Underwater 

images not 

relevant to 

the project 

Trash-ICRA19 3 34 5 700 Detection Underwater 

images 

Underwater 

images not 

relevant to 

the project 

TACO 28 60 1 500 Segmentation Waste in the wild Used 

TACO bboxes 7 60 WIP Detection Waste in the wild Used 

UAVVaste 1 - 772 Segmentation Drone dataset Used 

Trashnet 6 - 2 527 Classification Clear background Classification 

only 

WaDaBa 8 color, size, 

shape, or 

material 

4 000 Classification Plastic dataset, 

clear background 

License 

required 

GLASSENSE-

VISION 

7 136 2 000 Classification Home-supplies, 

clear background 

Link 

Outdated 

Waste 

Classification 

data 

2 - ~25 

000 

Classification Scraped from 

google search 

Classification 

only 

Waste 

Classification 

Data v2 

3 - ~27 

500 

Classification Scraped from 

google search 

Classification 

only 

Waste Images 

from Sushi 

Restaurant 

16 - 500 Classification Clear background Classification 

only 

Open litter map 11 187 > 100k Multilabel 

classification 

Waste in the wild Classification 

only 

Litter 24 size, shape, 

or material 

~14 

000 

Detection Waste in the 

wild, paid license 

paid 

Drinking 

Waste 

Classification 

4 - 9640 Detection Clear background 

(cans and bottles) 

Non-natural 

background 

(blanket, 

table, etc.) 

waste_pictures 34 - ~24 

000 

Classification Scraped from 

google search 

Classification 

only 

spotgarbage 3 - ~2 400 Classification Scraped from 

Bing search 

Classification 

only 

DeepSeaWaste 5 - 3 055 Classification Underwater 

images 

Classification 

only, 

underwater 

MJU-Waste 

v1.0 

1 - 2475 Segmentation Plain 

background, 

indoor RGBD 

images 

Non-natural 

environment 

Domestic 

Trash Dataset 

10 - > 9000 Classification/Detection Waste in the 

wild, paid 

license, 250 

images for free 

paid 

Cigarette butt 

dataset 

1 - 2200 Detection Waste in the 

wild, synthetic 

images 

Not the 

primary focus 

in Iceland 

TrashBox 7 25 17785 Classification/Detection Scraped from 

web 

Not annotated 

PlastOPol 1  2418 Detection Plastic waste 

with natural 

background 

Only 

Horizontal 

Bounding 

Boxes 

Out of the identified datasets, only three are viable candidates for incorporation into 

a custom dataset (Table 4.4). Most datasets only serve the purpose of classification. To 

geolocate the trash, a model capable of segmentation or detection is necessary. A custom 

dataset was created as a mix of the TACO, the PlastOPol, and the UAVVaste sets to curate a 

varied dataset. The TACO and UAVVaste datasets use the COCO annotation format, which 
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stores all annotations in one JSON file as segmentations. The PlastOPol dataset features 

Pascal VOC annotations, which need to be converted to the COCO format. The datasets were 

merged to create a larger dataset for training the base model and split into 70/20/10 Training, 

Validation, and Test Data. 

Table 4.4 Datasets used in the project 

Name No. 

images 

Annotation Annotation Format 

TACO 1 500 Segmentation COCO COCO 

UAVVa

ste 

772 Segmentation COCO COCO 

PlastOP

ol 

2418 Pascal VOC format 

no oob 

x1, y1, width, and height, where (x1, y1) corresponds to the upper left corner of 

the bounding box. 

4.4 Training the Model 

The following section outlines the details regarding the model training. The environments 

used during the process are introduced, and the initial model training process is explained. 

Lastly, the important findings and key points are summarized.  

4.4.1 Environment 

The Ultralytics and Roboflow libraries were used to train the environment. Initially, the 

training was tested on a MacBook Pro M2 Max chip, which resulted in a poor performance 

of 4-5 seconds per iteration due to a bug that limited the use of Metal Performance Shaders 

[97]. The training on the CPU was unsatisfactory, especially when using the large initial 

training datasets. Thus, alternatives were evaluated to accommodate the larget dataset and 

train the model within an acceptable timeframe. The MacBook Pro M2 required multiple days 

depending on the size of the dataset and the parameters used. As an alternative, Google Colab 

Pro, Azure ML, and Roboflow training were considered. Azure ML offers complex 

environments and tools to build machine learning models; however, the complexity requires 

a significant initial investment in training to feel comfortable using the platform. The 

Roboflow training platform was convenient since it is directly integrated with the Roboflow 

datasets management functionality. However, it offered less flexibility than Google Colab 

Pro. Finally, due to the various factors described, the platform was used to train the models. 

The Pro Subscription enabled the use of the Nvidia A100 GPU, providing 312 Terra Flops, 

which reduced the training time from multiple days to a few hours. 

Obstacles were encountered with the localization, leading to the Ultralytics library not 

being displayed correctly and resulting in poor performance. This was overcome by setting 

the localization correctly. Further, the Roboflow download function suffered from a bug that 

resulted in a wrong data path in the dataset specification file. This needed to be corrected after 

each download. 

4.4.2 Training 

Due to the small size of the objects in the model, an image size of 1280 was chosen for initial 

training. The parameters were adjusted to use the 1280px. The models were trained using the 

YOLOv8n model, which offers a balance between performance and accuracy. The Yolov8n 

model is pre-trained on the COCO dataset and provides a good starting point for object 
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detection. The different experiments performed to develop a suitable model are shown in 

Table 4.5. The results are discussed in the analysis section 7.1. 

Table 4.5 Training experiments 

Iteration Datasets Epochs Resolution Hyper Parameters 

Ex1 PlastOPol, UAVVaste, TACO 200 1280 Default 

Ex2 Custom Dataset 100 1280 Default 

Ex3 PlastOPol, UAVVaste, TACO, Custom Dataset 200 1280 Default 

Ex4 PlastOPol, UAVVaste, TACO, Custom Dataset (Augmented) 200 1280 Default 

4.5 Summary 

In this chapter, a custom dataset consisting of images captured in the local environment was 

introduced. The methods and tools available to annotate datasets were discussed, and 

Roboflow was chosen as the most feasible tool for annotating the custom dataset. The images 

were uploaded to Roboflow and annotated using Roboflow's segmentation function. 

The lack of available models for trash detection was discussed, and the potential 

algorithms that were feasible for this project were introduced. Their respective features, pros, 

and cons were discussed, and the YOLOv8 model pre-trained on the COCO dataset was 

chosen as a starting point for training the model due to the simplicity, performance, and 

accuracy of the model and the Ultralytics library. 

A training dataset used to train the model was created as a combination of the 

UAVVaste, the PlastOPol, and the TACO dataset. The annotations were merged, and the 

dataset was uploaded to Roboflow for ease of access during the training process. 

Finally, the process to train the initial model was outlined. The various platforms 

available were briefly discussed, and the reasons for choosing Google Colab Pro were 

explained. 
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Chapter 5 

5Locating Module 

Geolocating objects plays a crucial role in the process of autonomous pickup. To curate a 

database with potential locations, the identified objects need to be geolocated. The drone must 

be equipped with a GPS module that continuously records its position. The information needs 

to include latitude, longitude, and altitude. Further, the timestamps of the GPS recordings 

need to align with the timestamps of the images. Once the images are captured, they need to 

be sent to a base station. The location of individual images is stored in the EXIF information 

of the respective files. In the case of video footage, the location of the drone can either be 

streamed to the base station, or in case only a video stream is passed on a subtitle containing 

the current position can be sent. The software running on the base station then needs to 

perform the inference on the images and detect potential objects. The center point of the 

bounding boxes of those objects can then be used to calculate the location of the detected 

objects in relation to the current position of the drone. When calculating the location, 

properties such as FOV, camera angle, and altitude need to be considered. The camera angle 

can be ignored if the camera points straight down. The location of the object in the picture 

can be determined using trigonometric functions. The projected displacement between the 

location in the image and the coordinates of the drone at the time of capture can be calculated 

to get the latitude and longitude of the objects in the image. Due to the multitude of 

uncertainties in the process, the potential errors in the calculations need to be considered. 

5.1 Design and Development of Locating System 

A function was developed to calculate the location of the detected objects based on camera 

properties and the location of the drone at the time of capture. The process requires the 

specification of the camera used during capture. The relevant properties can be found in Table 

5.1. 

Table 5.1 Camera specifications DJI Mini 3 Pro [81] 

Camera Sensor size Aspect ratio Resolution Focal length 

Mini 3Pro 1/1.3 4:3 4032 × 3024 24mm 

 

The function aims to calculate the approximate position of the object relative to the 

drone at the time the image was captured. The pixels in the image are converted to meters 

and then used to calculate the position in meters relative to the center. Since beaches are 

usually flat, the surface can be approximated as a flat plane. It is assumed that the camera 

points straight downwards due to the gimbal. Due to this, the function can be simplified. If 

necessary, the function can be expanded to allow for tilting of the gimbal. How large of an 

error this creates and whether it is relevant to the process needs to be tested in the field. 
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5.2 Implementation 

First, we need to calculate sensor width and height using the diagonal of the sensor and the 

aspect ratio using the Pythagorean theorem.  

Width (𝑤) and height (ℎ) are derived from the diagonal (𝑑) and aspect ratio. 

 

5.1 

 

 
ℎ =

𝑑

√1 + ( )2
5.2 

 

The Ground Sampling Distance (GSD) is the distance between pixel centers measured on the 

ground. It provides the spatial resolution of the image. The GSD can be calculated using the 

drone's variable altitude (H), and a constant consisting of the camera's focal length (f), the 

sensor dimensions (S), and the image dimensions (R). 

 

 
5.3 

 

 
5.4 

 

Figure 5.1 Illustration Ground Sampling Distance CC BY [69] 

Using the GSD, the offset in meters can be calculated. Where \mathrm{px} represents the 

coordinates of the object and \mathrm{center} represents the center of the image. Figure 5.1 

illustrates the concept. 

 

 5.5 

 

 5.6 

 

Using the drone's bearing (b), the rotated offset can be calculated. 

 

 5.7 

 

 5.8 
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Once the offset is calculated in meters relative to the earth’s north-south axis, coordinates are 

converted to polar coordinates relative to the north-south axis, which is necessary for the 

input of the python library. 

 

 5.9 

 

 5.10 

 

The angle is then converted to degrees and adjusted to always be a positive number. 

 

 5.11 

 

The degrees and distance are then converted to a delta in longitude and latitude using the 

GeographicLib [98]. The Geodesic module provides a function converting the distance and 

angle into the coordinates of the object of interest. The datum used for conversion was 

WGS84 [99]. The errors will be discussed in section 7.2. 

5.3 Summary 

This chapter explains the process of developing the location module, which allows the 

geolocation of items of interest in the images relative to the drone’s location information. It 

was explained how location information is stored in images and along with video footage. 

This location information can then be used together with the telemetry of the drone, the 

camera properties, and the pixel location of the items within the image to calculate the latitude 

and longitude of the items in the image. The process first calculates the necessary metrics, 

such as sensor size and ground sampling distance. Those metrics are then used to calculate 

the offset in meters from the center point of the image. The offset is then converted to an 

offset relative to the north-south axis. Two methods are presented to convert the offset to 

longitude and latitude. The more accurate process is then implemented in the module. 
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Chapter 6 

6Integrated System 

After developing the various components included in the scope, the respective modules were 

integrated into a functional system. Once completed, the whole process will consist of the 

drone autonomously scanning the beach. The pictures taken by the drone are then live-

streamed back to the base station. Using the trained network, the system tries to detect objects 

of interest in the image. Once identified, the location of the object relative to the drone is 

calculated and stored together with a snippet of the image around the detected area. Once the 

images are stored, a second slower network can be used to classify what was detected in the 

image. If the object can be classified automatically, a preassigned gripper can be assigned to 

the object, and the respective pickup drone can be assigned to the pickup. The process is 

outlined in Figure 6.1. In this chapter, the integration of part of the process will be introduced. 

The autonomous acquisition of the images is out of the scope of this project since there are 

already established methods to facilitate the scanning. Manually acquired videos compressed 

with H265 will be used to simulate the input. Further, the classification using a heavy machine 

learning network, such as the definition of a gripper and the pickup, is not discussed at this 

time. 

 

Figure 6.1 Fully integrated process 

6.1 Detection and Location 

To acquire the images and perform the inference, the frames must be extracted from the video 

stream. This is done using the Open CV library. The library offers various tools to interact 

with images, such as annotations, modifications, etc. Due to the system needing to run in or 

near real-time. The frames need to be limited with respect to the number of drones used for 

scanning and the capability of the hardware. While a real-time system is interesting for 

tracking purposes, a near real-time system is sufficient for just detecting the objects and their 

respective location. For each image, a custom function then performs inference on the image 

using the YOLOv8 model trained in 4.4. The detected bounding boxes are then extracted and 

stored in a variable. Using this data, the location of the object within the image is then 

calculated using the module introduced in 4.3. The result for each image is then displayed in 

a cv frame along with the drone's coordinates, speed, and bearing. The location of the object 

is also stored in a SQLite database, along with a snippet of the detected object and telemetry 

information at the time of capture.  

To avoid detecting the same object multiple times, a function was created that uses 
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the drone's telemetry to calculate its movement. This information is then used together with 

the field of view to calculate the optimal FPS rate to limit the number of frames processed. 

A second method was implemented and tested, which utilizes tracking across frames 

to limit the detection of the same object multiple times. The coordinates in each detection can 

then be used to refine the coordinates of the object. 

Finally, the objects in the database are scanned to detect duplicate images using the 

SIFT algorithm, which performs feature extraction. The scanner is limited to only comparing 

objects close to each other. 

6.2 Additional Components 

To implement the process, various other tools necessary for testing and development were created. 

The tools have all been developed in python. All relevant tools are attached in the appendix. 

6.2.1 Data Viewer 

Two methods were used to analyze and visualize the data stored by the drone. First, a 

lightweight flask webserver was used to run a local web server, which allowed the contents 

of the database to be explored and used for analysis. The flask webserver provides a web page 

to visualize the stored objects along with their coordinates and displays the detected object’s 

location on a map. 

As a second solution, Folium was used to plot the flight path and the objects detected 

at the time of scanning. This plot was then used to check the detected object’s locations 

relative to the flight path. Further, the function was used to test the inputs and outputs of the 

location module and visualize the change in output coordinates with respect to the variation 

of bearing, altitude, image size, focal length, item location in the image, and change in 

coordinates. 

6.2.2 Telemetry Extractor 

In the final process, the DJI SDK can be used to perform autonomous flight, and the video 

and telemetry information can be streamed to the base station. While this is feasible for the 

final implementation, a process was needed to calculate those metrics during development 

due to the lack of speed and bearing data in the stored video files. The drone records SRT 

subtitle files along with the video files. Unfortunately, those only store longitude, latitude, 

and altitude as telemetry data. The telemetry extractor uses the SRT files to extract the 

coordinates and altitude to then calculate the speed and bearing of the drone in real-time. The 

Telemetry is then displayed in the annotated frames, as shown in Figure 6.2. 

 

Figure 6.2 Telemetry data shown in each frame 
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6.2.3 Various Tools 

Multiple scripts and tools were developed to facilitate the curation of the datasets and convert 

annotations into different formats. Further, a class scanner and updater were implemented to 

scan for ill-labeled classes that negatively affected the model. The code of all supporting 

modules is attached in Appendix B, and a Summary of their function is provided below. 

Performance Test: Measures the duration of each inference performed and plots the results, 

such as mean and standard deviation. 

Visualization: Visualizes the outputs of the Location Module. 

Duplicate Remover: Removes items from the database based on proximity and similarity 

using a SIFT feature extractor. 

Cluster Analysis: Used to analyze the precision of multi-detections of objects by clustering 

the detections into x clusters. 

Sensitivity Analysis: Performs the sensitivity analysis on the bearing, focal length, and 

altitude parameters for the location module and plots the results. 

Cluster error: Calculates the centroid of the detections in the cluster and calculates and prints 

the mean and standard deviation of the detections with respect to the centroid. 

Webserver: Displays the contents of the Database on a local website. 

Index: Provides the template for the website used in the webserver. 
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Chapter 7 

7Analysis 

This chapter analyses the developed components both separately and as a combined system. 

The performance of the detection module is evaluated, and the methods used are explained. 

The refinement of the model and the increase in performance are discussed. The accuracy of 

the location module is evaluated, and the methods and code used to perform the measurements 

are presented. Lastly, the integrated system's performance is discussed and analyzed. The 

results of the performed surveys are evaluated, and the overall system performance is 

summarized. Where necessary, steps for further improvement are suggested.  

7.1 Model Evaluation 

In machine learning, a variety of metrics are used to quantify the performance of a model 

both during training and testing. Some metrics are specific to the training process, while 

others are used in both processes. The most important metrics are introduced below. The 

metrics are provided on the Ultralytics website[100]. 

7.1.1 Performance Metrics 

The metrics provided during training show the improvement of the model and whether the 

model is improving or overfitting. The metrics can be split into training loss and validation 

loss. While the former provides information about the model’s performance on the training 

data, the latter provides information about the performance on the validation dataset. 

The box loss measures the error in predicted bounding box coordinates compared to 

the ground truth. Objectness loss measures how well the model distinguishes between object 

and background. The class loss parameter measures the accuracy of the predicted class labels 

for each object. DFL (Distribution Focal Loss) loss indicates how accurately the model 

predicts the probability distribution of bounding box coordinates, focusing on improving 

precision and handling difficult-to-predict examples. 

While those metrics are provided for both the training and validation parameters, they 

have different meanings for each context. First, the meaning of the training metrics will be 

explained, followed by the meaning of the validation parameters. 

When the training box loss decreases it indicates that the model is learning to better 

predict the bounding box coordinates. Once the value plateaus or increases, it suggests that 

the model might be struggling to learn further or that the learning rate might be too high, 

causing oscillations. 
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If the training objectness loss curve decreases, it indicates that the model is improving 

in distinguishing objects from the background. A plateau or increase could indicate that the 

model has hit a limit in its ability to distinguish objects or that the data might be noisy. 

A decrease in the training class loss curve shows that the model is getting better at 

predicting the correct class labels for detected objects. A plateau or increase may suggest 

class imbalance or difficulty in learning the distinctions between classes. 

A decreasing training DFL loss indicates that the model is improving in its ability to 

predict the bounding box coordinates accurately. The predicted distributions are becoming 

more aligned with the ground truth distributions. A plateauing or increasing DFL loss 

suggests potential issues such as insufficient model capacity, inadequate training data, or 

suboptimal learning rates. This may indicate the need for further hyperparameter tuning or 

model adjustments. 

The interpretation of the parameters with respect to the validation data is explained 

below. 

A decreasing validation box loss curve indicates that the model is improving its ability 

to predict bounding box coordinates on the validation dataset. The predicted bounding boxes 

are getting closer to the ground truth boxes, suggesting better localization accuracy. This 

often means that the model is generalizing well to new, unseen data and is not just memorizing 

the training set. 

If the validation box loss increases or plateaus while the training box loss continues 

to decrease, it could indicate overfitting. The model might be learning noise and specific 

details from the training data that do not generalize to the validation data. If both training and 

validation losses are high and do not decrease significantly, the model may be underfitting, 

suggesting that it lacks the capacity to learn the necessary patterns in the data. 

A decreasing validation objectness loss suggests that the model is getting better at 

distinguishing between objects and the background. The model is improving in its ability to 

correctly identify regions that contain objects. It indicates that the model's performance in 

recognizing objects in new, unseen data is improving, leading to better detection accuracy. 

An increasing or plateauing validation objectness loss, especially if training 

objectness loss is decreasing, suggests that the model might be overfitting to the training data. 

The model could be sensitive to noise or artifacts in the training data that do not exist in the 

validation data, leading to poorer performance on the latter. High and non-decreasing 

validation objectness loss might also indicate underfitting, where the model fails to capture 

the essential features needed to distinguish objects from the background effectively. 

A decreasing validation class loss indicates that the model is improving in predicting 

the correct class labels for the detected objects. The model is better at correctly classifying 

objects in the validation set. This suggests that the model is effectively learning to generalize 

the classification task to new, unseen data, reducing misclassifications. 

If validation class loss increases or plateaus while training class loss decreases, it 

might indicate overfitting. The model could be over-specializing to the training set, learning 

details that do not generalize well to the validation set. An increasing or plateauing curve 

might also point to problems like class imbalance in the dataset, where the model struggles 

to correctly classify less frequent classes. Persistent high validation class loss may indicate 

that the model does not have enough capacity to learn the classification task properly or that 

the training process needs adjustments. 

A decreasing validation DFL loss implies that the model is generalizing well to unseen 

data, maintaining or improving its ability to predict bounding box coordinates accurately. 

Both training and validation DFL loss curves decreasing together indicate balanced 

performance, where the model learns useful features that apply to new data. 
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An increasing or plateauing validation DFL loss, especially if the training DFL loss 

continues to decrease, signals overfitting. The model may be learning patterns specific to the 

training data that do not generalize to the validation set. If both training and validation DFL 

losses are high and do not decrease significantly, the model might be underfitting. This means 

the model is not complex enough to capture the underlying patterns in the data, or the training 

process is inadequate. 

Further metrics are used to quantify the performance below. They are used for both 

training and evaluation of the model and have the same interpretation in both domains. 

Intersection over Union (IoU 7.1) is a measure that quantifies the overlap between a 

predicted bounding box and a ground truth bounding box. 

 

 
7.1 

 

It plays a fundamental role in evaluating the accuracy of object localization [100]. 

This is relevant to the project because detection is of much higher importance than the correct 

location of the bounding box. 

Average Precision (AP 7.2) computes the area under the precision-recall curve, 

providing a single value that encapsulates the model's precision and recall performance [100]. 

 

 
7.2 

Where ( p(r) ) is the precision as a function of recall ( r ). 

 

Mean Average Precision (mAP 7.3) extends the concept of AP by calculating the 

average AP values across multiple object classes. 

 

 
7.3 

Where ( n ) is the number of classes, and (AP𝑖) is the average precision for class ( i ). 

 

This is useful in multi-class object detection scenarios to provide a comprehensive 

evaluation of the model's performance [100]. This metric is less relevant in the first stage of 

the project as we are only interested in one class. 

Precision (7.4) quantifies the proportion of true positives among all positive 

predictions, assessing the model's capability to avoid false positives [100]. 

 

 
7.4 

Where ( TP ) is the number of true positives, and ( FP ) is the number of false positives. 

 

This value is of interest for this project since fewer false positives put a lower load on 

the system. 

Recall (7.5) calculates the proportion of true positives among all actual positives, 

measuring the model's ability to detect all instances of a class[100]. 

 

 
7.5 

Where ( TP ) is the number of true positives, and ( FN ) is the number of false negatives. 
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F1 Score (7.6) is the harmonic mean of precision and recall, providing a balanced 

assessment of a model's performance while considering both false positives and false 

negatives[100]. 

 

 
7.6 

 

As the project focuses on identifying true positives, this metric is less relevant. 

Speed Metrics such as FPS are of particular interest in this project due to the need for 

realtime predictions. 

In case a segmentation model is used, the metrics are provided for both the boxes and 

the segmentations. Further, a segmentation loss component is provided during training.  

As defined in 3.1, precision is an important metric for the model in this context. The 

model can, of course, be expanded to detect more potential objects, but for the initial 

development of the overall process, it is helpful to avoid false positives that need to be dealt 

with later in the process. The model was evaluated with the custom dataset introduced in 

section 4.1. Further, the model was tested with footage of Icelandic beaches to test the model's 

real-time performance.  

7.1.2 Model Performance 

The experiments conducted are listed in the table below. The results of each experiment are 

analyzed in the following section. Each model was trained using the respective datasets split 

70/20/10 and tested using the test split of the custom dataset. The training process and analysis 

are outlined in detail for the first experiment to understand the training process. Only the test 

results are listed for subsequent experiments. The second experiment was only trained for 

100 Epochs due to the small size of the dataset. 

Table 7.1 Training experiments 

Iteration Datasets Epochs Resolution Hyper Parameters 

Ex1 PlastOPol, UAVVaste, TACO 200 1280 Default 

Ex2 Custom Dataset 100 1280 Default 

Ex3 PlastOPol, UAVVaste, TACO, Custom Dataset 200 1280 Default 

Ex4 PlastOPol, UAVVaste, TACO, Custom Dataset (Augmented) 200 1280 Default 

7.1.2.1 Experiment 1 

Experiment 1 was conducted to test wheater the existing datasets could be used to create a 

usable model. The training performance of the model is shown in Figure 7.1. The validation 

metrics such as precision, cls_loss, and dfl_loss stoped improving after ca 100-150 epochs, 

which can show potential overfitting of the model or a lack of diversity of the dataset. 
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Figure 7.1 Experiment 1 training results 

The precision vs. confidence curve in Figure 7.2 shows the model's ability to 

accurately detect true positives in the validation dataset with 90% accuracy at a confidence 

level of 0.8 and a mAP of 0.74. This shows that the training process was successful. 

 

Figure 7.2 Experiment 1 precision training results 

 

Figure 7.3 Experiment 1 recall training results 

The performance of the model was then validated using the test split of the training 

dataset from experiment 1. The model performed with 85% at a confidence level of 0.8 and 

a mAP of 0.83, as shown in Figure 7.4. The Recall curve is shown in Figure 7.7. 
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Figure 7.4 Experiment 1 precision for validation results using the test split of experiment 1 

 

Figure 7.5 Experiment 1 recall for validation results using the test split of experiment 1 

The performance of the model in the context of Icelandic beaches was validated using 

the custom dataset. The performance of the model is shown in Figure 7.6 and Figure 7.7. As 

expected, the model performance was lower compared to the tests using the test set from the 

training dataset, resulting in 57% at a confidence of 0.8 and a mAP of 0.28. 

 

Figure 7.6 Experiment 1 precision of the model validated using the test set of the custom dataset 
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Figure 7.7 Experiment 1 recall of model validated using the test set of the custom dataset 

7.1.2.2 Experiment 2 

The second experiment was conducted by training a clean model for 100 epochs on the 

custom dataset created in 4.1. The training results are shown in Figure 7.8. The graph shows 

that the training was much less consistent, which could be due to several reasons. The variable 

behavior of the validation losses could show that the model is overfitting and the training 

dataset is not diverse enough for the complex environment presented to the model. 

 

Figure 7.8 Experiment 2 training results 

Once training was completed, the model was validated using the test set of the custom 

dataset. Figure 7.9 shows that the precision improved to 73% at a confidence level of 0.8; 

however, while the mAP improved, it was still relatively low at 0.52. Figure 7.10 shows the 

recall of the model. 
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Figure 7.9 Experiment 2 precision of the model validated using the test split of the custom dataset 

 

Figure 7.10 Experiment 2 recall of the model validated using the test split of the custom dataset 

Figure 7.11 shows the model's ability to identify trash in the test set of the custom 

dataset. The image shows that the model has improved in detecting certain objects. The false 

positives could be lowered if the model was introduced to more clean beaches and the 

different specific items commonly found on beaches around Iceland. Further, the dataset 

could be augmented to improve training performance and prevent overfitting. 
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Figure 7.11 Experiment 2 subset of detections validated with the test split of the custom dataset 

Figure 7.12 shows a subset of the true positive and false positive detections performed 

by the model. The true positives are shown in green, and the false positives in red. 

 

Figure 7.12 Experiment 2 subset of true(green) and false(red) positives  

7.1.2.3 Experiment 3 

Experiment 3 was performed to evaluate if the model’s performance could be improved by 

combining the dataset of experiment 1 and the custom dataset from experiment 2. The model 

achieved a mAP of 0.426 and a precision of 60% at a confidence of 0.8 when evaluated with 



7.1 MODEL EVALUATION  49  

  

the test split of the custom dataset. This can be attributed to the custom dataset being 

underrepresented compared to the general combined dataset. Due to the poor performance of 

the model, detailed metrics have not been added. 

7.1.2.4 Experiment 4 

To address the underrepresentation of the custom dataset from experiment 2 in the dataset of 

experiment 1, the custom dataset was augmented to increase the total number of images to 

320. This method could be expanded, but Roboflow has limitations on the free version, such 

as limiting the amount of augmentation. The two datasets were then combined and trained for 

300 epochs. The results are shown in Figure 7.13. It can be seen that the validation cls_loss 

and dfl_loss slightly increased, but the precision kept improving while the mAP50 stagnated. 

 

Figure 7.13 Experiment 4 training results 

The model achieved a mAP of 0.78 and a precision of 90% at a confidence of 0.8 

when tested with the test split of the custom dataset. Figure 7.14 shows the precision of the 

model.  

 

Figure 7.14 Experiment 4 precision of the model validated using the test split of the custom dataset 

Figure 7.15 shows the recall of the model trained in experiment 4. 
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Figure 7.15 Experiment 4 recall of the model validated using the test split of the custom dataset 

A subset of the detections performed by the model are shown in Figure 7.16 below. 

The number next to the class denotes the confidence of the model. 

 

Figure 7.16 Experiment 4 subset of detections validated with the test split of the custom dataset 

Figure 7.12 shows a subset of the true positive and false positive detections performed 

by the model. The true positives are shown in green, and the false positives in red. 
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Figure 7.17 Experiment 4 subset of true(green) and false(red) positives  

7.1.3 Model Speed 

A Python script was used to measure the time of inference to test the model performance. The 

model was tested with a 4k video and a 1080p stream. The script used can be found in 

Appendix B Code. 

Table 7.2 Performance of the YOLOv8 Model on the MacBook Pro M2 Max 

Device Mean Std Deviation 

CPU 11 1 

MPS 41 10 

 

The model was able to perform the inference with a speed of 41 FPS mean and a 

standard deviation of 10 FPS. On the CPU, the performance was lower, with a mean of 11 

FPS and a standard deviation of 1 FPS. There was no notable difference between 4k and 

1080p due to the images being resized in both cases.  

Figure 7.18 shows the distribution of processing times with the mean and standard 

deviation. The distribution of the performance drops has no correlation with detections in the 

image. The drops in performance were due to the postprocessing component in the Ultralytics 

library. No further investigation was performed because the performance was sufficient to 

process a real-time 30 FPS stream from the drone. 
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Figure 7.18 FPS distribution 

7.2 Locating Accuracy 

The accuracy of the location module suffers due to the introduction of errors in the process. 

As described earlier, the location of the drone can vary by a few meters while operating. 

Further, the altitude of the drone is an estimation that can vary in accuracy and is difficult to 

measure precisely due to the altitude being calculated with respect to the takeoff altitude. 

Further, the altitude varies due to the assumption that the beach is flat.  

The process is designed so that the errors can mostly be ignored if they are small. 

While the overall area needs to be within 5x5m as described in the specifications, the location 

of the object can vary since we assume the pickup drone can search for the object if not found 

immediately. 

Different analyses have been performed to analyze the overall accuracy of the location 

module. First, a survey with two object clusters was conducted on a beach in the Westman 

Islands. The first cluster contained seven small buoys distributed over an area of ca. 1m2, and 

the second cluster had one blue plastic drum, as shown in Figure 7.19. The flight route can 

be seen in Figure 7.26. 

 

Figure 7.19 Clusters of trash for accuracy calculation 

The area was scanned using the integrated system, and the detections of the objects 

were stored in the database. The detections were then clustered by specifying the maximum 

distance between the objects. Due to the distance between the two clusters, two meters were 
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used for this case. After clustering the detections, the clusters were manually checked to see 

if the detections did not include any other objects. The scan revealed 193 detections, which 

were separated into two clusters. The wooden stick was also detected and removed because 

there was only one detection. After manual inspection, two clusters with 56 and 136 

detections were left. For each cluster, the centroid was calculated as the mean of longitude 

and latitude. The distance of each detection to the centroid was then used to calculate the 

mean and standard deviation for each cluster. The results in Table 7.3 show that despite the 

large number of detections, the detections remained well within a 2mx2m frame for cluster 0 

and a 1.5mx1.5m frame for cluster 1 when looking at the furthest outlier. The mean shows 

the average distance to the center of the cluster, which is within the perimeter of the objects. 

This confirms that the accuracy of the location module is well within the specified 5x5m 

frame specifications established in 3.1. 

Table 7.3 Means and standard deviations of the detection module survey 

Cluster Description Detections Mean Standard Deviation Furthest outlier 

0 Multiple buoys Figure 7.19 

(left) 

56 0.53 0.16 0.9 

1 Blue plastic drum Figure 

7.19 (right) 

136 0.19 0.13 0.62 

 

As a second step, a sensitivity analysis was performed to further test how the 

calculated positions of the objects change due to errors in input. While keeping the other 

inputs constant, bearing, altitude, and focal length were varied, as shown on the x-axis, and 

the respective output, as shown on the y-axis, was calculated. The results are shown in Figure 

7.20, Figure 7.21, and Figure 7.22. A change in drone coordinates was not included since it 

resulted in an equal change of output coordinates of the object. It is shown that the most 

extreme case is caused by an error in altitude, which causes an output error of 1.52 meters if 

the input is varied by 1.67 meters. 

 

Figure 7.20 Change of Longitude and Latitude in meters with respect to a change in bearing (degrees) at an 

altitude of 20m 
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Figure 7.21 Change of Longitude and Latitude in meters with respect to a change in altitude (m) 

 

Figure 7.22 Change of Longitude and Latitude in meters with respect to a change in focal length (mm) at an 

altitude of 20m 

As a third step, the location module was tested by manually verifying the calculated 

location pin on a map relative to the drone while varying the input parameters such as bearing, 

location in the image, and altitude. To facilitate this test, a simple function was created where 

inputs can be varied, and the location relative to the drone is plotted. This allows us to test 

the behavior of the location module for each quadrant. 

Lastly, the conversion of the location delta in meters was verified by using the geopy 

[101] library to convert the change in coordinates back to meters and compare them with the 

original offset calculated by the location module. The results were below 0.1m for each test. 

7.3 Integrated System Performance 

Three surveys were performed on different beaches in Iceland to test the performance of the 

integrated system. First, a survey was conducted on a beach in the Westman Islands. The 
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beach was chosen due to its prominent features allowing the verification of the detected 

locations, the different rocks, and the few trash objects present. 

The second beach was located on the south coast of the Reykjanes peninsula near the 

Strandarkirkja. The beach was chosen partially due to the proximity to Reykjavik and the 

presence of various trash items on the beach during the visits. Images containing different 

types of trash, like bottles, plastic, fishing nets, buoys, etc., could be captured. The locations 

are shown in Figure 7.23. 

The third beach was also located on the south coast but close to Eyerbakki. The beach 

was chosen due to the presence of ice at the time of the survey and the beach being made of 

black sand. 

 

Figure 7.23 Survey location for testing the Integrated System Performance 

During the surveys, it was detected that the absolute altitude recorded in the SRT files 

is based on standard pressure and not on current air pressure at the time of launch. This 

resulted in unreasonable values, which could easily be identified due to all test flights being 

conducted at sea level. Due to the system's sensitivity to changes in altitude, as discussed in 

section 7.2, the values should be within 1m error. To overcome this issue, the relative drone 

altitude and the elevation at the launch point were used to estimate the drone’s flight altitude 

during the surveys. It could be shown that if the drone’s altitude is accurate, the location of 

multi-detections only showed slight variation, as discussed in section 7.2. 

7.3.1 Westman Islands 

The integrated system performance was tested by using videos from Icelandic beaches 

together with SRT files created at the time of recording. The SRT files are video subtitle files 

that work in the same way traditional subtitle files function. The file consists of timestamps 

with correlating text information containing the drone's telemetry. These files can then be 

used to extract the flight data at the time each frame was captured. 

To simulate the streaming protocol that will be used in the solution, a stream that was 

sent to the iPhone during the flight was used to test the object detection process. This makes 

it possible to test the system for how it behaves when receiving a compressed 1080p stream 
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instead of the full 4k resolution video file. The results are discussed below.  

Figure 7.24 shows part of the results of a survey conducted on the Westman Islands. 

After scouting trash on the beach, the area was overflown at an altitude of 15m above ground. 

The beach was chosen due to the presence of prominent environmental features supporting 

the verification of the drones’ extracted locations. The area was overflown at a speed of 

around 2m/s and a bearing of -55 degrees. The flightpath was chosen to go directly between 

the objects of interest. A flightpath with an angle was chosen to further verify the correct 

transformation between the drone’s reference frame and the coordinates. The drone’s 

flightpath and the location of the survey are shown in Figure 7.25 and Figure 7.26. After 

processing the captured data, the location of the trash was verified using the prominent 

features on the map. As expected, due to the established accuracy of the location module in 

7.2, the clusters of detections were spaced close together. The test showed that the location 

of the detected objects with respect to the landmarks shown in Figure 7.24, Figure 7.25, and 

Figure 7.26 is within 5x5m as established as criteria in 5.1. Thus, it was shown that the drone’s 

location accuracy using only GPS proved sufficient for trash detection and later pickup. 

The survey also showed that the model could be used on a beach type it had not seen 

before due to the training data only consisting of images acquired from the other beaches in 

Iceland. The model successfully recognized the objects present on the beach. The model 

missed two buoys in a cluster of seven and misidentified a passing seagull as trash. This 

would not be relevant, though, because a pickup drone sent to that location would not be able 

to find the seagull again. 

 

Figure 7.24 Detection results 1 Trash Survey Westman Islands 
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Figure 7.25 Flight path Trash Survey Westman Islands 

 

Figure 7.26 Flight path top-down Trash Survey Westman Islands 

7.3.2 Strandarkirkja 

The second survey was conducted on a beach near the Strandarkirkja, located on the south 

coast of the Reykjanes peninsula. The beach was suitable due to various factors. First, there 



58  CHAPTER 7: ANALYSIS 

   

was a very diverse set of trash items on the beach. Secondly, the beach was stretched and 

slightly curved, allowing the system to be tested when the flight path is not straight, and the 

bearing varies during the survey. Various flights were performed to test the capabilities of the 

system. As shown in Figure 7.27, the flight path is plotted accurately even if the route is not 

straight. Further, it can be seen that the detections of the object clusters are very close to each 

other. Due to a slight uncertainty in the altitude measurement, as discussed in 7.3, the objects 

that have been detected multiple times show slight variations in location. The location 

accuracy is, however, still well within the 5mx5m frame established in 3.1. This was verified 

by using the location map generated by the drone and verifying the location of the objects 

using the GPS of the phone and visual references on the beach. 

 

Figure 7.27 Detection results 1 Trash Survey Strandarkirkja 

Figure 7.28 shows the second part of the survey conducted on the beach near 

Strandarkirkja. The second survey was conducted further south and featured more fishing 

gear. The results were used to identify the locations of the objects in the survey and their 

location relative to the flightpath. It could be shown that the positioning of the object works 

as designed and that the location accuracy is within the 5x5m frame established in 3.1, which 

is necessary for a pickup drone to be able to relocate the object. The model performed well 

in terms of detecting only trash with very few false positives. This was expected due to the 

model being partially trained using images from the beach at Strandarkirkja. 
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Figure 7.28 Detection results 2 Trash Survey Strandarkirkja 

7.3.3 Eyrarbakki 

Figure 7.29 shows the survey path of the drone and the detected objects. The model detected 

mostly false positives due to the beach being full of ice, as shown in Figure 7.30. This was 

expected due to the model not being trained on ice. The flight path and the location of the 

identified objects showed the same accuracy as earlier tests. 

 

Figure 7.29 Detection results 1 Trash Survey Eyrarbakki 
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Figure 7.30 Detection results 2 Trash Survey Eyrarbakki Ice 

Figure 7.31 shows that in the absence of Ice, the model managed to detect trash objects 

without significant amounts of false positives in this location. 

 

Figure 7.31 Detection results 3 Trash Survey Eyrarbakki Trash 

While the model could be trained to account for the presence of ice on the beach, it is 

rather unlikely to increase its usability. The presence of ice on the beaches is a rather rare 

phenomenon and usually correlates to very cold temperatures, which makes the use of drones 

difficult due to the decrease in battery performance. This limits the use case of the solution 

with respect to the regular monitoring metric defined in 3.1, as it can only be used when no 

ice is present. 
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7.4 Summary 

In this chapter, the designed process was tested, and the functionality was verified with 

respect to the relevant metrics specified in 3.1. First, the model performance of the four 

different experiments was evaluated using a potentially suitable base station, such as a 

MacBook Pro M2 Max. 

The model precision of experiment 1 during training reached 90% at a confidence level of 

0.8 and a mAP of 0.74. When tested against the test split of the training dataset, the model 

performance dropped slightly to 85% at a confidence level of 0.8 with a mAP of 0.83. 

In the second step, the model performance was evaluated using the custom dataset 

consisting of images of Icelandic beaches. The model performance dropped to 57% at a 

confidence of 0.8 and a mAP of 0.28. This was expected due to the model being trained on 

images in a different context. 

In the second experiment, the model was trained for 100 epochs on the custom dataset 

created as part of this thesis. The dataset introduced items such as fishing gear, buoys, and 

ropes, and it included roughly 20% clean images. Once the model was trained, it was 

validated using the test split of the custom dataset. This increased the precision to 73% at a 

confidence level of 0.8 and a mAP of 0.52. 

In the third experiment, the custom dataset was combined with the dataset from 

experiment 1 and tested using the test set of the custom dataset. The model achieved a mAP 

of 0.426 and a precision of 60% at a confidence of 0.8. This can be attributed to the custom 

dataset being much smaller than the initial training dataset. 

To address this underrepresentation, a fourth experiment was conducted by 

augmenting the custom dataset and combining it with the dataset from experiment 1. The 

model achieved a mAP of 0.78 and a precision of 83% at a confidence of 0.8 when validated 

using the test split of the custom dataset. 

The results could be improved by enlarging the dataset with a more diverse set of 

beach images, more different trash, and lighting conditions. Further, the training of the model 

could be optimized, and the dataset could be enlarged using data augmentation. Due to the 

project focusing on the overall process, no further optimization was performed as the surveys 

showed that the model detected trash at a reasonable level for testing the setup. 

The model's speed was tested using a MacBook Pro M2 Max Chip using Open CV 

and the Ultralytics library. The scanner was run for 60 seconds, and the mean and standard 

deviations were calculated to be 41 FPS with a standard deviation of 10 FPS. The deviation 

was not further investigated due to the FPS values being high enough to process a realtime 

30 FPS stream. Further, it is not necessary to process each frame as the drone needs to fly at 

a low speed of 1-2 m/s to avoid motion blur. 

The location accuracy was tested by calculating the variation in location for multiple 

detections of an object on a beach on the Westman Islands. It was shown that for the larger 

objects, the mean distance to the center of the detections was within the perimeter of the 

object (mean of 0.19m). This showed that the method accurately calculates the location of the 

object relative to the drone. 

To test the location accuracy further, the locations of the detected objects were 

verified using aerial images showing prominent features present on the beach. The location 

of the trash on the map was then verified to be withing the established 5mx5m frame defined 

in 3.1. 

Lastly, to test the overall process, the designed scanner was provided with the video 

streams discussed in section 7.3. The surveys were performed on different beaches on the 

south coast using various paths to test the system's positioning of the objects if the flight path 
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is not straight. This concluded that the location calculation works as expected when the drone 

faces in various directions. The patter of the detections was then verified using aerial shots to 

compare the location of the objects on the beach with the detected locations. Further, the 

location of the detections of the survey performed in 7.3.2 was verified by using the phone's 

GPS and features present on the beach. 

The survey conducted on the beach described in 7.3.3 revealed that the model does 

not perform well with ice present on the beach. This was expected due to the model never 

being introduced to ice. This reduces the potential usability of the system in winter when lots 

of ice is present on some beaches. 
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Chapter 8 

8Discussion 

A summary of the work conducted is provided first to discuss the results of this thesis. The 

various challenges encountered in the process are summarized and briefly discussed. The 

results of the thesis are then evaluated with respect to the defined criteria and compared with 

the current literature in the field for each module and the integrated system. The conclusions 

are briefly summarized. Finally, the imitations and future work are discussed. 

8.1 Summary 

This thesis explains how beach pollution is a large-scale problem in today’s world. Current 

methods used for beach cleanup rely heavily on human involvement and are thus often 

performed in very irregular intervals, leading to a lot of trash being buried or disintegrated by 

the elements. The trash presents a large problem for marine life. The thesis proposed a mostly 

automated process to clean up beaches using autonomous drones. While the process consists 

of multiple steps, the thesis investigated two components contributing to making this concept 

a reality. 

In the concept generation phase, performance criteria for identifying a potentially 

feasible solution were defined. This was followed by a brainstorming phase identifying 

different methods to facilitate beach cleanup. The concepts were then evaluated using the 

criteria described, and an autonomous drone using GPS was chosen. It was established that a 

detection module and a location module were needed and that the pickup of the objects was 

out of scope. 

Four experiments were conducted to develop the detection module. In the first 

experiment, a dataset was created by combining the UAVVaste, PlastOPol, and TACO 

datasets to train a YOLOv8n model to recognize trash in a general context. Following the 

training of 200 epochs, the model performed with a precision of 85% at a confidence level of 

0.8 on the test set of the dataset. To evaluate the performance of the models, a custom dataset 

with 138 images from Icelandic beaches was created. The model from experiment 1 was then 

tested using the custom dataset. The model performed with a precision of 57% at a confidence 

level of 0.8. This was expected due to the nature of Icelandic beaches, which present 

significantly different features from the available annotated trash datasets. 

To increase the performance of the model, a second experiment was conducted, 

training a clean model for 100 epochs on the custom dataset. The dataset introduced items 

such as fishing gear, buoys, ropes, and 20% clean beach images. For training, the dataset was 

split into 70/20/10. After training on the custom dataset, the precision increased to 73% at a 

confidence level of 0.8 when validated with the test split of the custom dataset. 

Further experiments were conducted by combining the dataset form experiment 1 and 
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the custom dataset while augmenting the custom dataset to achieve balance. The combined 

augmented dataset reached a mAP of 0.78 and a precision of 83% at a confidence of 0.8. 

It was shown that the custom dataset needs to be expanded with a more diverse set of 

images in the context of Icelandic beaches to make the detection module more versatile and 

accurate. Further, it was explained that to make the overall process work, the solution needs 

to incorporate continuous annotation and retraining of the model, especially once new types 

of beaches are introduced. Further testing revealed that artifacts such as ice and beach wrack 

pose a challenge to the model, which can be mitigated by introducing contextual training data 

to the model where needed. 

To facilitate the geolocating of detected objects, a method using the drone's GPS 

position to calculate the coordinates of the objects was implemented and tested. The module 

was tested using a sensitivity analysis. The test varied the parameters bearing, altitude, and 

focal length and calculated the error in output for each step. This revealed that the most 

sensitive parameter is the altitude of the drone. It is shown that the most extreme case caused 

by an error in altitude leads to an output error of 1.52 meters if the input is varied by 1.67 

meters. This is still well within the 5x5m frame defined in section 3.1.  

A second test of the module was conducted by performing detection on each frame of 

a video flying over an area with two trash clusters. One consisting of 7 small buoys and the 

other containing a blue drum. The test showed that multi-detections captured while flying 

over the area are within a mean of 0.19m measured from the center of all detections with a 

standard deviation of 0.13m for a single plastic drum and within a mean of 0.53 and a standard 

deviation of 0.16 for the collection of buoys. Thus, it was established that the location module 

performs well within the specified frame of 5x5m and provides sufficient accuracy in 

determining the location of an object on the beach for later pickup. 

Lastly, the working integration of the two modules was demonstrated by conducting 

surveys on three different Icelandic beaches. The system was used to geolocate objects in 

video files captured with a DJI Mini 3 Pro. The detected objects were geolocated and stored 

in a database, which was then used to verify the information using the detected locations 

relative to each other and with respect to prominent features present on the beach. All testes 

showed that the drone was able to geolocate the objects well within the 5x5m specified in 

section 3.1. 

8.2 Challenges 

In the following section, the various challenges faced during the entire thesis process are 

outlined. The obstacles encountered during the development of each module are discussed. 

Where applicable, the solutions implemented to overcome the challenges are briefly 

explained. 

8.2.1 Detection Module 

Developing the detection module has proven to be more complicated than expected. While, 

in theory, the process is straight-forward, many issues can be encountered along the way. The 

datasets often have slight differences in folder structures, annotations, etc., which makes 

standardizing processes difficult. Roboflow simplifies the process greatly. However, 

inconsistencies in the exported annotation formats posed their own challenges. Some issues 

arose simply due to case sensitivity. This was extremely difficult to figure out since not all 

software types are case-sensitive. 
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As expected, data management has been a big challenge. Due to the nature of the 

process and the different tools involved, data is stored in many different places. Many tools 

require different input data formats and support different sources. Further, environments like 

Google Colab only offer temporary runtimes, so it takes time to setup the runtimes, especially 

when working with larger datasets. Keeping track of the different variations and combinations 

of training results, along with the different settings, also posed a significant challenge. 

The collection of the images posed a challenge due to various factors. First, the 

occurrence of trash on the beach is strongly dependent on weather conditions, tide, and the 

season. It was difficult to find beaches that contained the trash. Sometimes, the trash was 

mostly buried under beach wrack since a storm had washed lots of it ashore. Many tries 

resulted in the cancellation of the trip due to the lack of trash or weather conditions like wind 

or hail. While a detection drone with a robust model can also fly and operate in windy 

conditions, acquiring training and validation images in very windy conditions is not optimal. 

The airport posed another challenge since it is not allowed to fly anywhere on the Reykjavik 

peninsula due to the proximity of the airport. The only place on the peninsula would be 

Seltjarnes lighthouse, which is constantly overcrowded with tourists. 

8.2.2 Location Module 

The development of the location module proved to be more difficult than expected. The 

accuracy of the initial process was not sufficient due to conversion errors between the offset 

in meters and the conversion to coordinates. Further, an error was present in the code, leading 

to the image's height and width being switched. This error led to a slight offset and was very 

difficult to identify. 

8.2.3 Integrated System 

Putting the system together was not quite as challenging as expected. However, the process 

of creating a workflow that allowed the testing and visualization of the data in a way that 

could be used to verify the results was time-consuming.  

8.3 Conclusion 

This thesis focused on two pieces of the process necessary to achieve autonomous trash 

collection utilizing a mostly automated process. It was shown that it is feasible to use a mostly 

automated scanning procedure to process a video stream using a base station for image 

analysis and geolocating the detected objects within the necessary accuracy specification for 

later pickup using off-the-shelf products such as the DJI Mini or Phantom series. To evaluate 

the solution's performance and discuss the results of this thesis, the performance of the overall 

solutions and the two modules are evaluated with respect to the specifications defined in 3.1 

and by comparing some of the results to other solutions discussed in chapter 2. First, the 

detection and the location module will be evaluated and compared to the relevant literature. 

Subsequently, the performance of the overall solution and the usability of the system will be 

discussed. 
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8.3.1 Detection Module 

The detection module performance can be evaluated using two different perspectives. First, 

the accuracy and performance of the model in detecting objects must be taken into account. 

Secondly, the system can be evaluated with respect to secondary features such as usability, 

flexibility, power consumption, etc. 

The best-performing modules were evaluated using the test set of the custom dataset 

featuring images from Icelandic beaches. The model from experiment 2 revealed a mAP of 

0.52 and a precision of 73% at a confidence of 0.8, while the model from the fourth 

experiment revealed a mAP of 0.78 with a precision of 83% at a confidence of 0.8. To fulfill 

the requirement of having a small number of false positives in the system, as defined in 3.1, 

the confidence in the detection process was raised to 0.8. This led to the system missing some 

of the objects, which was not further relevant since the thesis focused on the overall process 

while finetuning the detection module, which was a secondary goal. The module's 

performance was sufficient to test the integrated system and to detect and verify the location 

of objects on the beach. It was established that the performance of the module could be 

improved by adding more images in the context of Icelandic beaches to the dataset, which 

would lead to the system being able to accurately detect more types of objects. 

Kraft et al. [69] used YOLOv4 to detect objects using UAV and achieved a mAP50 

of 0.785. While the detection module performed significantly lower with 0.52, this was 

expected due to the custom dataset being very small, with 138 images, compared to the 

UAVVaste dataset featuring 772 images used by Kraft et al. Further, the images used in the 

UAVVaste dataset were more homogenous than the images in the custom dataset. 

The initial model created during training with the combined dataset achieved similar 

results as Kraft et al. when tested against the test set of the combined dataset, resulting in a 

mAP of 0.83. This model, however, did not perform well in the context of Icelandic beaches, 

with an mAP of 0.28. It was established that a custom training dataset was needed to perform 

successfully in the context of Icelandic beaches. The following papers support the idea that 

creating a larger dataset could significantly boost the performance of the model. Pixel-level 

image classification for detecting beach litter using a deep learning approach [50] concluded 

that marine litter on beaches could be classified with 60-80% accuracy. A Deep Learning-

Based Intelligent Garbage Detection System Using an Unmanned Aerial Vehicle [23] 

achieved 90% and 94% accuracy, respectively, in their experiments. Deep learning-based 

waste detection in natural and urban environments [30] achieved 70% detection accuracy. 

The location accuracy of the module performs within specifications by design do to 

the bounding box always being within the perimeter of the object in a successful detection. 

With respect to the usability specification, the module does not possess any 

measurable or comparable properties. However, due to the Ultralytics library being used, the 

training and retraining of the model can be easily accomplished and integrated into a potential 

continuous refinement process. Further, the YOLOv8 model can be exported to run on 

various different architectures, thus making it possible to operate the system on different base 

stations as needed. 

The detection module contributes to fulfilling the criteria for speed and efficiency due 

to the module's ability to operate at 41 FPS mean with a standard deviation of 10 FPS. This 

allows the system to process a 30FPS stream in real-time, which is needed to fulfill the 

specification of continuous operation and scanning a large area autonomously. Comparably, 

the YOLOv4 module used by Kraft et al. running on a Nvidia Xavier architecture performed 

with 5.4 FPS. The Deep Brain project [14] offloaded the processing to the cloud and achieved 

15 FPS. 
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Scalability is supported by the detection module's flexibility in operating on various 

platforms. Further, if the frame rate is reduced, the same base station can support multiple 

scanning drones. 

The module was designed with very little customization, thus allowing the detection 

module to be easily upgraded to, for example, YOLOv9. Further, the model can be retrained 

at any time when new images are added to the dataset. 

8.3.2 Locations Module 

The detection module performance can be evaluated by comparing it with the literature 

introduced in chapter 2 and by using the criteria defined in 3.1. 

The most important criterion for the location module is location accuracy. This is 

influenced by both the method used to calculate the offset but also by the accuracy of the 

telemetry provided along with the image. The drone's GPS typically provides an accuracy of 

around 1m [102], which fulfills the specified frame of 5x5m. The accuracy of the location 

module, assuming the location of the drone is accurate, was calculated to be well within a 

2x2m frame, as shown in 7.2. The offset caused by errors in telemetry has been calculated to 

result in a 1.52m offset in the output if the altitude is wrong by 1.67 meters. This is still well 

within the established 5x5m frame. Kraft et al. [69] did not provide any specific numbers 

regarding the location accuracy of the method used in their project. They mentioned, 

however, that “the detected objects can be placed on the map with an accuracy that enables 

automated path planning for subsequent pickup.”. It is unclear what that means. Hosseinpoor 

et al. [56] used imagery acquired with a thermal camera on an RTK-enabled UAV at an 

altitude of 60m and found that the mean standard deviation for GPS was 19.4m and 0.45m 

with RTK enabled. If it is assumed that the error increases proportionally with altitude, the 

error can be estimated to be 3.2m if the 60m is converted to 10m altitude. This results in 

slightly lower performance. 

In terms of speed, efficiency, and scalability, the module fulfills the criteria because 

the code runs in real-time without any measurable performance requirements. 

The module fulfills the criteria for adaptability since the code is written in python and 

uses existing modules where possible, thus making it easy to adapt and expand the 

functionality even with limited programming knowledge. 

8.3.3 Integrated System 

The integrated system is evaluated using the same methods as the two modules but focuses 

more on the evaluation of the overall system in combination. Due to the limited number of 

similar projects, the system is evaluated according to the criteria defined in 3.1. 

The system's object detection accuracy was already discussed in 8.3.1. However, 

further tests on beaches that were completely unrelated to the training dataset were performed. 

One survey on the Westman Islands showed that the system accurately detected a cluster of 

small buoys and a blue plastic drum on a beach not represented in the training data. The 

system misidentified a passing seagull and missed 2 of the seven buoys. During a survey on 

a black sand beach in south Iceland, the system was tested in the presence of ice, which led 

to completely unusable results. The system detected most of the ice fragments as trash. This 

could be improved by introducing ice into the dataset. 

The location accuracy was also previously discussed in 8.3.2 but can be further 

evaluated in combination with the telemetry of the drone. As discussed in 7.3.2, the survey 
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results acquired on the beach near Strandarkirkja were used to verify the flight path of the 

drone and the positional accuracy of the detections, both using GPS on the phone and 

prominent reference features on aerial images of the area. It was established that the detected 

objects were correctly located within the specified 5x5m frame as defined in the criteria. The 

same test was performed using the data acquired on the beach in the Westman Islands, and 

similar results were obtained. 

The proposed solution is easy to operate due to the usage of off-the-shelf consumer 

components. This allows for scalability and large-scale adoption with relatively low cost for 

the detection component of the system. It can be operated by a nonprofessional, which 

significantly expands the use cases. In contrast, the solution developed by Kraft et al. [69] 

poses significant challenges due to the setup and architecture of the system using complex 

custom-built components that are difficult to operate and maintain. 

The system successfully avoids beach wrack by operating without physical contact 

with the beach, thus avoiding being entangled, and is operable on beaches that are difficult to 

access. 

The proposed solution partially fulfills the criteria for speed and efficiency as it is able 

to scan large-scale areas autonomously and is designed for continuous operation but poses a 

risk to birds during the breeding season. 

Environmental criteria are met in most cases due to the system not being in contact 

with the beach. It does, however, pose a challenge to birds, especially during the breeding 

season, which only partially fulfills the criteria. 

Durability and maintenance criteria, as defined, were not possible to measure due to 

the lack of hardware for longterm testing. Such a test could be conducted in future research 

using a DJI Dock Two [82], which would probably fulfill the criteria due to the weather proof 

design of the system. Long-term testing would be necessary to evaluate the maintenance 

requirement. 

The proposed solution is scalable and capable of being deployed on different sizes of 

beaches, from small coves to long stretches of coastal areas. It is highly adaptable to integrate 

future technological advancements and can easily be modified to expand its capabilities due 

to the modular nature of the design. Offloading the processing to a base station and the use 

of off-the-shelf drones make the system highly adaptable. 

8.4 Final Thoughts 

This thesis has shown that consumer drone accuracy is sufficient to facilitate the scanning, 

identification, and location of trash objects on beaches. The machine learning model used 

was sufficient for testing purposes but needs a larger dataset captured in context to provide a 

better basis for training the model and thus generate fewer false positives. Further, a larger 

dataset would enable the model to identify more types of trash on more types of Icelandic 

beaches and cover a more diverse set of lighting conditions. 

During the study, it became apparent that developing a universal model capable of 

trash detection on Icelandic beaches provides sufficient work to justify a master thesis. While 

the training itself is costly, the acquisition of the images requires a significant amount of time 

and effort. While the beach is one day full of trash, it can be empty a few days later. This 

further complicates the curation of training data sets. Often, beaches of interest are also hard 

to access by road, so at least a 4x4 vehicle is necessary to capture the required data.  

Those challenges could be partially overcome by utilizing the cleanup process to 

incorporate continuous annotation and training, allowing the model to improve over time. 

Using continuous annotation corrects errors in the existing model and enhances future 
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cleanup operations. Further, acquiring more images could be combined with a larger project 

to survey the coastal regions. 

To make the process a reality, the next step is to implement an image classification 

algorithm, allowing the system to identify the type and properties of the discovered objects. 

Once complete, the information can be used to identify potential objects like buoys or plastic 

to conduct tests with autonomous pickup drones. While research has been done in the area, 

specific tests, especially with respect to Icelandic weather conditions and obstacles such as 

beach wrack, are necessary. Further research also needs to be invested into designing the end-

to-end process, including logistics, charging, maintenance, and disposal of the collected trash. 

Various grippers need to be evaluated to accommodate more potential objects, and fail-safe 

mechanisms must be implemented to avoid the loss of drones. 

Future research should involve a feasibility test using LLMs such as GPT4o, which 

can now process images and provide information about the objects it discovers. LLMs could 

be used to determine the properties of the objects in the images if it is not clear what the image 

contains. A Quick test revealed that GPT4o could successfully identify all the objects in the 

image shot during the Westman Island survey. Further, it was able to estimate the ground 

sampling distance by guessing the object’s dimensions. 

While the thesis showed that certain challenges exist, there is strong confidence that 

this solution can become a reality. Due to the open design of the solution, the applications are 

not limited to beaches. Drones have become more aware of their surroundings by integrating 

full 360° obstacle avoidance, which opens the possibility of using this solution in urban areas. 

This could help Iceland fight the litter problem that arises in urban areas in part due to the 

constant wind. 

The proposed shift towards automation highlights a promising direction for 

environmental conservation, where technology and innovation pave the way for a cleaner, 

more sustainable future.
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Appendix A Results 

Table 8.1 Sensitivity of Location Function 

bearing new_lon new_lat delta_m delta_lon_m delta_lat_m 

-10 -21.702719 68.834345 2.186316 1.888319 1.10192 

-7.777778 -21.702722 68.834343 1.738991 1.518388 0.847695 

-5.555556 -21.702726 68.83434 1.269485 1.119547 0.598505 

-3.333333 -21.70273 68.834338 0.777972 0.692394 0.354725 

-1.111111 -21.702734 68.834336 0.264699 0.237574 0.116723 

1.111111 -21.702738 68.834333 0.270013 0.244231 0.115145 

3.333333 -21.702743 68.834331 0.825777 0.752295 0.340529 

5.555556 -21.702748 68.834329 1.402143 1.285855 0.55909 

7.777778 -21.702753 68.834327 1.9986 1.844108 0.7705 

10 -21.702758 68.834325 2.614583 2.426213 0.97444 

altitude new_lon new_lat delta_m delta_lon_m delta_lat_m 

15 -21.702776 68.834345 4.548337 4.425743 1.04889 

16.111111 -21.702767 68.834342 3.537595 3.442244 0.815803 

17.222222 -21.702758 68.83434 2.526854 2.458746 0.582717 

18.333333 -21.702749 68.834338 1.516112 1.475247 0.34963 

19.444444 -21.702741 68.834336 0.505371 0.491749 0.116543 

20.555556 -21.702732 68.834333 0.505371 0.491749 0.116543 

21.666667 -21.702723 68.834331 1.516112 1.475247 0.34963 

22.777778 -21.702714 68.834329 2.526852 2.458744 0.582717 

23.888889 -21.702705 68.834327 3.537593 3.442242 0.815804 

25 -21.702696 68.834324 4.548334 4.425739 1.048891 

focal_length new_lon new_lat delta_m delta_lon_m delta_lat_m 

23 -21.702729 68.834333 0.791015 0.769694 0.182416 

23.222222 -21.702731 68.834333 0.609346 0.592922 0.140521 

23.444444 -21.702732 68.834333 0.431122 0.419501 0.099421 

23.666667 -21.702734 68.834334 0.256244 0.249338 0.059092 

23.888889 -21.702735 68.834334 0.08462 0.082339 0.019514 

24.111111 -21.702737 68.834335 0.08384 0.08158 0.019334 

24.333333 -21.702738 68.834335 0.249224 0.242506 0.057473 

24.555556 -21.70274 68.834335 0.411614 0.40052 0.094922 

24.777778 -21.702741 68.834336 0.571091 0.555698 0.131699 

25 -21.702743 68.834336 0.727734 0.708119 0.167822 

Appendix B Code 

Below, all the codes used in the project are listed. All the code can also be found in [103]. 

The main functions are outlined below. 

• Scanner: accepts a video file and a subtitle file containing DJI telemetry. Inside the 

script, properties such as frames to skip the location of the database, etc., can be 

configured. 

• Location Module: calculates the location of an object based on the input coordinates 

and the location expressed in pixels in the image. 

• Performance Test: Measures the duration of each inference performed and plots the 

results, such as mean and standard deviation. 

• Visualization: Visualizes the outputs of the Location Module. 

• Duplicate Remover: Removes items from the databased based on proximity and 

similarity using a SIFT feature extractor. 
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• Cluster Analysis: Used to analyze the precision of multi-detections of objects by 

clustering the detections into x clusters. 

• Sensitivity Analysis: Performs the sensitivity analysis on the bearing, focal length, 

and altitude parameters for the location module and plots the results. 

• Cluster error: Calculates the centroid of the detections in the cluster and calculates 

and prints the mean and standard deviation of the detections with respect to the 

centroid. 

• Webserver: Displays the contents of the Database on a local website. 

• Index: Provides the template for the website used in the webserver. 

Scanner 

import cv2 

import pysrt 

from ultralytics import YOLO 

import re 

import location2 

from collections import deque 

from geopy.distance import geodesic 

from math import atan2, radians, degrees, cos, sin 

import matplotlib.pyplot as plt 

import cv2 

import random 

import sqlite3 

 

def parse_metadata(metadata_string): 

 

    # Removing HTML tags for cleaner text processing 

    clean_text = re.sub(r'<[^>]+>', '', metadata_string) 

 

    # Dictionary to store the values 

    geo_data = {} 

 

    # Extracting the numbers for specific keys and storing them as floats in the 

dictionary 

    def extract_float(key, pattern): 

        match = re.search(pattern, clean_text) 

        return float(match.group(1)) if match else None 

 

    geo_data['latitude'] = extract_float('latitude', r'latitude: ([\d\.\-]+)') 

    geo_data['longitude'] = extract_float('longitude', r'longitude: ([\d\.\-]+)') 

    geo_data['rel_alt'] = extract_float('rel_alt', r'rel_alt: ([\d\.\-]+)') 

    geo_data['abs_alt'] = extract_float('abs_alt', r'abs_alt: ([\d\.\-]+)') 

 

    return geo_data 

 

# Function to process frames 

def process_frame(frame, geo_data): 

 

    # Constants 

    diagonal_size_inches = 1/1.3  # example diagonal in inches 

    aspect_ratio = (4, 3)  # example aspect ratio 
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    focal_length_mm = 24    # Focal length in millimeters 

     

    bearing = geo_data['bearing'] 

    drone_longitude = geo_data['longitude'] 

    drone_latitude = geo_data['latitude'] 

    drone_altitude = geo_data['abs_alt'] 

    # Perform detection 

    results = model.predict(frame, imgsz=1280, conf=0.7) 

    image_height_y, image_width_x, c = frame.shape 

    print(image_width_x, image_height_y) 

    # List to store each object's data 

    detected_objects = [] 

 

    for result in results: 

        for box in result.boxes: 

            px_x, px_y, w, h = box.xywh[0].numpy()  # Extract bounding box 

coordinates and size 

            x1, y1, x2, y2 =box.xyxy[0].numpy() 

            # Calculate the geographic location of the detected object 

            new_lon, new_lat= location2.calculate_offset(drone_longitude, 

drone_latitude, image_width_x,  

                                                        image_height_y, px_x, px_y, 

bearing, altitude_m,  

                                                        diagonal_size_inches, 

aspect_ratio, focal_length_mm) 

            #print(f"The geographic coordinates of the point are Longitude: 

{new_lon}, Latitude: {new_lat}") 

 

            # Extract the part of the image enclosed by the bounding box 

            x1, y1 = int(px_x - w/2), int(px_y - h/2) 

            x2, y2 = int(px_x + w/2), int(px_y + h/2) 

            #cropped_image = frame[x1:y1, x2:y2].copy() 

            cropped_image = frame[y1:y2, x1:x2].copy() 

 

            # Store the bounding box, geographic coordinates, and image segment 

            detected_objects.append({ 

                'bbox': (x1, y1, x2, y2), 

                'bboxcenter': (px_x, px_y), 

                'coordinates': {'longitude': new_lon, 'latitude': new_lat}, 

                'coordinates_drone': {'longitude': drone_longitude, 'latitude': 

drone_latitude}, 

                'abs_alt': drone_altitude, 

                'image_segment': cropped_image, 

                'image': frame, 

                'bearing': bearing 

            }) 

 

    return detected_objects 

 

# Function to calculate bearing between two points 

def calculate_bearing(lat1, lon1, lat2, lon2): 

    """Calculate the bearing between two points on the earth.""" 

    lat1, lon1, lat2, lon2 = map(radians, [lat1, lon1, lat2, lon2]) 
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    dLon = lon2 - lon1 

    x = atan2(sin(dLon) * cos(lat2), cos(lat1) * sin(lat2) - sin(lat1) * cos(lat2) 

* cos(dLon)) 

    return degrees(x) 

 

# Function to display frame with speed and bearing 

def display_frame(frame, speed, bearing, current_altitude, objects=[]): 

    """Display the video frame with speed and bearing information overlay.""" 

         

    font = cv2.FONT_HERSHEY_SIMPLEX 

    cv2.putText(frame, f'Speed: {speed:.2f} m/s', (10, 30), font, 0.7, (255, 255, 

255), 2, cv2.LINE_AA) 

    cv2.putText(frame, f'Bearing: {bearing:.2f} degrees', (10, 60), font, 0.7, 

(255, 255, 255), 2, cv2.LINE_AA) 

    cv2.putText(frame, f'Altitude: {current_altitude:.2f} m', (10, 90), font, 0.7, 

(255, 255, 255), 2, cv2.LINE_AA) 

 

    # Draw bounding boxes and display geographic coordinates 

    for obj in objects: 

        bbox = obj['bbox'] 

        coordinates = obj['coordinates'] 

        longitude, latitude = coordinates['longitude'], coordinates['latitude'] 

         

        # Draw rectangle around the object 

        cv2.rectangle(frame, (bbox[0], bbox[1]), (bbox[2], bbox[3]), (0, 255, 0), 

2) 

         

        # Display geographic coordinates on the frame 

        coord_text = f"Lon: {longitude:.6f}, Lat: {latitude:.6f}" 

        cv2.putText(frame, coord_text, (bbox[0], bbox[1] - 10), font, 0.5, (0, 255, 

0), 2, cv2.LINE_AA) 

 

    cv2.imshow('Video', frame) 

 

def calculate_frames_to_skip(speed, gsd, image_height, frame_rate): 

    """ 

    Calculate the number of frames to skip to avoid overlap in video frames based 

on speed, GSD, and image size. 

 

    Parameters: 

    speed (float): Speed of the camera relative to the ground in meters/second. 

    gsd (float): Ground Sample Distance in meters. 

    image_height (int): The height of the image in pixels. 

    frame_rate (float): Video frame rate in frames per second. 

 

    Returns: 

    int: The number of frames to skip to avoid overlap. 

    """ 

    ground_distance_covered = gsd * image_height  # Total vertical distance covered 

by the image 
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    time_to_cover_distance = ground_distance_covered / speed  # Time required to 

cover this distance 

    frames_to_skip = int(frame_rate * time_to_cover_distance)  # Calculate frames 

to skip 

 

    return frames_to_skip 

 

def plot_detected_objects(detected_objects): 

    """ 

    Plots images of detected objects with bounding boxes and coordinates annotated. 

 

    Args: 

    detected_objects (list): A list of dictionaries, each containing 

'image_segment' and 'coordinates'. 

    """ 

 

    # Check if there are fewer than 10 objects, if so, use the length of the list 

    num_objects = min(10, len(detected_objects)) 

 

    # Select 10 random objects if there are at least 10, otherwise select all 

    if num_objects < 10: 

        selected_objects = detected_objects  # Use all objects if fewer than 10 

    else: 

        selected_objects = random.sample(detected_objects, 10) 

 

    num_objects = len(selected_objects) 

     

    fig, axes = plt.subplots(1, num_objects, figsize=(1 * num_objects, 2))  # 

Adjust size as needed 

 

    if num_objects == 1: 

        axes = [axes]  # Make it iterable for a single subplot scenario 

 

    for ax, obj in zip(axes, selected_objects): 

        # Convert BGR image to RGB 

        image = cv2.cvtColor(obj['image_segment'], cv2.COLOR_BGR2RGB) 

        ax.imshow(image) 

        ax.axis('off')  # Hide axis 

        longitude, latitude = obj['coordinates']['longitude'], 

obj['coordinates']['latitude'] 

        ax.set_title(f"Lon: {longitude:.6f}, Lat: {latitude:.6f}", fontsize=6) 

 

    plt.show() 

 

def initialize_and_insert_objects(db_path, detected_objects): 

    """Initializes the database if not already set up and inserts detected objects. 

     

    Args: 

    db_path (str): Path to the SQLite database file. 

    detected_objects (list): A list of dictionaries containing detected object 

data. 
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    """ 

    # Establish connection and create table if it does not exist 

    conn = sqlite3.connect(db_path) 

    cursor = conn.cursor() 

    cursor.execute(''' 

        CREATE TABLE IF NOT EXISTS objects ( 

            id INTEGER PRIMARY KEY AUTOINCREMENT, 

            image BLOB, 

            longitude REAL, 

            latitude REAL, 

            altitude REAL, 

            bbox TEXT 

        ) 

    ''') 

    conn.commit() 

 

    # Function to insert a single object into the database 

    def insert_object(image, longitude, latitude, altitude, bbox): 

        # Convert image to binary data 

        _, buffer = cv2.imencode('.jpg', image) 

        image_data = buffer.tobytes() 

 

        # Convert bounding box data to a string format 

        bbox_str = ','.join(map(str, bbox)) 

 

        # Insert data into the database 

        cursor.execute(''' 

            INSERT INTO objects (image, longitude, latitude, altitude, bbox) 

            VALUES (?, ?, ?, ?, ?) 

        ''', (image_data, longitude, latitude, altitude, bbox_str)) 

        conn.commit() 

 

    # Process each detected object 

    for obj in detected_objects: 

        print('inserting obj') 

        print(obj) 

        insert_object( 

            obj['image_segment'], 

            obj['coordinates']['longitude'], 

            obj['coordinates']['latitude'], 

            obj['abs_alt'], 

            obj['bbox'] 

        ) 

 

    # Close the database connection 

    conn.close() 

 

def plot_flight_path(flight_path,detected_objects): 

    import folium 

    import location2 

     

    map = folium.Map(location=flight_path[0], zoom_start=17) 
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    #map = folium.Map(location=flight_path[0], zoom_start=17) 

    folium.TileLayer('Esri.WorldImagery').add_to(map) 

    # Add a marker for the drone 

 

    # Add a line to the map to represent the flight path 

    folium.PolyLine(flight_path, color='blue', weight=5, opacity=0.8).add_to(map) 

 

    # Optionally, add markers at each coordinate point 

    for obj in detected_objects: 

        coordinates = obj['coordinates']['latitude'], 

obj['coordinates']['longitude'] 

        folium.Marker( 

            location=coordinates, 

             

            icon=folium.Icon(icon='plane', prefix='fa', color='red') 

        ).add_to(map) 

         

    map.save("save_file.html") 

 

if __name__ == "__main__": 

    # Initialize a deque to store the last 90 coordinates along with timestamps 

    coords_window = deque(maxlen=90) 

 

    # Initialize the YOLOv8 model 

    model = YOLO("./detect1280b16ep200custom138/train/weights/best.pt")  # Adjust 

the model path and name as necessary 

 

    # Load SRT file 

    subs = pysrt.open('./thesis/westman/DJI_0301.srt') 

 

    # Capture video 

    cap = cv2.VideoCapture('./thesis/westman/DJI_0301.MP4') 

    frame_id = 0 

 

    sensor_dimension_x_mm, sensor_dimension_y_mm = 15.630769230769229, 

11.723076923076922 

    focal_length_mm = 24    # Focal length in millimeters 

 

    detected_objects = [] 

    flight_path = [] 

 

    # Main loop to process video frames 

    try: 

        while True: 

            ret, frame = cap.read() 

            if not ret: 

                break 

             

            # Get current time in seconds 

            current_time = cap.get(cv2.CAP_PROP_POS_MSEC) / 1000.0 

            sub = subs.at(seconds=current_time) 

            fps = cap.get(cv2. CAP_PROP_FPS) 

 



82    
 

   

            if sub and sub.text.strip(): 

                # Assuming parse_metadata function correctly extracts the latitude 

and longitude 

                geo_data = parse_metadata(sub.text) 

                current_position = (geo_data['latitude'], geo_data['longitude']) 

                 

                # Add current position and time to the deque 

                coords_window.append((current_position, current_time)) 

 

                # Ensure we have at least two points to calculate speed and bearing 

                if len(coords_window) >= 2: 

                    # Use the first and the last item in the deque for calculations 

                    (start_pos, start_time), (end_pos, end_time) = 

coords_window[0], coords_window[-1] 

 

                    # Calculate distance in meters 

                    distance = geodesic(start_pos, end_pos).meters 

 

                    # Calculate time difference in seconds 

                    time_diff = end_time - start_time 

 

                    # Calculate speed in meters per second 

                    speed = distance / time_diff if time_diff > 0 else 0 

 

                    geo_data['speed'] = speed 

 

                    # Calculate bearing in degrees 

                    bearing = calculate_bearing(start_pos[0], start_pos[1], 

end_pos[0], end_pos[1]) 

 

                    geo_data['bearing'] = bearing 

 

                     

                     

                    geo_data['abs_alt'] = 15 

 

                    altitude_m = geo_data['abs_alt'] 

 

                    image_width_x, image_height_y, c = frame.shape 

 

                    gsd_x, gsd_y = location2.calculate_gsd(sensor_dimension_x_mm, 

sensor_dimension_y_mm, altitude_m, image_width_x, image_height_y, focal_length_mm) 

 

                    # Display the frame with speed and bearing 

                    if speed != 0: 

                        #skip_frames = calculate_frames_to_skip(speed, gsd, 

image_height, fps) 

                        skip_frames = 1 

                    else: 

                        skip_frames = 1 

                    #print(skip_frames) 

                    # Process only every 30th frame 

                    skip_detect = 1 
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                    flight_path.append(current_position) 

 

                    if frame_id % skip_frames == 0: 

                        # Parse the metadata 

                        objects = process_frame(frame, geo_data) 

                        display_frame(frame, speed, bearing, altitude_m, objects) 

                         

                        if frame_id % skip_detect == 0: 

                        # Parse the metadata 

                            for obj in objects: 

                                detected_objects.append(obj) 

 

                                 

 

                     

                         

                     

 

 

 

            frame_id += 1 

 

            # Break the loop by pressing 'q' 

            if cv2.waitKey(1) & 0xFF == ord('q'): 

                #print(detected_objects) 

                 

 

                break 

 

    finally: 

        cap.release() 

        plot_flight_path(flight_path, detected_objects) 

        plot_detected_objects(detected_objects) 

         

        db_path = 'detected_objects.db' 

        initialize_and_insert_objects(db_path, detected_objects) 

        cv2.destroyAllWindows() 

 

Location Module 

import math 

from geographiclib.geodesic import Geodesic 

from geopy import distance 

def calculate_sensor_dimensions(diagonal_inches, aspect_ratio): 

    """ 

    Calculate the width and height of a camera sensor based on its diagonal size in 

inches and aspect ratio. 

    The output dimensions are in millimeters. 
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    Parameters: 

    diagonal_inches (float): The diagonal size of the sensor in inches. 

    aspect_ratio (tuple): A tuple representing the aspect ratio (width, height). 

 

    Returns: 

    tuple: A tuple containing the width and height of the sensor in millimeters. 

    """ 

    # Conversion factor from inches to millimeters 

    mm_per_inch = 25.4 

 

    # Convert diagonal from inches to millimeters 

    diagonal_mm = diagonal_inches * mm_per_inch 

 

    # Extract the width-to-height ratio from the aspect ratio tuple 

    w_ratio, h_ratio = aspect_ratio 

 

    # Convert aspect ratio to float 

    aspect_ratio_float = w_ratio / h_ratio 

 

    # Calculate width using the derived formula 

    width = diagonal_mm / math.sqrt(1 + (1/aspect_ratio_float)**2) 

 

    # Calculate height using the aspect ratio and width 

    height = width / aspect_ratio_float 

 

    return width, height 

 

def calculate_gsd(sensor_dimension_x_mm, sensor_dimension_y_mm, altitude_m, 

sensor_resolution_x, sensor_resolution_y, focal_length_mm): 

    """ 

    Calculate the Ground Sampling Distance (GSD) in meters. 

 

    Parameters: 

    sensor_dimension_mm (float): The size of the sensor dimension (width height) in 

mm. 

    altitude_m (float): The altitude above the ground in meters. 

    sensor_resolution (int): The number of pixels along the sensor dimension (width 

or height). 

    focal_length_mm (float): The focal length of the camera in millimeters. 

 

    Returns: 

    float: The Ground Sampling Distance (GSD) in meters. 

    """ 

     

    # Calculate GSD in millimeters using the formula 

    gsd_x_m = (sensor_dimension_x_mm * altitude_m) / (sensor_resolution_x * 

focal_length_mm) 

    gsd_y_m = (sensor_dimension_y_mm * altitude_m) / (sensor_resolution_y * 

focal_length_mm) 

 

    return gsd_x_m, gsd_y_m 

 



   85  

 
 

  

def calculate_offset(drone_lon, drone_lat, image_width_x, image_height_y, px_x, 

px_y, bearing, altitude_m, diagonal_size_inches, aspect_ratio, focal_length_mm): 

     

    #invert yolo ref frame 

    px_y = image_height_y - px_y 

 

    #print("RUEDI", px_y) 

 

    sensor_dimension_x_mm, sensor_dimension_y_mm = 

calculate_sensor_dimensions(diagonal_size_inches, aspect_ratio) 

     

    gsd_x, gsd_y = calculate_gsd(sensor_dimension_x_mm, sensor_dimension_y_mm, 

altitude_m, image_width_x, image_height_y, focal_length_mm) 

 

    # Calculate the offset in meters from the center of the image to the point 

    center_x, center_y = image_width_x / 2, image_height_y / 2 

    meters_offset_x = (px_x - center_x) * gsd_x 

    meters_offset_y = (px_y - center_y) * gsd_y 

 

    #print(meters_offset_x, meters_offset_y) 

    ############# 

    ###NOT ACCURATE 

    EARTH_RADIUS = 6371000  # Earth radius in meters 

     

    # Convert bearing to radians 

    bearing_radians = math.radians(bearing) 

     

    # Rotate the delta offsets based on the bearing 

    # Bearing is measured clockwise from north, thus use the standard rotation 

formula 

    rotated_delta_x = meters_offset_x * math.cos(bearing_radians) + meters_offset_y 

* math.sin(bearing_radians) 

    rotated_delta_y = -meters_offset_x * math.sin(bearing_radians) + 

meters_offset_y * math.cos(bearing_radians) 

    #print(rotated_delta_x, rotated_delta_y) 

    # Convert delta meters to radians 

    delta_lat = rotated_delta_y / EARTH_RADIUS 

    delta_lon = rotated_delta_x / (EARTH_RADIUS * 

math.cos(math.radians(drone_lat))) 

 

    # Convert radians to degrees 

    delta_lat_deg = math.degrees(delta_lat) 

    delta_lon_deg = math.degrees(delta_lon) 

 

    # Calculate new geographic coordinates 

    new_latitude = drone_lat + delta_lat_deg 

    new_longitude = drone_lon + delta_lon_deg 

    ###NOT ACCURATE 

    ######################### 

    distance, angle = cartesian_to_polar_north(rotated_delta_x,rotated_delta_y) 

    geod = Geodesic.WGS84 

    theta = angle #direction from North, clockwise  

    shift = distance #meters 
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    g = geod.Direct(drone_lat, drone_lon, angle, shift) 

 

    lat2 = g['lat2'] 

    lon2 = g['lon2'] 

 

    #return new_longitude, new_latitude 

    return lon2, lat2 

     

def generate_google_maps_link(longitude, latitude): 

    """ 

    Generate a link to Google Maps for the given longitude and latitude. 

 

    Parameters: 

    longitude (float): Longitude of the location. 

    latitude (float): Latitude of the location. 

 

    Returns: 

    str: URL to Google Maps pointing to the specified location. 

    """ 

    base_url = "https://www.google.com/maps/search/?api=1&query=" 

    return f"{base_url}{latitude},{longitude}" 

 

def cartesian_to_polar_north(x, y): 

    """ 

    Convert Cartesian coordinates (x, y) to polar coordinates (distance, degrees) 

with angle relative to North. 

 

    :param x: x-coordinate (east-west displacement) 

    :param y: y-coordinate (north-south displacement) 

    :return: A tuple (distance, degrees) where: 

             - distance is the radial distance from the origin 

             - degrees is the angle in degrees from the north, measured clockwise 

    """ 

    # Calculate the radial distance using the Pythagorean theorem 

    distance = math.sqrt(x**2 + y**2) 

     

    # Calculate the angle in radians from the north, then convert to degrees 

    radians = math.atan2(x, y) 

    degrees = math.degrees(radians) 

     

    # Adjust the degrees to be between 0 and 360 

    degrees = (degrees + 360) % 360 

     

    return distance, degrees 

 

if __name__ == "__main__": 

 

    diagonal_size_inches = 1/1.3  # example diagonal in inches 

    aspect_ratio = (4, 3)  # example aspect ratio 

    altitude_m = 15        # Altitude in meters 

    focal_length_mm = 24    # Focal length in millimeters 

    drone_longitude = -20.249132 
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    drone_latitude = 63.445533 

    image_width_x = 1920  # pixels 

    image_height_y = 1080  # pixels 

    px_x = 832.79596  # pixel x coordinate 

    px_y = 52.755585  # pixel y coordinate 

    bearing = 180 # Bearing in degrees 

 

    

    sensor_dimension_x_mm, sensor_dimension_y_mm = 

calculate_sensor_dimensions(diagonal_size_inches, aspect_ratio) 

    print(sensor_dimension_x_mm, sensor_dimension_y_mm) 

 

    gsd_x, gsd_y = calculate_gsd(sensor_dimension_x_mm, sensor_dimension_y_mm, 

altitude_m, image_width_x, image_height_y, focal_length_mm) 

    print(gsd_x, gsd_y) 

 

    new_lon, new_lat = calculate_offset(drone_longitude, drone_latitude, 

image_width_x, image_height_y, px_x, px_y, bearing, altitude_m, 

diagonal_size_inches, aspect_ratio, focal_length_mm) 

 

    print(f"The geographic coordinates of the drone are Longitude: 

{drone_longitude}, Latitude: {drone_latitude}") 

    print(f"The geographic coordinates of the point are Longitude: {new_lon}, 

Latitude: {new_lat}") 

    

    orig = ( drone_latitude, drone_longitude) 

    objcord = ( new_lat,new_lon) 

 

    print(distance.distance(objcord,orig).meters) 

 

    #link = generate_google_maps_link(drone_longitude, drone_latitude) 

 

    #print("Google Maps Link:", link) 

 

    #link = generate_google_maps_link(new_lon, new_lat) 

    #print("Google Maps Link:", link) 

 

Performance Test 

import time 

from ultralytics import YOLO 

import cv2 

from time import perf_counter 

import numpy as np 

import matplotlib.pyplot as plt 

 

if __name__ == "__main__": 

     

    # Initialize the YOLOv8 model 

    model = YOLO("./detect1280b16ep200/weights/best.pt")  # Adjust the model path 

and name as necessary 
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    # Capture video     

    cap = cv2.VideoCapture('./DJI_0208.MP4') 

    frame_count = 0 

    frame_times = [] 

    fps_values = [] 

    start_time2 = perf_counter() 

    detections_made=[] 

     

    try: 

        cv2.namedWindow('hidden', cv2.WINDOW_NORMAL) 

        cv2.moveWindow('hidden', 10000, 10000)  # Move the window out of the screen 

        while True: 

             

            ret, frame = cap.read() 

            if not ret: 

                break 

            frame_count += 1 

 

            start_time = perf_counter() 

   

              # Get the current time before the command executes 

 

            # Call the function whose duration you want to measure 

            #result = model(frame,stream=True, device='mps', imgsz=1280, show=True) 

            results = model.predict(frame, stream=True,  device='mps', imgsz=1280) 

             

            for res in results: 

 

                if len(res.boxes) > 0: 

                    detections_made.append(True) 

                else: 

                    detections_made.append(False) 

            # Check if detections were made 

             

             

                 

            end_time = perf_counter()  # Get the current time after the command has 

executed 

             

 

        # Display the annotated frame 

             

            #cv2.imshow('Video', frame) 

             

             

            duration = end_time - start_time  # Calculate the duration 

            frame_times.append(duration)  # Store the duration 

            fps = 1 / duration  # Calculate FPS for the current frame 

            fps_values.append(fps)  # Store the FPS 

 

            print(f"The command took {duration} seconds to execute. FPS: {fps}") 
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            # Break the loop by pressing 'q' 

            if cv2.waitKey(1) & 0xFF == ord('q'): 

                end_time2 = perf_counter() 

                duration2 = end_time2 - start_time2 

                print(f"Total duration: {duration2} seconds") 

                print(f"Total frames: {frame_count}") 

                print(f"{frame_count/duration2} FPS") 

                break 

    finally: 

        cap.release() 

        cv2.destroyAllWindows() 

 

        # Calculate mean and standard deviation for frame processing times 

        mean_duration = np.mean(frame_times) 

        std_deviation_duration = np.std(frame_times) 

 

        # Calculate mean and standard deviation for FPS 

        mean_fps = np.mean(fps_values) 

        std_deviation_fps = np.std(fps_values) 

 

        print(f"Mean duration per frame: {mean_duration} seconds") 

        print(f"Standard deviation of duration: {std_deviation_duration} seconds") 

        print(f"Mean FPS: {mean_fps}") 

        print(f"Standard deviation of FPS: {std_deviation_fps}") 

 

        fps_indices = np.arange(len(fps_values)) 

 

        # Plot FPS values with detections highlighted 

        plt.figure(figsize=(12, 6)) 

        colors = ['red' if detection else 'blue' for detection in detections_made] 

 

        plt.subplot(1, 2, 1) 

        plt.scatter(fps_indices, fps_values, c=colors) 

        plt.axhline(y=mean_fps, color='r', linestyle='-', label=f'Mean: 

{mean_fps:.2f} FPS') 

        plt.axhline(y=mean_fps + std_deviation_fps, color='g', linestyle='--', 

label=f'Std Dev: {std_deviation_fps:.2f} FPS') 

        plt.axhline(y=mean_fps - std_deviation_fps, color='g', linestyle='--') 

        plt.xlabel('Frame') 

        plt.ylabel('FPS') 

        plt.title('FPS Values with Detection Highlighted') 

        red_patch = plt.Line2D([0], [0], marker='o', color='w', 

markerfacecolor='red', markersize=10, label='Detections Made') 

        blue_patch = plt.Line2D([0], [0], marker='o', color='w', 

markerfacecolor='blue', markersize=10, label='No Detections') 

        plt.legend(handles=[red_patch, blue_patch], loc='upper right') 

 

        # Plot FPS values all in the same color 

        plt.subplot(1, 2, 2) 

        plt.scatter(fps_indices, fps_values, color='blue') 

        plt.axhline(y=mean_fps, color='r', linestyle='-', label=f'Mean: 

{mean_fps:.2f} FPS') 
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        plt.axhline(y=mean_fps + std_deviation_fps, color='g', linestyle='--', 

label=f'Std Dev: {std_deviation_fps:.2f} FPS') 

        plt.axhline(y=mean_fps - std_deviation_fps, color='g', linestyle='--') 

        plt.xlabel('Frame') 

        plt.ylabel('FPS') 

        plt.title('FPS Values') 

        plt.legend() 

 

        plt.tight_layout() 

        plt.show() 

 

Visualization 

import folium 

import location2 

 

# Example usage: 

diagonal_size_inches = 1/1.3  # example diagonal in inches 

aspect_ratio = (4, 3)  # example aspect ratio 

altitude_m = 20        # Altitude in meters 

focal_length_mm = 24    # Focal length in millimeters 

drone_longitude = -20.249132 

drone_latitude = 63.445533 

image_width_x = 1920  # pixels 

image_height_y = 1080  # pixels 

px_x = 832.79596  # pixel x coordinate 

px_y = 52.755585  # pixel y coordinate 

bearing = -54 # Bearing in degrees 

 

new_lon, new_lat = location2.calculate_offset(drone_longitude, drone_latitude, 

image_width_x, image_height_y, px_x, px_y, bearing, altitude_m, 

diagonal_size_inches, aspect_ratio, focal_length_mm) 

print(f"The geographic coordinates of the point are Longitude: {new_lon}, Latitude: 

{new_lat}") 

print(drone_longitude, drone_latitude, image_width_x, image_height_y, px_x, px_y, 

bearing, altitude_m, diagonal_size_inches, aspect_ratio, focal_length_mm) 

print(f"new_lon: {new_lon}") 

print(f"new_lat: {new_lat}") 

# Create a map centered around the coordinates with a close zoom level 

 

# Add satellite imagery layer 

import folium 

import location2 

map = folium.Map(location=[drone_latitude, drone_longitude], zoom_start=17) 

folium.TileLayer('Esri.WorldImagery').add_to(map) 

# Add a marker for the drone 

folium.Marker( 

    [drone_latitude, drone_longitude], 

    popup='Drone Location', 

    icon=folium.Icon(color='red', icon='info-sign') 

).add_to(map) 
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folium.Marker( 

    [new_lat, new_lon], 

    popup='trash location', 

    icon=folium.Icon(color='green', icon='info-sign') 

).add_to(map) 

map.save("map1.jpg") 

 

# Display the map 

Map 

 

Duplicate Remover 

import sqlite3 

import cv2 

import numpy as np 

from math import radians, cos, sin, sqrt, atan2 

import matplotlib.pyplot as plt 

from geopy import distance 

 

def calculate_distance(lon1, lat1, lon2, lat2): 

 

    dist = distance.distance(( lat1, lon1),( lat2, lon2)).meters 

    return dist 

 

def debug_display_images(img1, img2): 

    """Display two images side by side for debugging.""" 

    plt.figure(figsize=(10, 5)) 

    plt.subplot(1, 2, 1) 

    plt.imshow(img1, cmap='gray') 

    plt.title('Image 1') 

    plt.subplot(1, 2, 2) 

    plt.imshow(img2, cmap='gray') 

    plt.title('Image 2') 

    plt.show() 

 

def remove_object(db_path, object_id): 

    """Remove an object from the database.""" 

    conn = sqlite3.connect(db_path) 

    cursor = conn.cursor() 

    cursor.execute("DELETE FROM objects WHERE id=?", (object_id,)) 

    conn.commit() 

    conn.close() 

 

def find_and_remove_similar_objects(db_path, proximity_threshold=2, 

match_threshold=50): 

    conn = sqlite3.connect(db_path) 

    cursor = conn.cursor() 

    cursor.execute("SELECT id, image, longitude, latitude FROM objects") 

    objects = cursor.fetchall() 

 

    for i in range(len(objects)): 
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        for j in range(i + 1, len(objects)): 

            id1, img1, lon1, lat1 = objects[i] 

            id2, img2, lon2, lat2 = objects[j] 

            if calculate_distance(lon1, lat1, lon2, lat2) <= proximity_threshold: 

                img1 = cv2.imdecode(np.frombuffer(img1, np.uint8), 

cv2.IMREAD_GRAYSCALE) 

                img2 = cv2.imdecode(np.frombuffer(img2, np.uint8), 

cv2.IMREAD_GRAYSCALE) 

                num_matches = compare_images_with_sift(img1, img2) 

                if num_matches > match_threshold: 

                    print(f"Objects {id1} and {id2} are similar ({num_matches} 

matches).") 

                    #debug_display_images(img1, img2) 

                    remove_object(db_path, id2)  # Remove the second object 

                    print(f"Removed object {id2} from the database.") 

    conn.close() 

 

import cv2 

 

def compare_images_with_sift(img1, img2): 

    # Initialize SIFT detector 

    sift = cv2.SIFT_create() 

 

    # Find the keypoints and descriptors with SIFT 

    keypoints1, descriptors1 = sift.detectAndCompute(img1, None) 

    keypoints2, descriptors2 = sift.detectAndCompute(img2, None) 

 

    # Ensure descriptors are not None (i.e., SIFT found features) 

    if descriptors1 is not None and descriptors2 is not None: 

        # Create BFMatcher object 

        bf = cv2.BFMatcher(cv2.NORM_L2, crossCheck=True) 

 

        # Match descriptors 

        matches = bf.match(descriptors1, descriptors2) 

 

        # Filter matches based on the distance 

        good_matches = [m for m in matches if m.distance < 300]  # Adjust distance 

threshold as needed 

 

        return len(good_matches) 

    else: 

        # Return zero if no descriptors were found 

        return 0 

 

 

# Example usage 

db_path = 'detected_objects.db' 

find_and_remove_similar_objects(db_path) 
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fetch_and_compare_objects_orb(db_path = 'detected_objects.db', 

proximity_threshold=1 , orb_threshold=30) 

Cluster Analysis 

import sqlite3 

from geopy.distance import geodesic 

 

def get_data(): 

    """Fetch images and their metadata from the SQLite database.""" 

    conn = sqlite3.connect('detected_objects.db') 

    cursor = conn.cursor() 

    cursor.execute("SELECT id, image, longitude, latitude, altitude FROM objects") 

    data = cursor.fetchall() 

    conn.close() 

    return data 

 

def cluster_data(data, proximity): 

    """Cluster data points based on their geographical proximity.""" 

    clusters = [] 

    while data: 

        base_point = data.pop(0) 

        cluster = [base_point] 

        to_remove = [] 

        for point in data: 

            if geodesic((base_point[3], base_point[2]), (point[3], 

point[2])).meters <= proximity: 

                cluster.append(point) 

                to_remove.append(point) 

        data = [d for d in data if d not in to_remove] 

        clusters.append(cluster) 

    return clusters 

 

def create_cluster_db(cluster, cluster_id): 

    """Create a new SQLite file for a cluster of objects.""" 

    conn = sqlite3.connect(f'cluster_{cluster_id}.db') 

    cursor = conn.cursor() 

    cursor.execute(""" 

        CREATE TABLE objects ( 

            id INTEGER PRIMARY KEY, 

            image BLOB, 

            longitude REAL, 

            latitude REAL, 

            altitude REAL 

        ) 

    """) 

    cursor.executemany("INSERT INTO objects (id, image, longitude, latitude, 

altitude) VALUES (?, ?, ?, ?, ?)", cluster) 

    conn.commit() 

    conn.close() 

 

def main(proximity): 
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    data = get_data() 

    clusters = cluster_data(data, proximity) 

    for idx, cluster in enumerate(clusters): 

        create_cluster_db(cluster, idx) 

    print(f'{len(clusters)} clusters created.') 

 

if __name__ == "__main__": 

    main(proximity=2)  # Specify proximity in meters 

Sensitivity Analysis 

import folium 

import location2 

from geopy import distance 

import math 

 

def run_calculation(drone_longitude, drone_latitude, bearing_var, altitude_m_var, 

focal_var): 

 

    result = location2.calculate_offset(drone_longitude, drone_latitude, 

image_width_x, image_height_y, px_x, px_y, bearing_var, altitude_m_var, 

diagonal_size_inches, aspect_ratio, focal_var) 

     

    return result 

 

# Example usage: 

diagonal_size_inches = 1/1.3  # example diagonal in inches 

aspect_ratio = (4, 3)  # example aspect ratio 

altitude_m = 20        # Altitude in meters 

focal_length_mm = 24    # Focal length in millimeters 

drone_longitude = -21.702896 

drone_latitude = 63.834375 

image_width_x = 1920  # pixels 

image_height_y = 1080  # pixels 

px_x = 1910  # pixel x coordinate 

px_y = 1040  # pixel y coordinate 

bearing = 0 # Bearing in degrees 

 

 

import numpy as np 

import matplotlib.pyplot as plt 

import pandas as pd 

from geopy import distance 

# Assuming location2.calculate_offset is already defined elsewhere and imported 

# from your_module import location2 

 

# Define default parameters 

default_longitude = -21.702896 

default_latitude = 68.834375 

default_bearing = 0  # degrees 

default_altitude = 20  # meters 

default_focal_length_mm = 24    # Focal length in millimeters 
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# Define parameter ranges 

longitude_range = np.linspace(default_longitude-(3*0.000020399), 

default_longitude+(3*0.000020399), 10, dtype=float) 

latitude_range = np.linspace(default_latitude-(3*0.00000899), 

default_latitude+(3*0.00000899), 10, dtype=float) 

bearing_range = np.linspace(default_bearing-10, default_bearing+10, 10) 

altitude_range = np.linspace(default_altitude-5, default_altitude+5, 10) 

focal_range = np.linspace(default_focal_length_mm-1, default_focal_length_mm+1, 10) 

 

# Function to test variations in one parameter while keeping others constant 

def test_parameter_variation(param_name, param_range): 

    output_orig = run_calculation(default_longitude, default_latitude, 

default_bearing, default_altitude, default_focal_length_mm) 

    results = [] 

    for value in param_range: 

        if param_name == "bearing": 

            output = run_calculation(default_longitude, default_latitude, value, 

default_altitude, default_focal_length_mm) 

        elif param_name == "altitude": 

            output = run_calculation(default_longitude, default_latitude, 

default_bearing, value, default_focal_length_mm) 

        elif param_name == "focal_length": 

            output = run_calculation(default_longitude, default_latitude, 

default_bearing, default_altitude, value)     

         

        dist = distance.distance(output,output_orig).meters 

         

 

        delta_lon_m = distance.distance((output[0], 

output_orig[1]),output_orig).meters 

        #print(delta_lon_m) 

        delta_lat_m = distance.distance((output_orig[0], 

output[1]),output_orig).meters 

        #print(delta_lat_m) 

        results.append((value, output[0], output[1], dist, delta_lon_m, 

delta_lat_m)) 

 

    df = pd.DataFrame(results, columns=[param_name, 'new_lon', 

'new_lat','delta_m','delta_lon_m','delta_lat_m']) 

 

     

     

 

    return df 

 

# Updated plotting function to handle only delta_lon and delta_lat 

def plot_results(df, param_name): 

    if param_name in ['bearing', 'altitude', 'focal_length']:  # Only plot for 

bearing and altitude changes 

        fig, ax = plt.subplots(1, 3, figsize=(10, 5))  # Adjusted for two plots 

        titles = ['Delta Longitude (m)','Delta Latitude (m)','Delta Absolute (m)'] 

        columns = ['delta_lon_m', 'delta_lat_m', 'delta_m'] 
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        for i, column in enumerate(columns): 

            ax[i].plot(df[param_name], df[column]) 

            ax[i].set_title(titles[i]) 

            ax[i].set_xlabel(param_name) 

            ax[i].set_ylabel(column) 

        plt.tight_layout() 

        plt.show() 

 

# Run tests for each parameter 

for param, param_range in zip(['bearing', 'altitude', 'focal_length'], 

[bearing_range, altitude_range, focal_range]): 

    df = test_parameter_variation(param, param_range) 

    plot_results(df, param) 

    if param in ['bearing', 'altitude', 'focal_length']:  # Only print dataframe 

for bearing and altitude 

        print(df) 

Cluster error 

import sqlite3 

from geopy.distance import geodesic 

import numpy as np 

import glob 

 

def get_cluster_data(cluster_id): 

    """Fetch images and their metadata from a clustered SQLite database.""" 

    conn = sqlite3.connect(f'cluster_{cluster_id}.db') 

    cursor = conn.cursor() 

    cursor.execute("SELECT id, image, longitude, latitude, altitude FROM objects") 

    data = cursor.fetchall() 

    conn.close() 

    return data 

 

def calculate_centroid(cluster): 

    """Calculate the centroid (average location) of a cluster.""" 

    longitudes = [point[2] for point in cluster] 

    latitudes = [point[3] for point in cluster] 

    centroid = (np.mean(latitudes), np.mean(longitudes)) 

    return centroid 

 

def calculate_errors(cluster, centroid): 

    """Calculate the distances from each point to the centroid for a cluster.""" 

    errors = [geodesic((point[3], point[2]), centroid).meters for point in cluster] 

    return errors 

 

def calculate_mean_and_std_error(errors): 

    """Calculate the mean error and standard deviation of errors for a cluster.""" 

    mean_error = np.mean(errors) 

    std_deviation = np.std(errors) 

    return mean_error, std_deviation 

 

def find_furthest_outlier(cluster, errors): 

    """Find the furthest outlier in a cluster based on the errors.""" 
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    max_error = max(errors) 

    max_error_index = errors.index(max_error) 

    furthest_outlier = cluster[max_error_index] 

    return furthest_outlier, max_error 

 

def main(): 

    cluster_files = glob.glob('cluster_*.db') 

    for cluster_file in cluster_files: 

        cluster_id = cluster_file.split('_')[1].split('.')[0] 

        cluster_data = get_cluster_data(cluster_id) 

        centroid = calculate_centroid(cluster_data) 

        errors = calculate_errors(cluster_data, centroid) 

        mean_error, std_deviation = calculate_mean_and_std_error(errors) 

        furthest_outlier, max_error = find_furthest_outlier(cluster_data, errors) 

        print(f'Cluster {cluster_id}:') 

        print(f'  Mean error is {mean_error:.2f} meters') 

        print(f'  Standard deviation is {std_deviation:.2f} meters') 

        print(f'  Furthest outlier is at ID {furthest_outlier[0]} with an error of 

{max_error:.2f} meters') 

    print(f'{len(cluster_files)} clusters processed.') 

 

if __name__ == "__main__": 

    main() 

 

 

Webserver 

from flask import Flask, render_template, send_file 

import threading 

import sqlite3 

import io 

import os 

import signal 

 

app = Flask(__name__) 

 

def get_data(): 

    """Fetch images and their metadata from the SQLite database.""" 

    conn = sqlite3.connect('detected_objects.db') 

    cursor = conn.cursor() 

    cursor.execute("SELECT id, image, longitude, latitude, altitude FROM objects") 

    data = cursor.fetchall() 

    conn.close() 

    return data 

 

@app.route('/') 

def index(): 

    """Serve the main page with images and metadata.""" 

    data = get_data() 

    return render_template('index.html', items=data) 
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@app.route('/image/<int:id>') 

def image(id): 

    """Serve images from the database based on their ID.""" 

    conn = sqlite3.connect('detected_objects.db') 

    cursor = conn.cursor() 

    cursor.execute("SELECT image FROM objects WHERE id = ?", (id,)) 

    img_data = cursor.fetchone()[0] 

    conn.close() 

    return send_file(io.BytesIO(img_data), mimetype='image/jpeg') 

 

def run_app(): 

    app.run(debug=True, port=8888, use_reloader=False) 

 

if __name__ == '__main__': 

    # Start Flask in a new thread 

    t = threading.Thread(target=run_app) 

    t.start() 

 

    # Wait for a specific input to stop the server or exit based on a condition 

    try: 

        while True: 

            input_str = input("Type 'exit' to quit: ") 

            if input_str == 'exit': 

                break 

    except KeyboardInterrupt: 

        pass 

    finally: 

        print("Stopping Flask server...") 

        import subprocess 

 

        # Define the command you want to run 

        command = "lsof -nti:8888 | xargs kill -9" 

 

        # Run the command and capture its output 

        result = subprocess.run(command, shell=True, capture_output=True, 

text=True) 

        os.kill(os.getpid(), signal.SIGINT)  # Send interrupt signal to the process 

 

Index 

<!DOCTYPE html> 

<html lang="en"> 

<head> 

    <meta charset="UTF-8"> 

    <meta name="viewport" content="width=device-width, initial-scale=1.0"> 

    <title>Detected Objects</title> 

    <link rel="stylesheet" href="https://unpkg.com/leaflet/dist/leaflet.css" /> 

    <style> 

        #map { height: 400px; width: 100%; } 

        .grid-container { 

            display: grid; 
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            grid-template-columns: repeat(5, 1fr); /* Creates a 5-column grid 

layout */ 

            gap: 10px; 

        } 

        .grid-item { 

            text-align: center; 

        } 

        img { 

            width: 100%; /* Responsive images */ 

            height: auto; 

        } 

    </style> 

</head> 

<body> 

    <h1>Detected Objects</h1> 

    <div id="map"></div> 

    <div class="grid-container"> 

        {% for id, image, longitude, latitude, altitude in items %} 

        <div class="grid-item"> 

            <img src="{{ url_for('image', id=id) }}" alt="Object Image"> 

            <p>Longitude: {{ longitude }}<br> 

            Latitude: {{ latitude }}<br> 

            Altitude: {{ altitude }}</p> 

        </div> 

        {% endfor %} 

    </div> 

    <script src="https://unpkg.com/leaflet/dist/leaflet.js"></script> 

    <script> 

        var map = L.map('map'); 

        L.tileLayer('https://{s}.tile.openstreetmap.org/{z}/{x}/{y}.png', { 

            maxZoom: 19, 

            attribution: '© OpenStreetMap' 

        }).addTo(map); 

 

        var bounds = new L.LatLngBounds(); 

 

        // Add markers for each item and extend the bounds 

        {% for id, image, longitude, latitude, altitude in items %} 

        var marker = L.marker([{{ latitude }}, {{ longitude }}]).addTo(map) 

            .bindPopup('Longitude: ' + {{ longitude }} + '<br>Latitude: ' + {{ 

latitude }}); 

        bounds.extend(marker.getLatLng()); 

        {% endfor %} 

 

        // Automatically zoom the map to fit the markers 

        map.fitBounds(bounds); 

    </script> 

</body> 

</html> 


